[

FAKULTAT FUR INFORMATIK

DER TECHNISCHEN UNIVERSITAT MUNCHEN

Habilitation in Informatik

Approaches for Efficient and Autonomous
Learning in Robotics and Computer Vision

Dr. rer. nat. Rudolph Triebel

D






I

FAKULTAT FUR INFORMATIK

DER TECHNISCHEN UNIVERSITAT MUNCHEN

Habilitation in Informatik

Approaches for Efficient and Autonomous Learning in
Robotics and Computer Vision

Ansiatze fir Effizientes und Autonomes Lernen in
Robotik und Computersehen

Author: Dr. rer. nat. Rudolph Triebel
Supervisor: Prof. Dr. Daniel Cremers
External Advisor: Prof. Dr. Dieter Fox

Head of Committee: Prof. Dr. Helmut Seidl

Date: November, 2014






Ich versichere, dass ich diese Habilitationsschrift selbstandig verfasst und nur die angege-
benen Quellen und Hilfsmittel verwendet habe.

Miinchen, den 12. November 2014 Dr. rer. nat. Rudolph Triebel






Danksagung

An dieser Stelle mochte ich mich bei all den Menschen bedanken, die mich auf dem
Weg wihrend der Erstellung dieser Arbeit begleitet und unterstiitzt haben. Allen vo-
ran sind dies die Profs. Roland Siegwart (ETH Ziirich), Paul Newman (Univ. Oxford)
und Daniel Cremers (TU Miinchen), die es mir ermdglicht haben, in ihren jeweiligen Ar-
beitsgruppen zu forschen, und dabei interessante wissenschaftliche Fragestellungen mit
konkreten Anwendung in Projekten auf international hohem Niveau zu verbinden. Ohne
ihre Unterstiitzung wére diese Arbeit nicht moglich gewesen. Auch mdchte ich speziell
Prof. Dieter Fox (Univ. Washington, Seattle) danken fiir die hilfreiche Zusammenarbeit
und die guten Diskussionen wihrend seines Aufenthaltes an der TU Miinchen. Ausser-
dem bedanke ich mich bei all meinen ehemaligen und aktuellen Kollegen aus allen drei
Arbeitsgruppen, insbesondere aber bei Luciano Spinello, Jérome Maye, Ralf Késtner, Ji-
won Shin, Rohan Paul, Hugo Grimmett, Ingmar Posner, Jan Stithmer, Mohamed Souiai,
Shoubhik Debnath und Shiv Sankar Baishya. Die Zusammenarbeit mit ihnen hat mir sehr
viel Freude gemacht, und ich habe einige Erkenntnisse in dieser Arbeit erst durch diese
Zusammenarbeit erlangt. Ein weiteres herzliches Dankeschoén geht an Herrn Prof. Arras
(Uni Freiburg) fiir die gute Zusammenarbeit im EU-Projekt SPENCER und fiir viele in-
teressante und nicht nur fachliche Gesprache. Des weiteren bedanke ich mich bei meinen
Eltern fiir die hilfreiche, tatkriftige Unterstiitzung wihrend der Erstellung dieser Arbeit.
Schliefilich jedoch gilt der allergroéfite Dank meiner Frau Rocio und meinen Séhnen Romeo
und Ernesto, welche mich wéhrend der gesamten Zeit unterstiitzt haben und viel Geduld
und Verstdandnis aufgebracht haben. Danke!

Meiner Frau Rocio und meinen Séhnen Romeo und Ernesto gewidmet.

vii






Abstract

This thesis investigates machine learning approaches for perception tasks in robotics and
computer vision applications. The main focus of the developed techniques are the aspects
of efficiency and autonomy, where the latter refers to the amount of interaction with a hu-
man user that is required to perform the learning task. Starting from empirical evaluations
of standard supervised offline learning methods for classification in robot perception tasks,
we extend and modify these approaches to unsupervised and online learning techniques.
This reduces the number of user interactions in terms of queries for ground truth class
labels and increases the efficiency with respect to computational ressources, as we show
experimentally. Furthermore, it enables the learning algorithms to adapt to new, unseen
situations, which is a key requirement for systems that are designed to learn continuously,
such as life-long learning robot systems.

Beyond that, we especially investigate supervised classification techniques that are able
to provide reliable estimates of confidence in addition to the class label predictions they
generate. We argue that classifiers which tend to make false predictions with a high con-
fidence can cause severe effects, even if they generally perform well in classical measures
such as precision and recall. In our analysis of such methods based on a notion of over-
confidence, we conclude that the use of less overconfident methods such as the Gaussian
Process Classifier (GPC) should be prefered over standard methods such as Support Vector
Machines (SVM) if the confidence estimates are critical for further processing. Concretely,
we demonstrate these effects for the task of Active Learning, where the learning algorithm
itself chooses new training data to learn from. In that setting, an overconfident classifier
has the major disadvantage that it can not improve on the samples where it produced a
wrong prediction, as is shown in experiments, because it has no possibility to detect such
misclassifications. Finally, an alternative learning method based on Boosting is developed
and shown to reduce overconfidence over standard methods, resulting in an efficient ac-
tive online learning framework with significantly steeper learning curves compared to the
state of the art.

The approaches and techniques developed in the thesis are all backed up and motivated
by practical applications in robotics and computer vision. Concretely, we investigate the
tasks of the detection of cars, pedestrians, and traffic lights in urban environments, as well
as the classification of road signs and objects in 3D indoor and outdoor environments.
Specifically, we show that the developed Active Learning techniques are very effective
methods for semantic mapping, 3D object classification and interactive image segmenta-
tion.
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Zusammenfassung

Diese Arbeit befasst sich mit Ansdtzen des maschinellen Lernens fiir Aufgaben der au-
tomatischen Wahrnehmung in Robotik und Computersehen. Der Hauptaugenmerk der
entwickelten Techniken sind die Aspekte der Effizienz und der Autonomie, wobei sich let-
ztere auf den Grad der Interaktion mit einem menschlichen Benutzer bezieht, welche nétig
ist, um die Lernaufgabe zu erfiillen. Ausgehend von empirischen Auswertungen anhand
von hdufg verwendeten, iiberwachten offline Lernmethoden zur Losung von Klassifika-
tionsaufgaben in der Roboterwahrnehmung, erweitern und verdndern wir diese Anséitze
in Richtung uniiberwachtes und online Lernen. Dies verringert die Anzahl von Benutzer-
interaktionen beziiglich der Anfragen nach Klassenbezeichnern aus der Grundwahrheit
und erhoht die Effizienz im Sinne der Rechenintensitdt, wie wir experimentell zeigen.
Weiterhin ermoglicht es dem Lernalgorithmmus sich an neue, noch nicht beobachtete Situ-
ationen anzupassen, was eine besondere Voraussetzung fiir Systeme ist, die fiir andauern-
dens Lernen konzipiert sind, wie zum Beispiel lebenslang lernende Robotersysteme.

Dartiber hinaus untersuchen wir speziell iiberwachte Klassifikationsmethoden, die in
der Lage sind, eine zuverldssige Abschidtzung der Konfidenz zu liefern, zusitzlich zu den
vorhergesagten Klassenbezeichnern, die sie erzeugen. Wir arguentieren, dass Klassifika-
toren, die dazu neigen falsche Vorhersagen mit hoher Konfidenz zu machen, ernsthafte
Effekte hervorrufen kénnen, sogar wenn sie generell sehr leistungsfdhig sind gemessen an
klassischen Kriterien wie Genauigkeit und Trefferquote. In unserer Untersuchung von
solchen Methoden basierend auf dem Begriff der Hyperkonfidenz schlieffen wir, dass
die Verwendung von weniger hyperkonfidenten Methoden wie zum Beispiel dem Gauf3-
Prozess Klassifikator (GPC) der von iiblicherweise eingesetzten Verfahren wie der Support-
Vektor Maschine (SVM) vorgezogen werden sollte, wenn die Konfidenzabschatzung kri-
tisch fiir die weitere Verarbeitung ist. Konkrete zeigen wir diese Effekte am Beispiel des
Aktiven Lernens, bei dem der Lernalgorithmus selbst entscheidet, aus welchen Trainings-
daten er lernt. In diesem Szenario hat ein hyperkonfidenter Klassifikator den grofien
Nachteil, dass er sich nicht auf den Datenstichproben verbessern kann, fiir die er eine
falsche Vorhersage getroffen hat, wie wir in Experimenten zeigen, da er keine Moglichkeit
hat, diese Fehlklassifikationen zu erkennen. Schliefslich entwickeln wir eine alternative
Lernmethode basierend auf dem Boosting-Schema, von welcher gezeigt wird, dass sie die
Hyperkonfidenz im Vergleich mit Standardmethoden reduziert und zu einem effizienten
aktiven online Lernverfahren fiihrt, welches signifikant steilere Lernkurven erzeugt ver-
glichen mit aktuellen Methoden.

Die Ansitze und Techniken, die in dieser Arbeit entwickelt werden, sind alle unterstiitzt
und motiviert durch praktische Anwendungen in der Robotik und dem Computersehen.
Konkret behandlen wir Aufgaben der Erkennung von Autos, Fufigangern und Ampeln in
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Stadtumgebungen, sowie die Klassifikation von Straenschildern und dreidimensionalen
Objekten im Innen- und Aufienbereich. Speziell zeigen wir, dass die entwickelten Aktiven
Lernmethoden sehr effektiv sind fiir semantische Kartenerstellung, 3D Objektklassifika-
tion und interaktive Bildsegmentierung.
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1. Introduction

Machine learning algorithms have received an immensely growing interest in the areas of
computer vision and robotics. Many problems in fields such as machine perception, robot
navigation, control and others, which until recently seemed hard to solve, have been and
are being addressed using techniques that were originally developed in the machine learn-
ing community. The success and the growing applicability and efficiency of these methods
have convinced researchers and developers in computer vision and robotics of their ben-
efit. However, a lot of challenges still remain. In particular, there are two objectives to be
considered for machine learning techniques that are to be applied in a robotics or computer
vision context: efficiency and autonomy. While the first objective is classically measured
in terms of run time and memory requirements, the second is somewhat harder to mea-
sure. Also, compared to the goal of efficiency, the investigation of autonomous learning
methods is a much more recent field, which makes questions such as comparability harder
to address. Nevertheless, autonomy is a very attractive feature, in particular (although
not exclusively) for machine perception tasks such as the ones we will investigate in this
thesis. The reason for this is that in perception the aim is often to automatically associate
an observation received from sensor input to some semantic interpretation, for example an
object label (“chair”, “table”, etc.). However, the only reliable source of information, from
which such semantics can be learned is a human supervisor, and providing such “ground
truth” information to a learning algorithm is for most humans a tedious and annoying
task. Therefore, in this thesis we will measure autonomy by the required amount of user
interaction during the learning process. This means that in terms of our notion of auton-
omy the best learning algorithms are those that do not require any human user input, and
we dedicate one significant part of the thesis to these unsupervised learning methods. We
will show how certain features in the data such as regularity or similarity of constellations
can be used to achieve segmentations that come very close to labelings that humans would
do. Still, these methods can of course not provide any human description of the observa-
tions and should rather be considered as an attempt to group the data into meaningful
clusters, so that a human annotation can be made on a higher, cluster-based level, and not
per data sample. One example of such a method will be presented. Ultimately, however,
our goal is to only reduce the amount of human interaction as much as possible while still
retrieving enough information from the user to perform reliable predictions of class labels
for newly observed data. This leads us to the field of active learning, which in a way com-
bines the idea of autonomy with that of efficiency, because it requires less human input by
querying selectively the data from which better learning can be expected, and it favours
classification algorithms that learn fast and online. We will give concrete examples were
active learning is used to achieve high classification rates with a comparably small amount
of human data annotation.
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Figure 1.1.: Overview of the learning methods developed in this thesis. Each colored box cor-
responds to a chapter, with the exception of supervised online learning and combined online
learning. The former is mentioned here as a natural extension of standard supervised offline
learning, but it is only applied within the context of active learning and not separately. The lat-
ter is generally considered to be too extensive to fit into the scope of this thesis. However, we
mentioned it here as a motivation for our work, and we present some preliminary result on it.

1.1. Overview of this Thesis

To be able to develop the unsupervised and active learning techniques presented in this
thesis, we first need to investigate and understand thoroughly the well-known standard
supervised learning methods. There are at least two obvious reasons for that: first, by
applying and refining the standard methods to concrete, relevant problems we obtain a
notion of how well they perform for these tasks and where their drawbacks may be. And
second, the development of novel learning algorithms will be easier and more reliable
when we can rely on the established standard methods, for example by refining these
rather than formulating new methods completely from scratch. Therefore, Part I of this
thesis is mainly concerned with supervised learning methods such as Support Vector Ma-
chines, AdaBoost, and Conditional Random Fields, and how they can be used effectively
to address the important problem of detecting cars and pedestrians from camera and laser
range data in crowded urban environments. Then, in Chapter[d]we motivate the concept of
confidence-aware supervised classification. This differs from the other learning techniques
in that it also takes into account the uncertainty associated with a classification. Concretely,
we investigate the use of a Gaussian Process classifier (GPC) to the problems of semanti-
cally segmenting 3D outdoor environments and for traffic light detection in urban traffic
situations. As we will see, classification confidence can help to reduce false classifications,
but more importantly, it will lay the foundation for an effective active learning approach
later on.




1.2. Main Contributions

In Part II, we then extend and modify some of the supervised methods so that they are
either completely unsupervised or self-supervised, i.e. they relate data obtained from an-
other source to the observations, so that predictions can be made for new observations. As
an example for the former, we present in Chapter |5|a part-based segmentation and object
discovery algorithm for 3D range data, which is based on the design of two inter-related
undirected graphical models. With respect to self-supervised learning, we describe an ap-
proach to interpret the semantics of direction signs from previously recorded motion that
is associated to input images containing the signs. Both ideas, the unsupervised and the
self-supervised approach are then extended in Chapter [f] for online learning. This means,
the algorithms are modified or redesigned so that they can make predictions before having
observed the entire data set. Thus, they can be applied as filters, where new observations
are used to incrementally refine an underlying model rather than completely recomputing
it. This makes them much more efficient than the offline methods, which is — as mentioned
— the other objective for this thesis apart from the autonomy.

Finally, in Part III we investigate active learning approaches and apply them to seman-
tic mapping, interactive image segmentation, and 3D object recognition. Here, we make
use of the findings from Chapter[#and evaluate experimentally the benefits of confidence-
aware classifiers such as the GPC over others that tend to be overconfident, i.e. they as-
sociate wrong classifications often with a high confidence. Here, in the context of active
learning, overconfidence has the severe effect that it prevents the learning algorithm from
improving its classification performance, because misclassified samples can often not be
detected. Furthermore, we present a novel learning method that modifies a standard algo-
rithm, namely GradientBoost, which also tends to overconfidence, in such a way that it is
less overconfident. Again, this leads to a better performance in active learning, however
with the additional advantage that the boosting method is much faster than the GPC.

1.2. Main Contributions

A total number of 20 scientific publications in robotics and computer vision has evolved
from this thesis, and we refer to the Appendix on page[86|for a full list. Here, we name the
most influencial works from each chapter of this thesis:

e Detection of Pedestrians and Cars from Camera and Laser Range Data (Chapter :
L. Spinello, R. Triebel, R. Siegwart: “Multiclass Multimodal Detection and Tracking in Urban
Environments” in: The International Journal of Robotics Research (IJRR) 29 (12): 1498-1515,

2010 (see page[124)

e Confidence-Aware Classification of Outdoor Environments from 3D Laser Range
Data (Chapter [4):
R. Paul, R. Triebel, D. Rus, P. Newman: “Semantic Categorization of Outdoor Scenes with
Uncertainty Estimates using Multi-Class Gaussian Process Classification” in: Proc. of the
International Conference on Intelligent Robots and Systems (IROS) 2012 (see page

e Unsupervised Segmentation and Object Discovery from 3D Point Clouds (Chap-
ter p)):
R. Triebel, J. Shin, R. Siegwart: “Segmentation and Unsupervised Part-based Discovery of
Repetitive Objects” in: Robotics: Science and Systems (RSS) 2010 (see page [204)
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¢ Unsupervised Online Learning for Segmentation of 3D Outdoor Environments (Chap-
ter [6):
R. Triebel, R. Paul, D. Rus, P. Newman: “Parsing Outdoor Scenes from Streamed 3D Laser
Data Using Online Clustering and Incremental Belief Updates” in: Proc. of the Conference
on Artificial Intelligence (AAAI) 2012 (see page

e Active Learning for Semantic Mapping (Chapter[7):
R. Triebel, H. Grimmett, R. Paul, I. Posner “Driven Learning for Driving: How Introspec-

tion Improves Semantic Mapping” in: Proc. of the International Symposium on Robotics
Research (ISRR) 2013 (see page [257)
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2. A Short Summary of Common Supervised
Learning Methods

In this chapter, we briefly review some of the most important supervised learning meth-
ods commonly used for classification tasks in robotics and computer vision. Throughout
this thesis, these methods, along with some others, will be an important reference, be it
for comparison with novel techniques or for application and adaptation to other contexts.
In particular, we discuss Support Vector Machines (SVMs), Boosting methods, and Con-
ditional Random Fields (CRFs). While the first two are typical classification methods, the
latter is not usually denoted a classifier. Still, it requires labeled training data for param-
eter learning, and, if we consider node potentials as “local” classifiers, then CRFs can be
used for collective classification. We will give more details below. Note that our description
of these standard supervised learning methods is meant to be short, given that there is
already a large literature available on these topics. Two very popular examples of com-
prehensive text books are those of Bishop [2006] and Murphy|[2012]], to which we refer for
any further details on these topics.

2.1. Support Vector Machines

The most popular supervised learning method used for classification tasks in computer
vision and robotics are Support Vector Machines (SVMs). This popularity mainly stems
from their good performance in terms of classification rates and run time, but also from
the availability of easy-to-use software packages. The literature available on SVMs is abun-
dant, and a particularly detailed reference is the work of Scholkopf and Smola [2002]. Here,
we only sketch the main principles of the SVM learning method, separated into the train-
ing phase, where a model is learned for a given training data set, and the inference phase,
where a class label prediction is made based on a new test data point and the learned
model.

2.1.1. Training an SVM

Suppose we are given a set of N input training data points {x, ..., xy}, along with known
ground truth labels y, ..., yn, where y,, € {—1, 1}, i.e. we consider a binary classification
problem. Our aim is to find model parameters (w, b) so that the function

fx)=wlo(x)+b 2.1)

separates the two classes, i.e. f(x,) > 0ify, = 1 and f(x,) < 0if y, = —1, where ¢ is a fea-
ture function that maps the data into a feature space. This problem is equivalent to finding
a hyper plane that separates all training data points in feature space. If such a hyperplane
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exists, it may not be unique, and the idea is to find the hyperplane that maximizes the mar-
gin, i.e. the one that has the largest distance to any of the training data points. If there
is no such hyperplane, then the problem can be relaxed so that the hyperplane at least
separates a fraction of the training set correctly, but we will not consider this case here.
The maximum-margin solution to Eq. can be obtained from the following quadratic
program formulation:

1
argmill)l§||w||2 s.t. Yn (Wl d(x,) 4+ b) > 1, n=1,...,N. (2.2)
W?
By introducing Lagrange multipliers a,, for each constraint and eliminating w and b from
the resulting Lagrangian, we obtain the dual formulation of the problem:

N 1 N N
arg max {Zl =5 Y D nmYnYmk(xn, Xm)}
n=

n=1m=1

s.t. an > 0, n=1...,N (2.3)
N
Z anYn = 0.
n=1

Here, the function k(x,,,Xm) = ¢(x,)T ¢(x.n) defines the kernel function. Thus training an
SVM involves solving for the Lagrange multipliers a in Eq. (2.3). This is again an instance
of a quadratic program, for which there are several standard techniques in the literature.
The most common one in the context of SVMs is the sequential minimal optimization (SMO)
algorithm by Platt [1998]. Once a solution to is found, it can be used to compute the
threshold parameter b in (2.2).

The major benefit of the dual formulation over Eq. 2.2]is that it is expressed only in
terms of the kernel function k, and the feature function ¢ has disappeared. This enables the
applicability of the kernel trick, i.e. k can be replaced by any symmetric, positive-definite
function (i.e. a so-called Mercer kernel), including cases where a corresponding feature
function ¢ can only be infinite-dimensional. The kernel trick makes the SVM a very pow-
erful classifier, because it extends the notion of a linearly separating hyperplane into highly
non-linear, and even infinite-dimensional feature spaces. In practice, very often the mostly
used Gaussian kernel function is sufficient to obtain good classification results.

2.1.2. Inference with an SVM

After the model parameters (a,b) are obtained from the training phase, class labels for
new test data points x* are predicted in the inference phase. This is done by evaluating the
decision function

N
FX) =) antnk(x*, xn) + b (2.4)
n=1

and assigning a positive label to x* whenever f(x*) > 0. From a computational point of
view, this means that for every new prediction step, all N training data points need to be
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considered. Fortunately, it turns out that this is not necessary: It can be shown that for
all training data points x,, it either holds a,, = 0 or y,, f(x,) = 1. In the former case, the
corresponding term does not contribute to the sum in Eq. (2.4). Thus, the sum needs to
be evaluated only for the latter case, i.e. when the corresponding training point lies on
the boundaries of the margin. These points are called the support vectors. The fact that for
prediction only the support vectors are needed makes the SVM classification method very
efficient: usually the number of support vectors is much smaller than NV, leading to a sparse
formulation of the problem.

2.1.3. Relevance in the Context of this Thesis

Despite their broad use and their obvious benefits in terms of classification performance
and run time efficiency, Support Vector Machines have at least one important drawback:
they can not return a probabilistic prediction in terms of a class label probability for a new
test point x*. However, this is often necessary, particularly if an estimate of uncertainty is
required. Although there have been attempts to mitigate this problem, probabilistic esti-
mates obtained from an SVM classifier are often not reliable enough for applications that
require them. More details of this will be given in Chaptersfand[/] Here, we summarize
the two main statements regarding SVMs that will be backed up with experiments in later
chapters of this thesis:

1. SVMs yield very good classification rates. As we will show in Chapter (3| SVMs are
a very useful tool for important applications in mobile robotics, and we consider the
classification of pedestrians and cars in an urban environment.

2. SVMs are overconfident. In situations where a probabilistic estimate of the classifi-
cation is needed, SVMs perform poorly in the sense that they tend to return wrong
class label predictions with low uncertainty. In Chapter @, we will show examples
of this. As a consequence, SVMs are not very useful in applications such as Active
Learning, and we give experimental evidence of this in Chapter[7]

2.2. Boosting

Another very popular supervised learning framework for classification tasks are boosting
methods, and in particular the AdaBoost algorithm by Freund and Schapire [1997]. This
method recieved major attention in the computer vision community when it was very
successfully employed to face detection by [Viola and Jones [2002]. Since then, it has been
used for many different problems in computer vision and robotics, and a large variety of
extensions and improvements have been developed. A good overview and many detailed
explanations are given by Schapire and Freund|[2012]. Here, we will only give a summary
on the standard AdaBoost algorithm. Again, we distinguish between the training and the
inference phase of the learning algorithm.

2.2.1. AdaBoost Training

As above, we assume we are given a training data set X = {x,...,xy} with ground truth
labels t = (y1,...,yn), and again we consider only the binary case, i.e. y, € {—1,1}. The
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Algorithm 1: AdaBoost for binary classification

Data: training data (X', y) consisting of N labeled feature vectors, where

yn € {—1,1}
Input: Number M of training rounds
Output: weak classifiers(f1, ..., far), coefficients (aq, ..., anr)

w) « (1/N,...,1/N)

[y

2 form < 1to M do
3 fm ¢ LearnWeakClassifier (w,X,y)
P PSRN DA 48 (P CAEZT

ZNﬂ w;m)

5 Qam < In (%)

m

forn < 1to N do

™ e wl™ exp(amI (fr(xa) # ya)

end
end

© g o

main idea of all boosting methods is to run a given number M of training rounds through
the data, where in each training round a weak classifier is trained that particularly focusses
on the misclassified samples from the previous rounds. To achieve this, weights w1, ..., wy
are assigned to the training data, and those w; that correspond to misclassified training
samples are increased after each training round. As a result, the next weak classifier to
be trained will attach more importance to these misclassified samples. Important to note
here is that a weak classifier is per definition only required to yield a training error that is
better than a random “classifier” would give. This means for the two-class problem that
we need to guarantee that the training error for any possible training set is always smaller
than 0.5. A very simple and commonly used weak classifier is the decision stump, and Fig.
shows an illustration of this. Now, the main point of boosting algorithms is the fact
that the overall training error decreases during training even though the underlying weak
classifiers may be quite bad in performance (but at least better than random guessing). This
behaviour justifies the name “Boosting Algorithms” for these kind of supervised learning
methods.

A more explicit description of AdaBoost is given in Algorithm 1} In the first step (line 1)
all training weights are equally initialized with 1/N. Then, in each round a weak classifier
fm : R = {—1,1} is learned from the weighted training data, and its weighted training
error ¢; is computed (line @) Here, I() denotes the indicator function, which is 1 if the ar-
gument is true and 0 otherwise. From the training error ¢, the coefficient o, is computed.
This value is later used to weight the weak classifier f,, trained in round m within the
ensemble. The intuition is that if f,,, has a small training error, o, will be large and f,,, will
contribute more to the ensemble. Then, in the last steps, the data weights are updated so
that the misclassified points obtain a higher weight while the weights of the other points
remain unchanged (lines [6]-[8).

10
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(a) Example data (b) Decision stump 1 (c) Decision stump 2

Figure 2.1.: Decision stump as a weak classifier for AdaBoost. a) A simple 2D example data set with
two classes. b) Projection of the data onto the first feature dimension. To learn a decision stump,
we find the (hyper-) plane that separates the data into two classes with the smallest number of
outliers. Here, we have three outliers (see boxes). These will recieve a higher weight compared
to the other data points in the next training round. c) Projection of the same data onto the second
data dimension. Again, the dashed line shows the optimal hyper-plane separating the data.
However, here the training error is higher. Therefore, AdaBoost selects the first decision stump
from b) as a next weak classifier.

2.2.2. AdaBoost Inference

As soon as the weak classifiers fi,..., fys and their coefficients aq, ..., ays are obtained
from the training process, new test data points x* can be classified. To do this, AdaBoost
evaluates the function

M
f(X*) = Z amfm(X*) (25)
m=1

and tests it for its sign. If the sign is positive, the predicted class label y* is 1, otherwise
it is —1. Usually, this operation can be done very quickly, which is also one reason why
AdaBoost is often used in real-time applications.

2.2.3. Relevance in the Context of this Thesis

Boosting algorithms will be a topic of special relevance in later chapters of this thesis.
However, in addition to the mere application and performance evaluation of the algo-
rithms, we will present an extension that particularly aims at reducing the overconfidence of
the classifier. This will be shown to be very useful in an active learning framework, where
a reliable uncertainty estimate of the classifier is crucial. Thus, we will investigate these
two statements regarding Boosting:

1. Boosting is a very effective and flexible classification framework. In Chapter 3| we
give several examples of succesful applications of AdaBoost to pedestrian and car
detection, including a technique where AdaBoost was combined with an SVM.

11
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2. Boosting can be extended to reduce overconfidence. Similar to SVMs, Boosting
tends to be overconfident when used as a classifier with probabilistic output. We give
experimental evidence of this in Chapter E} However, in contrast to SVMs, Boosting
can be modified such that it returns class label predictions with less overconfidence.
This is denoted Confidence Boosting, and will be presented in Chapters [4and [7}

2.3. Conditional Random Fields

In contrast to SVMs and Boosting methods, Conditional Random Fields (CRFs) belong to
the class of probabilistic reasoning methods. This means that the approach is formulated
in terms of probability theory, and data points and class labels are modeled as random
variables. As we will see later, this has major benefits when dealing with data that comes
from noisy observations of a sensor such as a camera or a 2D laser scanner. Although the
literature on CRFs is not as ample as it is for the other two classification methods in this
chapter, there is a very detailed, recent article by [Sutton and McCallum|[2012], which we
recommend for further reading on this topic. Again, we only present the principles of the
method here to build the foundation for further references to the method within this thesis.

2.3.1. Probabilistic Formulation

As above, we start with a training data set which consists of observations X = {xi,...,xn}
and corresponding ground truth labelsy = (y1, ..., yn). We note that there are at least two
major differences to the formulation used above: First, all elements — except the model pa-
rameters w — are modeled as collections of random variables, i.e. there is an underlying
random distribution assumed for them. And second, the class labels y,, are elements of a
set {1,..., K}, K € Nand not just 1 or —1. This allows classification into many classes
instead of just two. With this notation, the conditional distribution modeled by a CRF can
be formulated as:

Jiw L eetve | 2w, 2:6)
’ ceC

p(y | X,W) =

where Z(X,w) = >0/ [[.cc pe(ye | X, w) is a normalizer, which turns the right hand side
into a proper distribution. In the literature, Z is known as the partition function. The func-
tion ¢, is a non-negative potential, which is interpreted as an unnormalized probability.
Furthermore, in Eq. (2.6), the symbol ¢ denotes the index of a cligue y. of random vari-
ables, i.e. a subset of y, in which all pairs of variables directly depend on each other. The
set of all cliques is denoted as C. The concept of cliques becomes clearer when the CRF is
represented as a probabilistic graphical model, in which each random variable corresponds
to a node, and dependencies are modeled as edges (see Fig. for an example). Here,
a clique is determined as a fully connected subgraph. Usually, working with cliques of
arbitrary size makes the formulation overly complex. Therefore, most often a maximum
clique size of two is assumed, which leads to the so-called pairwise CRFs. The formulation
of a pairwise CRF is somewhat simpler:

12
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Ti—-1,5
Yi—1,5

w

Figure 2.2.: Example of a CRF on a 2D grid. This model can be used for image segmentation in
computer vision, where each pixel of an image is modelled as an observed feature x;;, and the
true label or segment identifier of a pixel is a hidden (unobserved) variable y;;. According to
the notation used by [Bishop| [2006], we denote observed variables with filled circles and hidden
variables with open circles. The deterministic model parameters w are depicted as a small point.

N
1
ply | X,w) = Z(X,w)nl_ll('p(yn \ xn,W)( q€€¢(yn,ym | Xpny Xpm, W), (2.7)

where £ denotes the set of all edges in the graph, i.e. all pairs of indices of connected
hidden nodes. This means, that there are node potentials p and edge potentials 1). Although
these potentials are not specified further in the general setting, most authors use the so-
called log-linear model. In this model the potentials are defined as

(P(yn ‘ Xn,W) = eXP(Wr:,an(men)), n = 17 ceey N (28)
¢(ynaym | Xn7XTn7W) = eXp(WZfG(ynvymaXn7xm)) n,m= ]-7 e 7N3 (29)

where the parameters w are split into a vector of node weights w, and a vector of edge
weights w.. Under this model, a CRF is then fully specified by a node feature function f,
and an edge feature function f.. If the CRF is used for classification, as we do in this work,
then we can think of the node feature function as the application of a classifier that only
considers the local evidence, i.e. it is not influenced by the (labels of the) neighboring data
points. If we denote such a classifier as ¢, then we have

So(Yns xn) o< p(yn = C(xn) | %n). (2.10)

The role of the edge feature function is to relate class labels of neighboring data points
with each other. A commonly used edge feature function is defined as

_ c if Yn = Ym
fe(ymymaxmxm) = { 0 otherwise , where ¢ > 0. (2.11)

13



2. A Short Summary of Common Supervised Learning Methods

This is often referred to as the generalized Potts model (see [Potts [1952]).

2.3.2. Training

In the training phase, we are given a set of ground truth labels (yi, . .., yy) with the train-
ing data, and our aim is to find node and edge weights w;,, and w. so that the data is
best explained by the model. This is usually done using a maximum-likelihood approach,
where the likelihood p(y | X', w) is maximized by w. To simplify the notation, we actually
maximize the log of the likelihood, which is given by

logp y | X, W ZW fn ynaxn Z sze(ynaym>xnaxm) - IOgZ(Xaw)' (2'12)
(n,m)e&

To maximize this we first need to compute the derivative with respect to the node and
edge weights. If we do this for the last term in (2.12), we obtain

dlog Z(X,w)

ow =771 (X, w) Zd(y/ | x,wy) H Y(WYns Ym | Xns Xim, We), (2.13)
n

y’ (n,m)ee&

where the first term is the partition function, the second term is the derivative of all node
potentials with respect to w;, and the last term represents the edge potentials, which re-
main unchanged by the partial derivative. To compute ¢’ we need to apply the product
rule, which results in

N N
oy | x,wy) = T exp(wy foyh %)) D fo(yn xn). (2.14)
n=1 n=1
Pluggin this back into (2.13)) gives
log Z(X
80%—‘” LYY x| ), (2.15)

y’ n=1

where we have used our definition of the pairwise CRF from Eq. (2.6). This means that, in
order to compute the gradient of the log-likelihood we need to compute p(y’ | X, w),
and this is done in the inference step, i.e. training includes inference. However, besides
running an inference step, in training we also need to compute the partition function Z,
but this is intractable in general. Therefore, we need to employ an approximation. One
common way to approximate the likelihood is by means of the pseudo-likelihood ¢ py,,
which is defined as

N
tpr =[] p(n | Yy X), (2.16)

n=1
where N (n) are all neighbors of node n. If we denote y_,, as the vector of all labels with
the exception of y,, then we can say that the pseudo-likelihood is the product of all local
likelihoods p(y, | y—n,X). To see this we note that, according to the structure of the CRF,
Yn is conditionally independent of all other nodes given the Markov blanket y ;). Thus,
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2.3. Conditional Random Fields

Figure 2.3.: Message passing in the Belief Propagation algorithm. A message from node j to node
i is the marginal of the subgraph at node 4. It can be computed recursively from the potential at
node i, the edge potential 9);;, and all messages sent from neighbors of node ¢ except node j.

maximizing the pseudo-likelihood can be considered as matching the local likelihoods to
the training data. Both the pseudo-likelihood and its derivative with respect to w can be
computed very efficiently, because they only involve the node potential of node y,, and the
edge potentials of all adjacent edges. Normalization is done by summing over all possible
labelings of node y,,. To optimize for w, standard gradient descent methods can be used
such as the L-BFGS method (see |Liu and Nocedal|[1989]).

2.3.3. Inference

As mentioned before, the inference step computes the conditional distribution p(y | X', w)
for given (learned) model parameters w. Depending on the application, there are two
different variants of inference algorithms. If we are interested in the distribution itself,
then we need to compute all node and edge marginals p(y,, | x,) and p(Yn, Ym | Xn,Xm)-
In contrast, if we want to find the most likely labeling y* for a test data set X*, and we
obtained w already from training, then we need to compute y* = argmaxy p(y | X*, w). It
turns out that both inference problems are very closely related, and the algorithms used to
compute them only differ in one operation. Therefore, we only present the algorithm for
the maximization problem, as it is more relevant for our purpose.

If we assume for a moment that the structure of the CRF is a tree, i.e. there are no loops
in the graph, then we can compute the node marginals p(y,, | x,,) from the marginals that
only correspond to each subgraph connected to y,,. These subgraph marginals are often
interpreted as messages from the subgraph to node y,. To simplify the notation, we will
use the symbol m;; for the message that is sent to node y; from the subgraph that starts at
node y;, which is connected to y;. A visualization is shown in Fig. This means that m,;
is a distribution over all possible labels /; at node y;, and the probability m;;(l;) of each
such label can be computed recursively using the update rule

15



2. A Short Summary of Common Supervised Learning Methods

mij(lj) — Z‘Piwij H mkl(h), (2.17)
l; keN(4)\j

where we used the short hand notation ¢; = ¢(y; = I;) and ¥y = (v = b, y; = 1j).

Equation (2.17) is usually called the sum-product rule. However, as mentioned we are only

interested in the most likely label, therefore it is sufficient to turn the summation in Equa-

tion (2.17) into a maximization. Also, for numerical reasons it is much better to perform

the computation in log-space. Therefore, the resulting update rule is

mij(lj) — mlax log ; + log 1/11']' + Z m;ﬂ(ll) . (2.18)
’ kEN (i)\j
This is called the max-sum rule. For trees, the recursion always terminates and the mes-
sages are computed exactly. If there are loops in the graph, there are no guarantees that
the algorithm converges, however, in practice convergence is mostly reached. The result-
ing inference algorithm is called loopy belief propagation. From the converged messages, the
most likely label /7 at node y; can then be computed as

[; + arg max 4 v log ¢; Z mi;(15) , (2.19)
! iEN ()
where v is the normalizer that ensures that the node marginal sums up to 1.

2.3.4. Relevance in the Context of this Thesis

Later in this thesis we will apply CRFs to the problem of collective classification, where a
class prediction is made not only based on local characteristics of a data point, but also on
its relationship to neighboring data points. Here, “neighboring” can refer to closeness in
physical space, or in some feature space, where it can be interpreted as a similarity between
data samples. This will prove useful when classifying objects in 2D and 3D laser range
data. However, we will also show how this supervised, offline classification framework
can be extended to unsupervised and online learning. In summary, we make the following
two statements:

1. CREFs are very useful for collective classification. This will be shown in chapter
where we use a CRF to classify pedestrians and cars in 2D laser range scans. Here, the
information obtained from the neighboring data samples is used to obtain smoother
class label assignments.

2. CRFs can be extended for unsupervised and online learning. In chapter|[6} we will
present an algorithm for online, unsupervised segmentation of 3D point clouds. The
method updates its internal representation incrementally with every new observed
point cloud. It uses a combination of an online clustering algorithm to find similar-
ities between 3D mesh segments, and a CRF that can grow incrementally, i.e. nodes
and edges are added subsequently, and the inference step only considers those mes-
sages that are directly related to the newly added nodes and edges.
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3. Learning to Detect Cars and Pedestrians

In this chapter, we present concrete applications of the supervised learning methods men-
tioned in chapter 2| to the concrete problem of detecting cars and pedestrians in an urban
environment'l This is a very important task in mobile robotics, and in particular in the
context of autonomous driving, which is one of the most studied topics currently in mo-
bile robotics. For any autonomous or semi-autonomous driving system, the reliable de-
tection of vehicles, pedestrians and moving objects from the surrounding traffic is crucial.
Therefore, we investigate supervised learning techniques that are capable to robustly clas-
sify input data from different sensor modalities into classes such as “pedestrian” or “car”.
Note that the purpose here is mainly to explore and apply existing learning techniques
that use standard, offline supervised learning for a concrete and highly relevant problem,
rather than investigating new learning methods. The latter will be the topic of later chap-
ters, but the methods investigated here will serve as important foundations for these new
techniques. In total, six scientific publications have evolved from these investigations, and
we give a summary of them here. Further details can be found in the original works in the

appendix (pages[88|ff.).

3.1. Multi-modal Detection of Cars and Pedestrians

The detection of cars and pedestrians is a very challenging task, particularly because it
requires very reliable and informative input data. A single sensor modality is often not
enough to obtain the required robustness for this task. For example, a single standard
RGB camera can provide very detailed information about the environment at a compa-
rably high resolution. However, the range at which moving objects can be detected is
often not enough, especially when the camera itself moves at high speed. 2D laser range
scanners have proved very useful here, because they yield measurements at very large
distances and with a very wide angular field of view. However, their resolution is sig-
nificantly lower compared to the camera, and important information such as color and
texture are not available. Therefore, we consider a hybrid system that consists of these two
modalities, i.e. a 2D laser scanner and a camera. This has the advantage that, given a good
extrinsic calibration between these sensors, we can obtain accurate depth information and
corresponding color information. We use this in our multi-modal detection framework
(see Spinello et al|[2010b] on page [124), which is shown schematically in Fig. In the
following, we give more details about the appearance-based detection method, i.e. the one
that operates on the camera images, and we present the range based detector.

!Note that in the publications on this topic (see appendix) we also addressed the tracking problem. However,
this is of little relevance in the learning context, which is the major focus of this thesis.
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Figure 3.1.: Schematic overview of the multimodal detection and tracking framework. We obtain
data streams from two different sensors, namely the laser range scanner and the camera. For the
range data, we apply a boosted Conditional Random Field, which was trained on a hand-labeled
training set beforehand. The obtained detections additionally serve as regions of interest for the
image-based detector by mapping them into the camera frame (“early fusion”). There, we use
an improved version of the Implicit Shape Model (ISM) to detect pedestrians and cars, where
the ISM was also trained on a labeled set of camera images. The detection results from both
modalities are then fused in the tracking module.

3.1.1. Appearance-Based Detector

Our vision-based people detector is mostly inspired by the work of [Leibe et al. [2005] on
scale-invariant Implicit Shape Models (ISM). In summary, an ISM consists in a set Z of local
region descriptors called codebook, and a set V of displacements and scale factors, usually
named votes, for each descriptor. The idea is that each descriptor can be found at different
positions inside an object and at different scales. Thus, a vote points from the position of
the descriptor to the center of the object as it was found in the training data. To obtain
an ISM from labeled training data, the descriptors are computed at interest point posi-
tions and then clustered, usually using agglomerative clustering with a maximal distance
threshold 4. Then, the votes are obtained by computing the scale and the displacement of
the objects” center to the descriptors. A training dataset consists in a collection of images
and binary image masks defining the area and the position of the objects in each image.
For the detection, new descriptors are computed on a test image and matched against the
descriptors in the codebook. The votes that are cast by each matched descriptor are col-
lected in a 3D voting space, and a maximum density estimator is used to find the most likely
position and scale of an object.

In the publications relevant to this chapter (see appendix, page |88|ff.), several improve-
ments to the ISM have been developed. However, for the development of unsupervised
and online learning techniques presented later in this thesis, these methods are of little rel-
evance. Therefore, we will at this point not focus further on them and refer the interested
reader instead to the mentioned publications.

3.1.2. Range-Based Detector

To detect cars and pedestrians from 2D laser range data (see Fig. [3.2}left), we propose
a supervised learning method based on a Conditional Random Field (CRF) (see [Lafferty
et al. [2001]]). The motivation of this is the fact that CRFs can handle dependencies between
labels of neighboring data segments (see Section 2.3), which leads to a smoother and more
natural assignment of labels. To formalize the problem, we use a discrete label /; that
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3.1. Multi-modal Detection of Cars and Pedestrians

Figure 3.2.: An urban environment with cars, pedestrian and other objects as it is perceived by
a 2D laser. Left: Laser beams are shown in red, circles represents the measured points. Gray
beams indicate out of range data due to material reflections, sun related effects and particular
object poses. Center: Resulting Jump-Distance Clustering of the scene. Orange lines depicts

consecutive points segmented in the same cluster. Right: A Delaunay triangulation is computed
on the centroids of the segments. This defines graph structure used for the CRE.

ou

ranges over the 3 different classes “pedestrian”, “car” and “background”, as well as a
feature vector s; that is extracted from a 2D data segment S; of the laser scan. We create
these segments in a preprocessing step, which consists of a clustering technique to group
nearby points, called Jump Distance Clustering (JDC). It is fast and simple to implement:
if the Euclidean distance between two adjacent data points exceeds a given threshold, a
new cluster is generated otherwise the point is added to the current cluster (see Fig.
center). Each cluster, or segment, is defined as the set of points S;. Then we compute a
Delaunay triangulation between the centroids of each segment S; to obtain a graph that
connects clusters (see Fig.[3.2}right). With this notation the conditional probability of the
labels 1 given the observations s for a pairwise CRF (see Eq (2.7)) is

1
Z(s)

p(l]s) = p(sili) [ v(sisylinly), 3.1)

(i,9)€€

=F

As mentioned in Section 2.3, we use the log-linear model for the potentials and minimize
the pseudo-likelihood to find the node and edge weights from training data. We use a
set of statistical and geometrical features s; such as width, circularity, standard deviation,
kurtosis, etc. (for a full list see [Spinello and Siegwart| [2008]]). However, the features s;
are not used directly within the node and edge feature functions f,, and f.. Instead, we
use AdaBoost to account for non-linear relations between observations and labels (see also
the work of Ramos et al.|[2007]). For our particular classification problem with multiple
classes, we train one binary AdaBoost classifier for each class against the others. As a
result, we obtain for each class c a set of M weak classifiers h{ (in our case decision stumps)
and corresponding weight coefficients af so that the sum

M
ge(si) =Y _ afhs(s;) (3.2)
=1
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3. Learning to Detect Cars and Pedestrians

is positive for observations assigned with the class label c and negative otherwise. To ob-
tain a classification likelihood, we apply the logistic function o(z) = (1 +e~%)"! to g.. This
results in values between 0 and 1, which can be interpreted as the likelihood of correspon-
dence to class c. We apply the same technique also for the edge features, i.e. the resulting
potentials are comparable. Thus, the node feature function f,, of the segment features s;
and the label /; is computed as

f.(si,1i) = o (g1, (s:))- (3.3)

For the edge features f, we compute two values, namely the Euclidean distance between
the centroids c¢; and c; of the segments S; and S;, along with a value g;; defined as

9ij(si,s;) = sign(gi(si)g;(s;)) - (gi(s:)| + 1g5(s5)])- (34)

Thus, the value of g;; has a positive sign if AdaBoost classifies s; and s; into the same
class, and otherwise it is negative. The absolute value of g;; is the sum of the classification
qualities of AdaBoost. If g;(s;) and g;(s;) are far from 0 then g;; has a high value, and
viceversa. To summarize, we define the edge features as

T
f(sis 1) =4 (@lllei—cll) olgiy(sisg)” ifli =1 35
SR { (0 0)" otherwise. 55

The intuition behind equation (3.5) is that edges that connect segments with equal labels
have a non-zero feature value and thus yield a higher potential.

3.1.3. Results

We evaluated our technique on a challenging urban scenario dataset collected in Zurich,
Switzerland. It consists in a loop of about 1km length with cars and pedestrians in a busy
urban environment. To obtain trainig data, the images were manually labeled with boxes
indicating pedestrians and cars. Annotations in images are marked if at least half of an ob-
ject is shown or the object width in the image is greater than 80 pixels. The laser range data
was manually labeled using associated image frames as reference for the ground truth.

Fig. shows an example for some qualitative results of our multi-modal pedestrian
and car detector. Note that despite the challenging data due to low contrast, partial oc-
clusions and clutter, the system manages to detect and track the objects in the scene. A
quantitative analysis showed that the classification performance in terms of precision and
recall is better than standard methods such as the one of Dalal and Triggs| [2005], which
is based on histogram of oriented gradients (HOG) computed on the camera images, or
the AdaBoost classifier of |Arras et al.| [2007] for the laser data. The equal error rate (EER),
i.e. the point were precision equals recall, is reached at 60.01% for our image-based pedes-
trian detector, while HOG reaches 52.21%. For the class “car” we obtained 72.54% EER.
The laser-based classifier using our boosted CRF resulted in 64.23% EER on the pedestrian
class, while standard AdaBoost yielded 57.09%. When applied to the class “car”, we ob-
tained 74.89% compared to 70.58% with standard AdaBoost. More detailed analyses of
our method can be found in Spinello et al.|[2010b] on page
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Figure 3.3.: Cars and pedestrian detected and tracked under occlusion, clutter and partial views. In
the camera images (upper row), blue boxes indicate car detections and orange boxes pedestrian
detections. The colored circles on the upper left corner of each box is the track identifier. Tracks
are shown in color in the lower row and plotted with respect to the robot reference frame. Green
vectors show the direction of motion for cars.

3.2. Improvements using Ground Plane Extraction

One problem with the ISM-based detection algorithm, which we use on the camera im-
ages, is that it tends to produce a large amount of false positive detections. Therefore, it
is necessary to find appropriate criteria to discard candidates that are unlikely to corre-
spond to foreground objects (i.e. cars or pedestrians). In the previous section, we used
an “early fusion” step, in which the detection result from the 2D laser scanner is used to
create a region of interest in the camera image. Concretely, the 2D laser segments that cor-
respond to foreground are mapped into the camera frame using a previously performed
extrinsic calibration between both sensor modalities. Then, a 3D region of interest (ROI) is
created, where the width is defined by the segment width, and height and depth are cho-
sen according to the object class (see Spinello et al.|[2010b]]). This turned out to reduce the
number of false positives substantially. However, the vertical position of the ROI is often
not very accurate due to the residual error in the calibration and the fact that the ground
plane is slightly inclined in the presence of small slopes. This is particularly evident at far
distances, which makes the detection of pedestrians there more challenging. Therefore, in
Spinello et al|[2008] on page[94]we compute an estimate of the ground plane for alignment
of the ROIs as described next.

3.2.1. Ground Plane Computation from 3D Range Data

To obtain a better estimate of the 3D ROIs, we use a third sensor modality, namely a 3D
scanning device that produces point clouds from a laser scanner which rotates around the
vertical axis. The advantage of this sensor is that it produces highly accurate 3D measure-
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3. Learning to Detect Cars and Pedestrians

Figure 3.4.: Pedestrian detection with explicit ground plane estimation. Left: 3D point cloud of the
environment, where the extracted ground plane is highlighted in a mesh representation. Center:
3D point cloud mapped into the camera frame. Right: Example result of pedestrian detection
using ground plane estimation.

ments, which we exploit to obtain good estimates of the ground plane. An example of a
point cloud produced by the 3D scanner is shown in Fig. (left). To extract the ground
plane from that data, we are mainly interested in a fast algorithm, because our application
has to deal with a stream of input data in a quickly changing environment. Therefore, we
decided to use a simple but time efficient region growing technique to detect the ground
plane. The criterion we use for a scan point to belong to the ground plane is that its cor-
responding normal vector deviates only slightly (in our implementation by maximal 25°)
from the upright vector (0 0 1)7 and that it is not farther away from its closest neighbor
than a given threshold (we use 1 m). The region growing is initiated always at the same
fixed point right in front of the vehicle at the ground level. To efficiently compute the nor-
mal vectors, we exploit the fact that the point clouds are structured in slices, i.e. each scan
line of the vertically mounted rotating laser scanner accounts for one slice. This facilitates a
fast and simple mesh triangulation performed by connecting two consecutive points from
one slice with one point of the consecutive slice. From this triangulation the normal vectors
are easily computed using the normalized cross product of difference vectors. An exam-
ple result of the ground plane extraction is shown in Figure |3.4] (center). This estimated
plane is then used to align the 3D ROIs obtained from the 2D laser data vertically with the
ground.

3.2.2. Results

We evaluated the pedestrian detector with ground plane estimation on a similar data set
as used in the previous section. An example result is shown in Fig. (right). As can
be seen, the detection result is very accurate even for pedestrians that are comparably far
away. We observed that also in general for this data set. Quantitatively, we found that the
multi-modal detection was about 10 — 20% better than detection using 2D laser alone. For
further details on the experimental evaluation we refer toSpinello et al|[2008] (page [94).

3.3. Pedestrian Detection at Small Scales

Despite the improvements obtained from the ground plane estimation, the pedestrian de-
tection method described so far still requires a certain minimal size at which the pedestri-
ans have to be visible in the data. Thus, pedestrians that are far away, as well as children,
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Figure 3.5.: Detecting pedestrians at very small scales. Left: Pedestrians in a walk way that are
too far away for standard detection methods. The yellow boxes show the detection results from
our algorithm. The yellow dots are the estimated object centers. Center: Graphical explanation
of our descriptor. From a given set of edge segments (here colored inside the black box) we
compute a histogram of gradient orientations (here shown in orange) on all edge pixels. Right:
Confusion matrix of our detector for pedestrians at the size of 16 x 20 pixels, evaluated on the
NICTA data set provided by Overett et al.|[2008]. Here, GT stands for “ground truth”.

can not be detected reliably. According to the rule of thumb from theoretical traffic lessons,
a car that moves with 50km per hour needs 40m to come to a full stop. This is still far from
the maximal distance at which pedestrians can be detected, using a lens that provides still
an acceptable opening angle (above 90 degrees). Therefore, we investigate an approach
to detect pedestrians that are up to 50m away while the lens still provides a wide field of
view (see, e.g Fig. left). To do this, we use descriptors that are particularly suited for
objects in small scales, as described next.

3.3.1. Descriptors Designed for Small Objects

We designed two different descriptors that are particularly suited for the detection of
objects at small scales. The first one is inspired by the HOG descriptor from [Dalal and
Triggs [2005], however applied to edge segments, i.e. consistent chunks of object edges (see
Spinello et al.| [2009] for more details). Along each edge segment, the local gradient ori-
entations are computed and collected in a histogram, where each bin counts the number
of edge points at which the image gradient has a certain orientation (see Fig. center).
For the second descriptor we compute for each edge segment a polyline approximation.
Then, we collect all angles between the line segments and the horizontal axis in a vector.
The final descriptor used is then a concatenation of both presented descriptors.

For classification we use a combination of AdaBoost and a voting method. First, the
descriptors obtained from a test image are classified using AdaBoost. Then, those that are
classified as foreground (i.e. “pedestrian”) are used for voting, i.e. they are matched to a
previously generated codebook of descriptors with displacements from the object centers.
The generated votes are then clustered using the mean-shift algorithm of Comaniciu et al.
[2001]. Thus, the training phase consists of an AdaBoost training step and the collection
of the codebook, as it is done in the original ISM approach, while in the inference phase
positively classified descriptors vote for the occurence of a pedestrian at a far distance.
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3. Learning to Detect Cars and Pedestrians

3.3.2. Results

We evaluated our method on the NICTA large pedestrian image dataset (see|Overett et al.
[2008]]), which contains pictures with pedestrians taken in a typical urban environment.
The pedestrians appear either alone or in crowded scenes whith partial occlusions, in
different poses (walking, standing, sitting) and in a broad range of lighting variations.
Negative examples are represented by random crops of images from indoor and outdoor
environments. We randomly selected 10000 positive images and 50000 negative images for
each scale. In total we trained our algorithm with 120000 image samples. In each image we
encountered between 10 and 20 edge segments, i.e. several million descriptors were used
for training. We used 5 times more negative training examples to provide a large variety
of background. To assess the quality of the AdaBoost training we used a leave-one-out
cross validation, in which data is partitioned into subsets such that the analysis is initially
performed on a single subset, while the other subsets are retained for confirming and val-
idating the initial results. The test set is composed of 24000 images with 4000 and 20000
negative examples. Our results on images of size 16 x 20 are shown in table (right).
As we can see, the approach is comparably robust. Compared to the approach of Kruppa
et al|[2003], which uses AdaBoost on Haar features, we obtain a precision and recall of
about 70%, while the latter resulted in 28% precision and 18% recall.

3.4. Detecting Pedestrians in 3D Range Data

In Sec. we saw how additional data obtained from a 3D range sensor can be used to
further constrain the regions of interest, in which pedestrians are detected. The benefit of
this method mainly stems from the ability of 3D range sensors to determine the correct
scale of an object, because the sensor returns very accurate depth measurements. This
raises the question whether we can use 3D range data directly to detect pedestrians instead
of using a combination of different 2D sensor modalities. To answer this question we
have to take into account that cameras still have the major advantage over laser sensors
that their data is much denser and that color and texture is often much more informative
that shape. However, the development of sensor systems for 3D perception has advanced
very quickly in recent yeras, and modern 3D laser devices can already produce millions of
data points at very high frame rates. This data density results in a very high resolution at
which objects can be scanned even at distances of about 10m, which somehow reduces the
advantage of standard color cameras over these 3D scanners. Therefore, we develop in this
section a pedestrian detection algorithm that only relies on such dense 3D point clouds. To
do this, we first observe that 3D scanners which rotate around the vertical z- axis produce
data that can be interpreted as a vertical collection of 2D scan lines. This means that we
can subdivide the 3D data vertically and apply similar techniques as we did for the 2D
case. The details of this are given in Spinello et al.|[2010a]] on page here we present the
main idea and the results.

3.4.1. Classification by Splitting into Parts

In general, classification of humans in 3D data is very difficult, because the appearance
of people is highly variable: Humans have different sizes and body shapes, wear clothes,
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Figure 3.6.: Left: Learning a 3D pedestrian model. Objects are vertically divided into M parts. For
each subpart an independent AdaBoost classifier is learned: all the segmented points contained
on each layer are considered as positive samples for the M AdaBoost classifiers. Right: Detection
result on a 3D point cloud. A person pushing a buggy, a child and a walking pedestrian are
correctly identified in the point cloud.

carry bags, backpacks, or umbrellas, pull suitcases, or push buggies, making it hard to
predefine models for their appearance. To simplify the problem, we therefore use a sub-
division into M different height layers called parts (see Fig. left). The subdivision is
defined beforehand and does not follow any anatomical semantics such as legs, trunk, or
head. Then, to learn a 3D person model, we create M different and independent classi-
tiers, one for each part. We use AdaBoost as a classification algorithm, as it has shown to
perform very well on similar data from 2D sensors [Arras et al., 2007]]. To train the clas-
sifier, we first compute a set of descriptors on the previously segmented horizontal scan
lines, where the descriptors include features such as width, mean curvature, or radius of a
segment (the full list is given in[Spinello et al|[2010a] on page[119). Then, from a given 3D
data set of pedestrians where the parts are labeled, a classifier is trained for each part. Fur-
thermore, displacement vectors pointing to the object center are stored for the parts. Then,
in the inference step, scan lines are first classified into the parts, and the correponding
displacement vectors are used as votes for the position of the pedestrian.

3.4.2. Results

We evaluated our algorithm on two outdoor data sets collected with a Velodyne HDL
64E S2 laser scanner. The first data set, named Polyterrasse, has been collected in a large
area in the front of the ETH Zurich main building, accessible only to people and bicycles.
The second data set, named Tannenstrasse, has been collected on a busy street crossing
in downtown Zurich with trams, cars, pedestrians, or bicycles. Training was done using
2592 background segments and 7075 people segments from the Polyterrasse data set with
203 subjects, which were standing still or walking. A qualitative result is shown in Fig.
Quantitatively we obtained for Polyterrasse an equal error rate (i.e. precison and recall) of
96%, 71%, and 65% where pedestrians were up to 10, 15, and 20m away from the sensor,
respectively. For Tannenstrasse, these values were 95%, 76%, and 63%.
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Figure 3.7.: Two example frames showing detection results as red boxes. Left: A frame of the

Polyterrasse data set. Closely walking people and a partly visible individual standing close to
the sensor are correctly found. Right: A frame of the Tannenstrasse data set showing a cluttered
urban street crossing with people, pillars, street signs, and a tram just entering the scene. People
are correctly detected while crossing the street and walking at a large distance to the sensor.
There are two false positives in the lower left part of the picture caused by a glass window with
vertical steel poles.
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4. Confidence-aware Classification

As we have seen in the previous chapter, standard supervised learning methods such as
AdaBoost and Support Vector Machines are very powerful methods for challenging tasks
such as the detection of pedestrians and cars in camera and laser range data. In particular,
we saw that by using informative data descriptors and an appropriate application of the
learning methods, very high classification rates can be achieved. Thus, we could argue
that these classifiers are the methods of choice for the kind of problems we are consider-
ing. Unfortunately, it turns out that these methods have some severe drawback, and this
drawback is particularly evident in applications where safety-critical decisions depend on
the return values obtained from the classifier. An example of this is the decision to stop
an autonomous car when the classifier returns a detected pedestrian in front of the car.
As we will argue in Sec. standard classifiers can in this case lead to catastrophic sit-
uations, because their measure of confidence is unreliable. Therefore, we investigate alter-
native classifiers in this chapter, which provide better confidence estimates. In particular,
in Sec. we will briefly describe the Gaussian Process classifier (GPC) and present an
example application. Then, in Sec. f.3|we apply the GPC to traffic light detection and road
sign classification, which are further examples of safety-critical problems. Finally, in Sec.
we develop a novel classification method, that is more efficient than the GPC but not
much worse in terms of its confidence estimation.

4.1. Motivation

Consider again the scenario where an autonomous car operates in a busy urban environ-
ment. One of the main challenges in this scenario is the reliable detection of other road users
such as cars, cyclists, and pedestrians. By reliable we mean that the detection method we
use should return wrong detections only very rarely. However, it is clear that even the best
detection method will always fail in some situations, even though this might happen in
very few cases. Unfortunately, only one such failure case can already lead to disastrous
situations, for example if a pedestrian is not detected and hit by the autonomous car. In
contrast, if the detection method reports a pedestrian, where in fact there is free space, this
is less serious, because although the car might decide to stop unnecessarily, it does at least
not harm anyone. This means, that in principle there are two different kinds of failure
cases with different levels of severity: the false positive and the false negative detections,
while the latter are by far the more critical ones. Thus, the question is how the number
of false negative detections can be reduced. To answer this, we first note that classifiers
generally make wrong predictions particularly when they are presented with a test datum
which is unlike anything they saw during training. In these cases, we argue that the ap-
propriate response for a classifier is to respond with high uncertainty, or equivalently with
low confidence. This means that we need to provide uncertainty estimates in addition to
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4. Confidence-aware Classification

the class label predictions produced by the classifier. For the case of the Support Vector
machine (SVM), Platt [1999] proposed a method to compute probabilistic outputs, as will
be described next.

4.1.1. Obtaining Uncertainty from an SVM

As explained in Sec. on page (8 the standard SVM inference algorithm computes for a
new test datum x* the decision function f(x*) from Eq. and returns the label y* = 1
if the sign of f is positive. To convert this binary output into a probabilistic formulation,
Platt|[1999] uses the formulation

1

ply" =1|f(x")) = 1+ exp(af(x*) +b)

4.1)

This corresponds to a parametric sigmoid model that is fit directly to the class posterior.
The parameters a and b of this sigmoid function are obtained by maximizing the likeli-
hood of the training data using three-fold cross-validation. To further reduce the risk of

overfitting, the training labels y, . .., yn are converted into target probabilities t, ..., tn as
Ny+1 o _
if y;=1
;=4 Nep2 oY , (4.2)

which follows from Bayes’ rule applied to an out-of-sample data model with a uniform
prior over the labels.

As we will see later, the problem with this method is that class likelihoods are derived
using only a single estimate of the discriminative boundary obtained from training the
classifier. No other feasible solutions are considered. In particular, the predictive variance
of the discriminant f(x) is not taken into account while determining probabilistic output
(see Sec. 6.4.1 on page 145 of Rasmussen and Williams|[2006]). Furthermore, there are no
guarantees that the optimisation itself is well-behaved.

4.1.2. Under- and Overconfidence

A crucial point with the uncertainty estimates obtained from a classifier is the question,
how much one can rely on these estimates. Intuitively, the uncertainty estimated for a
classification output is reliable if it correlates with the incorrectness of the classifier. This
means that an ideal classifier should be uncertain only if its predictions are wrong and
certain only if it is correct. This intuition is used in Triebel et al. [2013b] on page where
the point-biserial correlation coefficient (PBCC) was used to quantify the relation between
incorrect and uncertain classifications. Based on this measure, an algorithm was devel-
oped to reduce the number of wrong, but certain classifications (see Sec. for details).
However, it turns out that the PBCC is not very useful in cases where the number of cor-
rectly and incorrectly classified samples is unbalanced. Therefore, we propose a different
approach. First, we define the total average confidence ¢ of a classifier f on a test set X* of
size K as

~ *\ L 1 *
o, X)=1= 2 > WF)), (43)

xX*EX*
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where h is the uncertainty of the prediction f(x*), which can for example be defined as the

normalized entropy
c

h(y) == ply=ci | x)logeply = ¢ | x), (4.4)
i=1
where C' is the number of classes and ¢; are the class labels. Thus, ¢ is a value that is 1 iff
all prediction uncertainties are 0 and vice-versa. Next, we define two functions « and o as
follows:

U(f, X*, :)A)) — Zx*éX*éEgé:f:ﬁE)h(f(x*)) (45)

o Kyp(1—e(f, &%) ’

where I is the indicator function, ) are the ground truth labels, and K and K. are the
number of incorrectly and correctly classified test samples, i.e. Ky + K. = K. The inter-
pretation of these functions is that u rates the average uncertainty of the correct classified
samples over the total average confidence. Similarly, o sets the average confidence of the
incorrectly classified samples in relation to the total average uncertainty. We will denote
u as the normalized underconfidence and o as the normalized overconfidence of the classifier.
Intuitively, if all incorrect classified samples have the maximum confidence of 1 assigned,
then the overconfidence is very high. The other extreme case is that of maximal under-
confidence u. Here, all uncertainty values h for correctly classified samples are 1, i.e. the
classifier is always fully uncertain, although its predictions are correct. We note that with
this definition under- and overconfidence are decoupled, as there may be cases where a
classifier is under- and overconfident at the same time, namely when it is uncertain on the
correct predictions and certain on the wrong ones. Based on this intuition of under- and
overconfidence, we now turn to a classifier that performs better in this sense.

4.2. A Less Overconfident Classifier

One group of machine learning techniques that have particularly attracted the interest of
researches in robotics are probabilistic reasoning techniques. They are used very often and
with great success in all kinds of robotics applications, because they tend to allow for a
more precise modelling. Conditional Random Fields are one example, and another very
successful technique are Gaussian Processes (GP). Originally, GPs are used for regression
problems, where the predictions made by the algorithm are real numbers rather than in-
dices of class labels as in classification. However, there is also a classification framework
based on GPs, which we will use here. Before, we give a brief explanation of the Gaus-
sian Process Classifier. For more details on this topic we refer to Rasmussen and Williams
[2006].

4.2.1. The Formulation of the Gaussian Process Classifier (GPC)

According to Rasmussen and Williams [2006], a Gaussian Process (GP) is defined as a col-
lection of random variables, any finite number of which are jointly Gaussian distributed.
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One can think of a GP as a distribution over functions rather than vectors, and to specify a
GP we need to name a mean function m, which is unary, and a binary covariance function k.
Then, we can write the distribution over functions f as

f(x) ~ GP(m(x), k(x,x)). 4.7)

Most often, and also in our case, the mean function is assumed to be the zero function,
which means that the covariance function alone specifies the GP. Many different covari-
ance functions have been proposed, but by far the most used one is the squared exponen-
tial function defined as

k(xp,x4) = JJ% exp ((xp — x,) ' D(x, — Xq)) + 02,4 p,q=1,...,N, (4.8)

where D is a d x d diagonal matrix, d is the dimension of the feature vectors x, and 9 is the
Kronecker delta. The parameters D, oy, and o, are known as the hyper-parameters of the
model.

To use GPs for prediction, we assume we are given a set of training inputs {xi,...,xxy}
and outputs fi,..., fy, where for now we consider f; € R. Then, given a test sample
(x4, fi) we consider the joint distribution of all training and test samples, which is a multi-
variate Gaussian:

f K k.
|:f*:| ~N <O> |:kZ’ k(X*,X*):|> . (4.9)
Here, K is the covariance matrix of all training inputs, i.e. the NV x N entries of K are equal
to k(x;,x;),4,7 = 1,..., N. Similarly, the vector k, corresponds to the covariance func-

tion applied to all training samples and the test sample x*. Using this joint distribution,
the predictive distribution for a test output f* can now be obtained by conditioning on the
observations, i.e.

p(f* | £, X, x*) = N(k K ', k(x*, x*) — kI K7 'k,). (4.10)

This formulation assumes that we know the exact values f of the training output, which
is, however, most often not the case. In fact, we usually only know a noisy version y of f,
but we can assume that we know the noise model p(y | f). For example, in the standard
case of regression, this noise model is a zero-mean multivariate Gaussian. Noting that the
prior p(f | X) is specified by the GP, we can compute the posterior as

_ py [B)p(f [ X)

p(f | X,y) = WX (4.11)

which is another multivariate Gaussian that can be computed in closed form. To perform
predictions over new values y*, we first need to marginalize over all f using (4.10) and
(4.11), and we obtain

(" | X,y,x) = / (" | £, X, x*)p(f | X, y)df. (4.12)

This can again be done in closed form due to the nature of the multivariate Gaussians.
Then, we need to marginalize over the (unknown) f,, which results in

p(y* | X,y,x%) = /p(y* | e | Xy, x)df”, (4.13)
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where we again made use of the Gaussian noise model p(y* | f*). Now, to switch from the
regression to the classification case, the only modification we make is that we assume y to
be from the interval [0, 1], and the noise model is a sigmoid function rather than a Gaussian.
This has the drawback that can not be computed in closed form. However, there
are good approximation techniques such as the expectation-propagation (EP) algorithm
by Minka [2001] that can be used to find mean and covariance matrix of a Gaussian that
approximates (4.1T). If EP is used in combination with a probit sigmoid function for the
noise term, i.e.

p(y| f) =2(yf) where &(z)= /Z N(z]0,1)dx, (4.14)

then the prediction can be computed in closed form and does not need to be approx-
imated.

The training phase of the GPC consists of maximizing the marginal likelihood p(y | X)
with respect to the hyperparameters of the covariance function (see ([£.8)). This can be
done by standard gradient-based optimization methods. For more details we refer again
to/Rasmussen and Williams|[2006].

4.2.2. The GPC for Multiple Classes

In the standard case, the Gaussian Process classifier is used for binary classification, i.e.
the prediction (4.13) is interpreted as the probability for class 1 (or foreground). In gen-
eral, however we have classification problems involving multiple classes. To do this with
a GPC, several approaches have been proposed, and we use the one proposed by |Giro-
lami and Rogers| [2006]. Again, we denote the d-dimensional feature vectors used for
training with x, ..., xxy and the corresponding class labels with yy, ..., yn, however now
y; € {1,...,C} and C is the number of classes. Furthermore, a latent function f;(x) is
introduced for each class along with the probit regression model. Thus, the probability of a
class label y; for a given feature vector x; is defined as:

Py =7 | xi) = (f;5(x)) i=1,...,n,j=1,... k. (4.15)

Unfortunately, the EP approximation used in the binary case can not be applied in a
straightforward way to the multi-class case. Therefore, |(Girolami and Rogers [2006] pro-
pose a variational Bayes formulation. Then, during training the hyperparameters are
learned by gradient ascent on the estimated marginal likelihood. Once the hyperparam-
eters and the latent posterior are obtained from training data, inference is performed on
new test input by applying Equation (4.13), as in the binary case.

In terms of computation time, the full GP classification procedure scales as O(kN3)
where k is the number of classes and N is the total number of sample points. The scaling
is dominated by the cubic dependence on /N due to the matrix inversion required to obtain
the posterior mean for the GP variables. The variational Bayes multi-class GP formula-
tion [Girolami and Rogers| [2006]] is amenable to a sparse approximation by constraining
the maximum number of samples s included in the model. This results in an O(kns?)
scaling where s < n. The informative points are picked according to the posterior predic-
tive probability of the target value, intuitively picking points from class boundary regions
which are most influential in updating the approximation of the target posteriors.
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(a) ground truth (b) classification result

Figure 4.1.: Classification result after 9 point clouds. Left: Ground truth. Note that even in the
ground truth some areas are not labeled correctly, e.g. on the ground close to the building. This
is due to the fact that the mesh segmentation is not perfect and a correct manual labeling of
segments that actually correspond to more than one class is not possible. In our evaluation
we abstract from such segmentation errors. Right: Classification result. Only minor errors are
visible. Note the hedge in the front, but also on some cars.

4.2.3. Application to 3D Point Cloud Classification

In |Paul et al. [2012] on page we applied the multi-class GPC to the problem of seg-
menting 3D point cloud data into classes such as building, tree, hedge, etc. The data was
acquired with a rotating laser scanner device. In a preprocessing step, we first produce
a triangular mesh from a 3D point cloud by connecting neighboring data points if they
are closer than a given threshold. We then compute normal vectors for all triangles and
apply a segmentation algorithm based on the work of Felzenszwalb and Huttenlocher|
[2004], where the similarity of two adjacent triangles is defined by the angles of their nor-
mal vectors. Each resulting mesh segment consists of a single connected component and
is consistent with respect to the orientation of the triangles it contains. Thus, segments are
consistently shaped, e.g. all triangles are all mostly co-planar or they are all similarly dis-
tributed in orientation. In the next step, we compute feature vectors for all mesh segments.
We use similar features as in Triebel et al. [2010] (see page , namely shape factors, shape
distributions based on Euclidean distance, on angles between normal vectors and on the
elevation of the normal vectors, and finally spin images, where the latter are computed per
data point and then an average is computed per mesh segment. As a result, we obtain a
113 dimensional feature vector for each mesh segment, where 50 account for the 5 x 10 spin
image, 20 for each shape distribution and 3 for the shape factors. These feature vectors,
together with a set of ground truth class labels are then fed into the training algorithm of
the GP multiclass classifier.

Figuref4.1|shows the classification result of 9 consecutive meshes in one common image.
Note that there are slight labeling errors even in the ground truth (Fig. [4.1a). This is caused
by imperfections during segmentation, which lead to under-segmentation. For example,
few segments contain 3D points from the building and the ground. As it is impossible to
determine a single true label for these segments, we decided to assign the ground truth
label based on a majority voting. From Fig. we can see that the classification is very
good, only the under-represented classes such as car and hedge are classified slightly worse.
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Figure 4.2.: Classification result and normalized entropy for one example mesh. (a) Classification
result using multi-class GP classification. Note the classification error of the hedge in the front,
which is classified as car. (b) Uncertainty in terms of normalized entropy of the class label dis-
tributions for each mesh segment. For most segments the classifier is very confident. For some,
such as the (wrong classified) hedge in the front, the normalized entropy is high and the classifi-
cation confidence low.

Fig.|4.2)shows an example of the classification result for one triangle mesh from our data
set. Fig. depicts our classification result using the multi-class GP classifier. One can
clearly see that there are only minor classification errors. The most obvious ones are in
the front on the hedge surrounding the car park. Here, the classifier generated the label
car. However, the labels in that area are not very certain, which can be seen from the Fig.
Here, the uncertainty in terms of the normalized entropy (see Eq. (.4)) is visualized
with color values between green (no entropy) and red (entropy equal to 1). We can see that
the class label distributions of the segments in the front have a much higher entropy than
others such as those on the ground. This shows evidence that the GP classifier tends to be
uncertain on the wrong classifications and certain on the correct ones.

We compared the generative GP classifier with a discriminative SVM classifier using the
LIBSVM implementation of (Chang and Lin|[2011]. In all cases, we employed the squared
exponential kernel to facilitate comparison. Evaluated in terms of the Fj 5-measure, the
performance for the GP and SVM classifiers was very similar, even with a sparser repre-
sentation used for the GP. Then, we compared the uncertainty estimates of the probabilistic
classification output of the two classifiers to new object classes not used in training. We
trained the GP and SVM classifiers only on segments from two classes (randomly picked):
building and ground. Data from the remaining un-modeled classes was presented to both
classifiers for inference, resulting in a classification distribution over binary labels. The
normalized entropy values measuring uncertainty in the classification decision were com-
puted for each label distribution.

Fig.|4.3 presents the normalized entropy histograms for the inference set. The SVM clas-
sifier commits a large majority of the un-modeled points to one of the modeled classes with
high certainty, resulting in a peaked distribution over one of the two labels. As a result, for
a majority of the data points, the label distribution has lower normalized entropy. In con-
trast, the GP classifier assigns higher normalized entropy for a majority of the test points.
The same pattern was found consistent for other choices of training and testing classes.
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Figure 4.3.: Histogram of normalized entropy values of the label distribution for SVM and GP
classifiers. Both classifiers were trained explicitly on two classes. The data from the remain-
ing classes was presented for inference. (a) SVM classifier assigns a majority of the points to a
particular class with high certainty. (b) As a contrast, GP classifier assigns greater classification
uncertainty to a majority of the points, providing evidence for a potential new class. Note the
scale on y-axis.

The classifier uncertainty for the test points from new classes is expressed as a more uncer-
tain (uniform) distribution over labels, indicating the presence of one or more potentially
un-modeled classes.

4.3. The Importance of Confidence in Mission-Critical
Classification

As mentioned above, the use of a confidence-aware classifier is particular important in
situations were decisions depend on the outcome of the classification, which can have
catastrophic consequences. A classifier that performs well in terms of precision and recall
might return only few misclassifications, but if these few mistakes are made with high
confidence, then it is not possible to mitigate them. Therefore, it could be advantageous to
use a classifier that is slightly worse in terms of precision and recall, but that at least returns
a low confidence on the wrong classified samples. This idea was followed in [Grimmett
et al.[[2013]] on page where a binary GPC was used to detect traffic lights and classify
road signs in camera images. We briefly explain the approach here.

4.3.1. Traffic Light Detection and Road Sign Classification

Our aim is to address traffic light detection and road sign classification with different clas-
sification frameworks and to compare them in terms of their tendencies for overconfi-
dence. In investigating both classification and detection we aim to address the full spec-
trum of applications commonly encountered in robotics. The two are distinct in that clas-
sification addresses the case where a decision is made between two, well-defined classes
(e.g. two types of traffic signs) and investigates classifier performance as a third, previ-
ously unseen class is presented. The detection case is arguably the more common one in
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semantic mapping where a single class is separated from a broad background class. Here,
the concept of a previously unseen class does not exist but the inherent assumption is that
the data representing the background class are sufficiently representative to capture any
non-class object likely to be encountered. In practice, this is often not the case, leading to
a significant number of misclassifications. While it could be argued that this problem is
ameliorated somewhat by expanding the dataset used for training, we propose that the
complexity of the workspaces encountered during persistent, long-term autonomy will
keep perplexing even the most rigorously trained classifier.

For feature computation, we use the approach proposed by [Torralba et al|[2007b], in
which a dictionary of partial templates is constructed, against which test instances are
matched. A single feature consists of an image patch (ranging in size from 8 x 8 to 14 x 14
pixels) and its location within the object as indicated by a binary mask (32 x 32 pixels). For
any given test instance, the normalised cross-correlation is computed for each feature in
the dictionary. Therefore, per instance (or window, in the detection case) a feature vector of
length d is obtained, where d is the size of the dictionary. We found empirically that d > 200
leads to negligible performance increase in classification. Throughout our experiments we
therefore set d = 200.

4.3.2. Results

We evaluated the performance for six different classifiers, both in terms of classification
rate and with respect to their overconfidence. The classifiers used were a GPC with a linear
covariance function (kernel), a GPC with a squared-exponential (SE) kernel, an SVM also
with a linear and an SE kernel, the LogitBoost [Friedman et al., 1998] algorithm, and an
Informative Vector Machine [Lawrence et al., 2002], which is a sparse version of the GPC.
We applied these classifiers to a subset of the German Traffic Sign Benchmark (GTSRB)
dataset [Stallkamp et al., 2012], which comprises over 50, 000 loosely-cropped images of 42
classes of road signs, with associated bounding boxes and class labels. From this dataset
we specifically focus on the seven classes roadworks ahead, right ahead, stop, keep left, lorries
prohibited, speed limit, and yield. First we evaluated the standard classification performance
in terms of precison and recall. For that, we trained all classifiers on 400 samples of the two
classes stop and lorries prohibited, 200 per class. Classifier performance was evaluated using
precision and recall on a hold-out set of another 400 class instances (200 of each class) of
the same two classes. The results for all classifiers where values of precision and recall of
almost 1, from which we conclude that all classifiers are able to reach a high classification
rate when they are tested on known classes.

Then, we performed an experiment similar to the one described in Fig. we trained
all classifiers on the two classes stop and lorries prohibited, and tested them on the other five
classes. The result is shown in Table We can see that the three GP classifiers always
return a higher uncertainty in terms of normalized entropy than the other classifiers. This
result further supports the findings from Sec. namely the apparent ability of the GPC
to associate incorrect classifications with a higher uncertainty. Later, in Chapter [7] we will
exploit this ability when we use the GPC in an Active Learning framework.
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Test Class | Classifier Normalised Entropy
ut std. err. ‘ o+ std. err.
IVM 0.776 £ 0.081 | 0.145 £ 0.030
Non-linear GPC | 0.751 4+ 0.087 | 0.152 £ 0.029
Linear GPC 0.776 £+ 0.108 | 0.150 4 0.041
Non-linear SVM | 0.476 4+ 0.101 | 0.089 + 0.056
Linear SVM 0.664 £+ 0.122 | 0.250 4 0.041
LogitBoost 0.019 £ 0.025 | 0.041 £+ 0.073
IVM 0.794 £+ 0.117 | 0.106 £ 0.026
Non-linear GPC | 0.779 4+ 0.124 | 0.107 £ 0.024
Linear GPC 0.777 £0.202 | 0.124 £+ 0.058
Non-linear SVM | 0.537 4+ 0.126 | 0.028 £ 0.036
Linear SVM 0.494 + 0.239 | 0.222 4+ 0.049
LogitBoost 0.016 £+ 0.022 | 0.031 £+ 0.059
IVM 0.539 £+ 0.140 | 0.173 £ 0.023
Non-linear GPC | 0.546 4+ 0.144 | 0.168 + 0.023
Linear GPC 0.569 + 0.166 | 0.177 £ 0.026
Non-linear SVM | 0.407 4+ 0.077 | 0.076 £ 0.053
Linear SVM 0.315 £ 0.195 | 0.197 £+ 0.058
LogitBoost 0.008 £+ 0.004 | 0.012 £ 0.026
IVM 0.579 £ 0.133 | 0.137 £+ 0.020
Non-linear GPC | 0.577 £ 0.130 | 0.136 &+ 0.019
Linear GPC 0.585 + 0.188 | 0.151 £ 0.029
Non-linear SVM | 0.488 £+ 0.111 | 0.039 + 0.034
Linear SVM 0.177 £0.127 | 0.155 £ 0.056
LogitBoost 0.014 £ 0.019 | 0.030 £ 0.056
IVM 0.931 £ 0.025 | 0.080 £ 0.026
Non-linear GPC | 0.934 £ 0.021 | 0.079 + 0.023
Linear GPC 0.925 £+ 0.031 | 0.085 £ 0.027
Non-linear SVM | 0.641 &+ 0.168 | 0.100 & 0.047
Linear SVM 0.705 £ 0.142 | 0.212 £+ 0.049
LogitBoost 0.059 £+ 0.103 | 0.077 £ 0.127

Table 4.1.: Mean and standard deviation of normalised entropies (including standard errors) from
40 iterations of classifier training and testing, each with a randomly created dictionary and both
training and test datasets resampled. Results are presented for classifiers trained on the road
sign classes stop and lorries prohibited and tested on five different unseen classes as shown.
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Algorithm 2: Online Multi-class Gradient Boost [Satfari et al., 2010]

Data: training data (X', y) with C classes

Input: number of weak learners M, loss function ¢, agreement function a
Output: weak learners fi,..., fir

1 Initialize (f1,...,fm)
2 forn=1,...,Ndo

3 Wy, 1

4 gn <0

5 form=1,...,M do
6

7

8

9

fm + UpdateWeakLearner ( fim, Xn, Yn, Wn)
Pnm < fm(xn)

Qpm, < G(an, yn)

gn = gn + Qnm

10 Wy, <— —VL(gn)

11 end

12 end

4.4. An Alternative to the GPC

From the experiments shown in the previous section, we conclude that the Gaussian Pro-
cess classifier is well suited for applications where a reliable estimate of the classification
confidence is required. However, one major problem with the GPC is its huge demand in
run time and memory. Therefore, in this section, we investigate a classification framework
that is known to be efficient and effective, but at the same time can be modified so that it
is less overconfident. A recently developed method with these requirements is the Online
Multi-Class Gradient Boost (OMCGB) algorithm of [Saffari et al. [2010] (see Algorithm [2),
which we describe next, before we develop our modification of the algorithm denoted as
Confidence Boosting.

4.4.1. Online Multi-Class Gradient Boost (OMCGB)

We start again with a training data set X = {x1,...,xy}, for which we are given ground
truth labels y = (y1,...,yn). As in Sec. we will consider the multi-class case, i.e.
y; € 1,...,C, where C' is the number of classes. Then, in addition to the training data, the
OMCGB algorithm requires three further input parameters: a fixed number M of weak
learners, a loss function ¢ : R — R, and an agreement function a : R® x N — R, which
quantifies the amount of agreement between a class label prediction f(x,,) and the corre-
sponding ground truth label y,,. After initialization of the weak classifiers, the algorithm
loops over all training data points and updates all weak classifiers for every new training
sample (x,,, ). This online behaviour of the algorithm will be particularly attractive for
our Active Learning framework developed in Chapter [/} because it avoids a recomputa-
tion of the underlying representation whenever a new ground truth label is queried from
the user and added to the existing training set. As in offline boosting methods, every train-
ing sample x,, has an assigned weight w,,, which is first initialized to 1. Then, every weak
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classifier is updated with the new sample, its weight w,, and its ground truth label y,,. Note
that the weak learner itself also must be an online algorithm, because otherwise the overall
boosting method would not be online. In our experiments we used online random forests
as weak classifiers.

The next step (line [7) is to obtain a label prediction py,, for the new training sample,
which we represent as a distribution over the class labels. Then, the agreement with the
ground truth label is computed. In standard OMCGSB, this is defined as

ag(Prm, yn) = pi¥) —1/C, (4.16)

i.e. it is directly related to the prediction for class y,, here denoted as an upper index into
the prediction vector p,,,. The resulting agreement «,, is then accumulated, and a new
weight w,, is computed for the sample from the negative gradient of the loss function of
the sum of agreements. In(Saffari et al.|[2010], two different loss functions are investigated,
but with little performance difference, so we decided to use the standard exponential loss
¢(g) = exp(—g) known from AdaBoost. Concretely, the computation in line [10| results in
higher weights for samples that disagree with the ground truth and lower weights for
those that do agree.

4.4.2. Confidence Boosting

As can be seen from Eq. (4.16), the agreement a4 used by standard gradient boost is only
related to the prediction itself, but not to the confidence of the prediction. To build a
classifier that takes both prediction and confidence into account, we propose to use this
agreement function:

_ 1\ o h(pnm) >
ac(pnmu yn) - ( 1) <1 (C — 1)5 ) (417)
where ¢ = I(argmax pgf,)n # Yn). (4.18)

This means, that we measure agreement by the amount of confidence, which is equal to
one minus the uncertainty h. In case of a correct classification, i.e. when £ = 0, the agree-
ment simply amounts to the confidence of the current weak classifier f,,,. However, if the
classification is incorrect, we actually have a disagreement, and we express this with the
— slightly modified — negative confidence. Our modification is the term (C' — 1), by which
we divide the uncertainty. This has empirically shown to improve the classification results
substantially. To summarize, our agreement function is high if the classification is correct
and certain, and it is low if we have an incorrect, but certain classification. Also note that if
the uncertainty is zero, i.e. when we completely trust the classification, then the agreement
is 1 for correct and —1 for incorrectly classified samples. Thus, in this case, our agreement
function is even simpler than the original one given in Eq. (4.16).

4.4.3. Results

To evaluate our algorithm, we performed experiments on six different data sets, where the
aim was to show how much Confidence Boosting actually reduces the overconfidence in
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Figure 4.4.: (a) Confidence histograms of gradient boosting and Confidence Boosting on the 'DNA’
dataset. The left plots show the histograms for the correctly classified samples, the right ones
those for the incorrect samples. Confidence Boosting shifts all histograms to the left, resulting in
an overall decreased confidence. Note, however that the false samples are shifted even further,
which leads to a lower normalized overconfidence. (b) Top: Trade-off curves for gradient boost-
ing, Confidence Boosting, and GPC on the 'Pendigits’ data set. Higher curves correspond to less
overconfident classifiers, curves that are further to the right represent a lower underconfidence.
We see that Confidence Boosting generally improves over- and underconfidence compared to
gradient boosting, and it is even less underconfident than the GPC. Bottom: Average run times
of Confidence Boosting (blue) and the GPC (red) for each epoch (note the log scale).

the class label predictions. We used four data sets from the UCI machine learning repos-
itory, and two sets from robotics. The UCI data sets are "USPS’, 'Pendigits’, "Letter’, and
'DNA’. We used these because they were also used for evaluation by Saffari et al.| [2010],
and our aim is to compare Confidence Boosting with gradient boosting. The robotics data
sets we used were an RGB-D set provided by |Lai et al|[2011], and the 3D point cloud data
from [Paul et al/|[2012] (see page[I59). From the first one, for which we use the identifier
"RGBDY, we extracted 89 pre-segmented objects of 17 object classes, resulting in a total of
58372 RGB-D images. Then, we computed Hierarchical Matching Pursuit (HMP) descrip-
tors on the depth channel. The dictionary needed for the HMP features
was learned on 5 classes out of 17, mainly for memory reasons. Then, the data was split
into a training set of 90% of the data and an evaluation set of the remaining 10 %. The
other robotics data set, which we denote as "Begbroke’, consists of 3D point clouds from
a car park with 6 classes. The data was segmented automatically, and features were com-
puted for each segment. In total, there were 1496 segments, out of which we took 1000
for training and the rest for evaluation. We used this data to be able to compare with the
multi-class GP classifier used in [Paul et al. [2012], both in terms of run-time and classifica-
tion performance.

To measure how much Confidence Boosting actually reduces overconfidence, we com-
puted histograms over the confidences for correctly and incorrectly classified samples,
both for gradient boosting and for Confidence Boosting. Fig. shows the resulting his-
tograms for gradient boosting (GB) and Confidence Boosting (CB) on the 'DNA” data set.
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| RGBD | Begbroke | USPS | Letter | Pendigits | DNA

GradientBoost 0.1969 | 0.3899 | 0.2964 | 0.2611 | 0.3878 | 0.1988
Confidence Boosting || 0.1125 | 0.2246 | 0.2308 | 0.1995 | 0.2462 | 0.1136

Table 4.2.: Normalized overconfidence averaged over 100 runs.

The plots on the left show the confidence histograms for the correct classified samples,
the right ones for the incorrect samples (red bars depict either over- or underconfident
regions). As we can see, Confidence Boosting tends to shift both histograms to the left,
which means that in general classification is more uncertain. This implies that more false
classifications are uncertain as well. Thus, if we measured overconfidence only by the false
classified samples, then increasing the uncertainty in general would already reduce over-
confidence. This underlines our definition of the normalized overconfidence, which also
takes the overall confidence into account. To quantify this on the data sets used, we show
the normalized overconfidences in Table We see that Confidence Boosting reduces the
normalized overconfidence on all six data sets.

To visualize the trade-off between over- and underconfidence, we use a plot type sim-
ilar to a precision-recall curve. On the x-axis, we plot for a given number of different
confidence thresholds 61,05, ... the fraction of false classified samples that have a confi-
dence below the thresholds. On the y-axis, we plot for the same thresholds the fraction of
correct classified samples for which the classification was more confident than 6;. Ideally,
this curve stays close towards the upper right corner of the plot. Fig. (top) shows an
example of such a plot for the "Pendigits” data set, both for gradient boosting and for Con-
fidence Boosting. We see that Confidence Boosting gives the opportunity to ‘detect’ more
false classifications while at the same time not loosing too many correct classifications. The
bottom part of Fig. shows the average run times of Confidence Bosting and GPC, here
for each epoch of Active Learning (see Chapter[7). As we can see, Confidence Boosting is
orders of magnitude faster while not being more overconfident than the GPC.

40



Part II.

Unsupervised and Online Learning
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5. Unsupervised Offline Learning

So far, we have only used learning methods that require ground truth information from a
supervisor for the training data. For many applications, particularly when the task is to
predict semantic information such as class labels for a given input data set, this ground
truth information is indispensable, because without it a correct prediction is impossible.
However, the process to obtain this ground truth labeling often signifies a huge effort
for the human supervisor. Therefore, there is a growing interesting in unsupervised ma-
chine learning methods, which rely on different sources of information than a hand-labeled
training data set. In this chapter, we investigate such methods. In particular, we present al-
gorithms that group the input data into meaningful clusters based on different criteria. In
Sec. we present a method that automatically discovers regular patterns as they occur
for example in facades of buildings. In Sec. we use data from motion commands and
relate them with observed direction signs for semantic interpretation of the signs. And
in Sec. we use information about similarity and physical closeness of data segments
to reason about their correspondence to potential object classes. Note that in all these
purely unsupervised learning methods a semantic annotation that could be understood
by a human can not be obtained. However, as we will see in Sec. an unsupervised
learning step can reduce the amount of required user interaction in a later supervised or
semi-supervised learning step.

5.1. Learning from Repetition by Discovering Regular Patterns

As mentioned above, unsupervised learning methods can not rely on hand-labeled data
to perform classification tasks. However, there are other sources of information that can
be exploited, and one idea is to find repetitive patterns in the data (e.g. a camera image)
and to infer from these patterns the existence of object instances. In Spinello et al.| [2010c]
(page [I78), this idea is used to find, for example, windows in a facade of a building. As
this approach is completely unsupervised, no human label such as “window” is returned
by the algorithm. Instead, cluster ids are obtained along with correspondences of data
segments to clusters. We give some more details in the following.

5.1.1. Individual Steps of the Algorithm

Fig.|5.1|shows a flow chart of our unsupervised object discovery algorithm algorithm. The
first step is to compute a set of descriptors and closed contours as candidates for repetitive
objects (e.g. windows or pillars). The idea is to obtain evidence of object occurrence by ex-
tracting similarities directly from the given scene. Apart from not requiring training data,
this has the advantage that we can filter out outlier categories for which no repetitive pat-
tern can be found. Our similarity measure is based on the ISM approach (see [Leibe et al.
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Figure 5.1.: Schematic overview of the unsupervised object discovery algorithm. The initial object
discovery step consists of matching descriptors inside pairs of closed contours using the ISM ap-
proach of |Leibe et al|[2005]. Then, the repetitive structure of the objects in the scene is analysed.
Finally, this structure is used to reason on the existence and location of further object instances
in the scene.

[2005]). An example result of this first step is shown in Fig. Then, we analyze repeti-
tive patterns inside each category by looking at the Euclidean distances between elements
in the image accumulated in a frequency map. These relative positions are represented as
edges in a lattice graph, in which nodes represent objects positions (see Fig. [5.2b). The
most dominant edges by which all nodes in this graph can be connected are found us-
ing a Minimum Spanning Tree algorithm and grouped into a set, which we call a latticelet
(Fig. 5.2). To reason on higher-level repetitions we first find cycles of repetitions of object
candidates in the lattice graph, which can consist of simple polygonal structures such as
triangles, quadrangles or pentagons (see Fig. [5.2d). Then, we extrapolate the graph struc-
ture by repeating the cycles at the graph boundaries. A probabilistic inference method
using a CRF (see Sec. is then used to determine if the occurrence of an object instance
at a predicted position is likely or not. These last two steps will be explained next.

5.1.2. Structure Learning and Reasoning Using the CRF

To reason about the existence of repetitive objects we use a probabilistic model: each pos-
sible location of an object of a given category 7 is represented as a binary random variable
I+ (x) which is true if an object of category 7 occurs at position x and false otherwise. In
general, the state of these random variables can not be observed, i.e. they are hidden, but
we can observe a set of features z(x) at the given position x, which in this case correspond
to the detection quality ¢ of the objects. Now we need to find states of all binary variables
I, = {l-(x) | x € X} so that the likelihood p(l; | z) is maximized, taking into account
the conditional dependence between variables labels [, (x;) and [, (x2)of neighbors x; and x3.
This is modeled using a CRE, where the node features are f,,(¢;, (i) =1 —1;;+ (2l+; — 1),
and the edge features are based on the detection quality of the neighboring nodes (see
Spinello et al|[2010c], page[185).

To learn node and edge weights w,, and w., we observe that they do not depend on the
network geometry but only on its topology, thus we can artificially generate training in-
stances by setting up networks with a given topology and assigning combinations of low
and high detection qualities ¢; to the nodes. This way we can create a higher variability
of possible situations than seen in real data and thus obtain a higher generalization of the
algorithm. The topology we use for training has a girth of 3 but other topologies can be
used, e.g. using squared or hexagonal cycles, although from our experiments these topolo-
gies do not increase the classification result. We also found that the number of outgoing
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(a) discovered objects (b) graph structure (o) a latticelet (d) finding cycles

Figure 5.2.: Analysing the structure of the repetitive pattern. From the initial object detections in
(a), we build a graph structure and find the minimum spannig tree (b). From this, we create a set
of edges called a latticelet (c) and find circular structures (d), which are then used to extrapolate
latticelets at the borders of the network.

edges per node, i.e. the connectivity, has a strong influence on the learned weights. Thus,
we use a training instance where all possible connectivities from 2 to 6 are considered.

In the inference phase, we create a CRF by growing an initial network. From the analysis
of repetitive patterns described above, we obtain the set of cycles G for each category, the
topology and edge lengths of the lattice. By subsequently adding cycles from G to the
network we grow it beyond its current borders. After each growing step, we run loopy
belief propagation to infer the occurrence of objects with low detection quality. The growth
of the network is stopped as soon as no new objects are detected in any of the 4 directions
from the last inference steps.

5.1.3. Results

Fig. 5.3)shows some results of our method on typical input images. In the upper row of the
figure, we see the results of the object discovery step before applying structure learning
and the CRF inference. Thus, this is the result of a standard similarity based clustering
step where similarity is measured by the number of descriptor matches inside two object
candidates. As we can see, many object instances are clustered correctly, but some further
occurences of objects (here mostly windows) have been missed. This is due to a too low
detection score obtained for these instances. However, if we apply our structure learning
method and run CRF inference on the obtained graph structure, we can infer the existence
of further object instances in the scene. This is shown in the lower row of the figure, where
additional red boxes are shown at locations where the CRF predicts an object instance.
Note that this prediction is based only on the structure of the regular pattern and that it
returns no object occurence at locations where there is a too low local evidence for it.
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Figure 5.3.: Results of the unsupervised object discovery algorithm. The first row shows the dis-
covered object candidates as they are obtained from clustering based on similarities. Note that
not all instances of a true class are retrieved due to occlusions or low detection scores. However,
using our structure learning approach we can reason abot the existence of further instances of
each class, as shown in the lower row. Here, the pink dots depict nodes of the CRF, while the yel-
low lines are the edges. Note how some nodes have not enough local evidence for the existence
of an object instance.

5.2. Learning from Other Sources by Relating Image with Motion
Data

Apart from the information we get from the relations of samples within a given data set,
e.g. regular patterns, we can also use other sources of information, for example from differ-
ent kinds of data. This is sometimes called self-supervised learning and particularly relevant
in mobile robotics. For example, one can relate the data obtained from a camera or a laser
with that of a proprioceptive sensor, such as an inertial measurement unit (IMU) or a lo-
calization sensor such as a GPS receiver. This idea is used in Maye et al. [2010] (page
to automatically interpret the semantics of direction signs by relating it with an associated
motion and finding similarities in the observed data. The idea of this approach is to first
learn a model for direction signs, which consist of text strings and arrows, and then find
similar models in observations that are all related to a similar motion. This way, the algo-
rithm finds for all images related to, say, a right turn, the similar elements, which turn out
to be an arrow to the right. We will give more details and examples in the following.

5.2.1. A Model for Direction Signs

The first step of our algorithm is to learn a model for a direction sign without supervision.
To do this, it first performs a low-level segmentation and computes descriptors for each
segment. Then it collects the descriptors along with displacement vectors towards the
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Precision

(a) learned hierarchical model (b) PR-curve for arrow detection

Figure 5.4.: (a) From a given input sign (here “Check-in 3”) we build a hierarchical model of parts
called tokens (green boxes). Each token consists of a segment with descriptors and displacements
pointing to the token center. In addition, all tokens and their associated displacements to the sign
center (black lines) are collected in the model. (b) Precision-recall graph for our sign and arrow
detection method. The hierarchical approach (HISM, blue curve) is significantly better than the
standard ISM method (green curve).

segment center in a codebook in the same way as is done in the ISM approach (see |Leibe
et al.| [2005]). The segment and the codebook together are denoted a token. These tokens
are later used for matching with other signs, but they are too local and do not contain
enough information. Therefore, we use a second codebook of tokens which consists of
displacement vectors between a token center and the center of the sign. An example of this
is shown in Fig. The benefit of this hierarchical approach is that it is more expressive
because the model contains more global information. In addition to this, each token has
an assigned weight, which resembles it distinctiveness within a larger set of signs. These
weights are learned from occurence frequencies in a given data set. For example, in a set
where signs of Check-in 1 through Check-in 3 are present, the token corresponding
to the last digit is very distinctive and threfore receives a higher weight.

5.2.2. Sign Detection and Arrow Learning

Using our hierarchical model for direction signs, new images can be used to find oc-
curences of a given target sign S. For example, in a mobile robot application the user
can present the sign S to the robot, which then matches S with all newly observed im-
ages. This matching is done hierarchically: first descriptors are computed for a new image
Z. Then, the descriptors are matched against those in S and votes are computed to find
the occurrence of matching tokens, just as in standard ISM. Finally, the tokens themselves
cast votes for the occurence of the sign. An example result of this technique is shown in
Fig. where the Check-in 3 sign of Fig. is detected in six different images.
Using this sign detector, we can now formulate a self-supervised learning method to
infer the semantics of distinctive parts of the signs. We do this by assigning one or more
motion directions to each input image. These motion directions can for example be ob-
tained from proprioceptive sensors while a robot observes an image and performs a given
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Figure 5.5.: Unsupervised sign detection and arrow learning. (a) six examples of detected matches
between the sign shown in Fig. and new input images. (b)

motion at the same time. Thus, information is not given by human hand-labeling but by
steering the robot around within its environment. We note that, although this was not
explicitly done for the evaluations in this section, a concrete application to such a self-
supervised learning problem is straightforward, and we show a more explicit example in
the next chapter. Here, we show how the information given by the associated motion di-
rections can be used to learn the shape of an arrow. Fig. shows an example of three
images that are associated with a right turn. By matching these images with the described
technique, we can distinguish the parts that match across all images, which in this case is
the right arrow.

5.2.3. Quantitative Results

To quantify the results of our approach, we used a data set of signs from the airport of
Zurich. Example images are already shown in Fig. We hand-labeled these images to
obtain ground truth information for evaluation. Then, we matched the Check-in 3 sign
with all 124 images of the data base where 57 actually contained the Check-in 3 sign.
The resulting precision-recall curve is shown in Fig. As we can see the hierarchical
approach performs much better than the standard ISM method, reaching an equal error
rate of 90% as opposed to 60.25% for the ISM. For arrow detection, we matched 23 im-
ages with an associated right turn to each other. Then, the resulting common token was
matched to all images from the data base where 35 actually contained right arrows. The
resulting PR-curve in Fig. shows that the approach is fairly robust, reaching an equal
error rate of 83.33%.
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Figure 5.6.: Flowchart of our unsupervised object discovery algorithm. First, the input data is
segmented and 3D features are computed for each segment. Then, the segments are clustered in
feature space and in geometrical space. Next, the likelihood of correspondence to the same class
is modeled using two graph structures, one connects physical neighbors (the scene graph) and
one clusters of features (the parts graph). Probabilistic inference is then run on both graphs to
find part and object labels for each segment.

5.3. Learning from Similarity and Physical Closeness

In this section, we return again to unsupervised learning methods that rely only on the
data obtained from exterioceptive sensors such as cameras or laser scanners. In Sec.
we already saw how regular structures in the data can be used to group segments into
clusters, and how these clusters can give evidence for the existence of objects of a given
class. Here, we will handle the more general case where similar object instances appear
within the same scene, but they are not aligned according to any regular pattern. Thus, we
can not infer the existence or the location of other objects of the same kind by extrapolating
a pattern. However, we can reason on the correspondence of data segments to clusters
representing similar objects. Furthermore, in additon to the similarity, we will also use the
physical closeness of segments to each other to find meaningful cluster assignments for a
given data segment. The latter is used in a part-based approach where segments actually
correspond to object parts rather than an entire object. We mainly present concepts and
results from Triebel et al.|[2010] on page and [Shin et al.|[2011] on page while some
ideas are also taken from [Shin et al.|[2010] (page[198).

5.3.1. Clustering by Hierarchical Probabilistic Inference

Our aim is to derive a part-based algorithm to discover instances of object classes from
3D point cloud data. Conceptually, this can be stated as the problem of counting unknown
objects, i.e. that despite the fact that we have no semantic labels given for the observed
data, we can find evidence of the existence of an object class by associating instances with
each other. We do this not only based on their similarities, but also using the ocurrence of
similar constellations of object instances, which leads to a reasoning on a higher semantic
level.

A flowchart of our algorithm is given in Fig. Given an input 3D point cloud, the first
step is a low-level segmentation based on the superpixel algorithm by [Felzenszwalb and
Huttenlocher|[2004], where we use the dot product of the normal vectors of two 3D points
(sometimes denoted the cosine distance) as a similarity criterion. Then, for each resulting
segment we compute a set of 3D features, in particular these are spin images [Johnson,
1997], shape distributions [Osada et al., 2002], and shape factors [Westin et al., 1997]. In
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Algorithm 3: Segmentation and smoothed clustering in geometric and feature space
(SSCGF).
Data: Point Cloud P = {p1,...,pn}
Input:
e Segmentation parameters x and 7
e Cluster parameters ¥y and 9,
Output:
e low-level segmentation S = {si,...,syp},s; C P
o feature-space clusters of segments Fi, ..., Fc
e geometric clusters of segments Gi,...,Gk
e class label distributions d, ..., dy, d; € [0, 1]%
S < SuperPixelSegmentation(P,k,T)
fi,...,fy <+ FeatureExtraction(S)
Fi,...,Fc « ClusterInFeatureSpace(S, ¥y, {fi})
G1,...,GK < ClusterInGeometricSpace(S, V)
P < MakePartsGraph({F;},{Gi},S)
P < SmoothPartsGraph(P, K)
S + MakeSceneGraph(P,{G:},S)
S < SmoothSceneGraph(6, K)
di,...,dy < ReadFromGraphNodes(S)

the next step, we cluster the segments both in feature space and in the geometric space,
where for the former we use affinity propagation [Frey and Dueck, |[2007]] and for the latter
a nearest-neighbor approach with a distance threshold ¥,. Next, we create two graph
structures, one is denoted the scene graph connecting physically close segments with each
other, while the other is the parts graph, which draws edges between feature space clusters.
Both graphs are explained in more detail in the next section. Then, probabilistic reasoning
is done on the parts represented by feature clusters and on the actual part instances in the
geometric space. The result is a distribution of cluster labels for each segment, from which
the most likely part labels and object labels can be obtained. Note that both the part labels
and the object labels consist of natural numbers rather than human-like annotations such
as “chair” or “table”, as we do not have such annotations available in the data.

A more formal description of our method, which also denotes the required parameters
explicitly, is shown in Alg. |3l Note that the number of segments 1, as well as the numbers
C and K of clusters are computed inside the particular subroutines.

5.3.2. The Scene Graph and the Parts Graph

The key component of our method are two probabilistic graph structures, and we refer
to them as the scene graph & and the parts graph ‘B. While & is used to model depen-
dencies between physically close segments, B expresses a general dependency of types of
segments. Concretely, the nodes of 3 are defined by clusters F of segments in feature
space, and two nodes F; and F; are connected whenever there exists a pair of segments
(sk,s1) so that s, € F; and s; € F;. This means that each such pair raises the evidence that
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Figure 5.7.: Two example scenes observed with a “nodding SICK” laser scanner. Objects that are
discovered by the algorithm are colored, where points that correspond to the same object class
are assigned to the same color. In addition, the discovered class label identifiers are also shown.

there exists an object class, in which these two types of potential object parts are close to
each other. We express this in the edge feature function of ‘B, which yields a high poten-
tial if there are many such pairs, while the node features model the relation between the
centers of the clusters F; and their potential class labels y; (see Triebel et al.|[2010] on page
209 for more details).

Once inference is done in the parts graph, the result is used to define the node potentials
in the scene graph. As for the parts graph, the edge potentials are designed so that a
common label for two connected nodes is preferred over different labels. The motivation
behind this two-step inference procedure is that the parts graph only returns general label
distributions for all segments of a given type, but the scene graph also takes the local
geometric neighborhood into account. Expressing this with a concrete example, one can
say that the parts graph reasons that, say chair legs and chair seats are often observed
together, which raises the evidence that they have the same class label, however when
considering a concrete instance of a chair leg, it could be observed very close to a table top,
which increases the probability that it is actually a leg of a table.

5.3.3. Results

We tested the algorithm on data acquired from real-world scenes using a nodding SICK
laser scanner with a horizontal opening angle of 100 degrees and a nodding range of 90
degrees. Each set was captured at a horizontal resolution of 0.25 degrees and a vertical
resolution of 0.2 degrees. We evaluated 50 data sets from four different rooms, each room
containing some number of chairs, trash cans, flip charts, plants, etc. Objects were placed
up to 90 degrees of rotation from each other. Most scenes contained two or three objects of
the same type, but some scenes contained up to four objects of three different kinds. Fig.[5.7]
shows some results of our object dicovery algorithm. Points that belong to the same object
have the same color, and the numbers represent the class label assigned to each segment.
For instance, the scene on the left contains four chairs of two different kinds, and they are
correctly labeled as 25 (blue) and 27 (violet). In a quantitative analysis we computed the
conditional entropy [Tuytelaars et al.,2009] of a hand labeled “ground truth” and the class
labels that resulted from the discovery algorithm. We obtained values around 1, which is
very good compared to similar algorithms described by [Tuytelaars et al.| [2009].
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Figure 5.8.: Object categorization across different scenes. Left: Result without using categorization.
The object discovery returns a different class for the left chair than for the other two chairs. Right:
Result using categorization. Here, a reasoning across different scenes helps to associate all three
chairs with each other and to assign them the same class label.

5.3.4. Object Categorization Across Different Scenes

Despite its ability to discover object classes without supervision, the algorithm described
in the previous section has two disadvantages: First, it considers all segments as potential
object parts resulting in many false neighborhood connections between foreground and
background segments. This results in object candidates composed of real object parts and
background parts. And second, it can not associate two instances of the same class with
each other when they appear in different scenes. The reason for this is that, as the dis-
covery process is unsupervised, the resulting local class labels are not unique over a given
number of scenes. This means that an object class might be associated with a class label
G1 when one scene is observed, but the same object class might have a different class label
G2 if observed in a different scene. Therefore, in Shin et al.| [2011] (page we extend
the approach in two aspects: First, we employ a saliency-based foreground extraction al-
gorithm, and second we learn object categories, i.e., object classes that are consistent across
a sequence of input scenes. To do this, we need to solve the data association problem,
which we achieve by introducing a third level of reasoning named the class graph. The key
idea behind the class graph is to find a mapping from local class labels to global category
labels. Unlike the parts graph and the scene graph, the class graph models the statistical
dependencies between labels of object class instances rather than object parts. Its nodes
correspond of discovered object classes and the edges connect classes that have a similar
appearance. In the same way as above, we use probabilistic inference to smooth the graph,
and we obtain a most likely assignment of class labels across different scenes. An example
is shown in Fig. where the left image shows the result of object discovery without the
categorization step. We see that the algorithm incorrectly assigns one of the three chairs
to a different class. However, by reasoning across various scenes using our categorization
step, all three chairs are correctly associated with the same class label.
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In the previous chapter, we have seen how additonal sources of information such as sim-
ilarities or the structure of regular patterns can be used to infer the existence and the lo-
cation of instances of object classes. This was done completely unsupervised, i.e. there
was no hand-labeled training data set given. In this chapter, we elaborate on this idea
even further, but now we additionally investigate approaches that can update the learned
representation before all input data has been observed. Concretely, this means that the un-
derlying model learned by the algorithm is updated and refined whenever a new set of
observations is available. This is often denoted as online learning, which stands in con-
trast to the standard offline learning approach where no model updates are done once the
learning step has finished. Online learning is particularly useful when learning should be
adaptive, i.e. it can handle new, unobserved situations. However, this benefit also comes
with the drawback that online methods can never be better than their offline counterparts,
because they have to rely on a smaller subset of the data. We will see an example of this
with an experimental comparison in Sec. Before, we present a self-supervised online
learning method in Sec. where the information used for learning comes from a pro-
prioceptive sensor in a robotic car. Sec. shows an online learning approach to find
dynamic objects in 3D range scans.

6.1. Self-supervised Online Learning of Driving Behaviours

In this section, we consider again the application of a perception system for autonomous
cars. However, in contrast to Chapter 3, where we investigated supervised learning me-
thods to classify pedestrians and cars, we will now discuss an algorithm that is able to
perform online learning from an additional data source instead of human inputs. Con-
cretely, our input data consists of an image sequence from a camera that was mounted
inside a car, and a stream of acceleration measurements acquired from an inertial mea-
surement unit (IMU), which produces data that is synchronized with the camera. The aim
now is to segment the data stream online and to learn a correlation between the traffic sit-
uation observed with the camera and the corresponding vehicle motion in terms of IMU
measurements for each such segment. For example, the system should then be able to re-
late a deceleration measured by the IMU to a red traffic light observed with the camera,
and then predict such a deceleration the next time a red light is detected. The two major
benefits of this learning method over those given in Chapter {3 are that we do not need
any human interaction for learning and that the algorithm is completely adaptive to new
situations. All details of the method are presented in Maye et al.|[2011] on page here
we explain the key ideas.
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6.1.1. A Bayesian Formulation of the Problem

As mentioned, for a given sequence of camera images and associated acceleration mea-
surements from an IMU sensor, our aim is to automatically segment the data into motion
segments, find a label that identifies the traffic situation of each segment, and predict a
motion based on the currently inferred traffic situation. To do this, we use a Bayesian fil-
ter approach that estimates all model parameters unsupervised and online, i.e. each new
observation refines the model and yields a new prediction for the next time step. In our
formulation we use the following random variables: r; represents the length of the current
motion segment at time ¢; [; is the label of the traffic situation at time ¢; a; is the predicted
action at time ¢; z;.,; are the IMU measurements up to time ¢ and c;.; the camera measure-
ments up to time ¢. With this, we state the problem as an estimation of the joint distribution
over 14, l;, and a; given the data up to time ¢, which can be factorized as

p(re, b, &g | 21, €1:4) = p(re | 21:6)p(le | 7o, cre)p(@e | 7o, U, Z10e). (6.1)

Here, we made the reasonable assumption that the segment length r; and the action a;
are conditionally independent of c;.; given z;.;, and that the scene label /; is conditionally
independent of z;.; given ci,;. Thus, we have divided our problem into the estimation of
the three factors in Eq. (6.1), which can be described as follows: p(r; | z;.t) corresponds
to the model of the motion segmentation, p(l; | ¢, c1.+) to the traffic situation model, and
p(as | 7,1, 21.4) to the action prediction model. The estimation of the latter two will be
described in the next section. For the motion segmentation model p(r; | z1.+) we note that
the joint p(r¢, z1.1) can be factorized as

p(re, 21:4) = ZP(Tt | re—1)p(2Z¢ | re—1, Z1:0—1)P(Tt—1, Z1:t—1), (6.2)

Tt—1

which consists of a transition probability p(r; | ri—1), the predictive distribution given by
p(z¢ | 7t—1,21:¢—1), and the posterior p(r¢_1,z1.+—1) from the previous time step. While the
transition probability can be set to a simple binary distribution, the predictive distribution
for the new measurements z; is modeled as a multivariate Gaussian, whose parameters are
marginalized out using the conjugate Normal-Wishart prior. Furthermore, to overcome the
large computational cost that results from storing and computing p(r; | z;+) for ¢ and all
previous time steps, we use a particle filter in the implementation.

6.1.2. The Traffic Situation Model and the Action Model

The discrete labels /; in Eq. correspond in our formulation to indices into a range
{1,2,..., N} of potential traffic situations. These traffic situations are modeled as genera-
tive models p(c; | n;), which for given parameters 7, return a distribution over potential
camera measurements. Here, a camera measurement is represented using a bag-of-words
approach where descriptors extracted from the images are clustered into K clusters and
a histogram is computed that counts the number of descriptors per cluster. Thus, the
model p(c; | n;) can be described as a multinomial distribution, and we use again a con-
jugate prior, which in this case is the Dirichlet distribution with hyperparameters 1, , to
marginalize over the model parameters 7;.
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Figure 6.1.: Self-supervised online learning of driving behaviours. (a) Result of our motion seg-
mentation algorithm. (b) Example result of a discovered traffic situation with a predicted action.
Here, the system correctly predicts a braking maneuver.

To estimate the number N of potential traffic situations found in the images we use
Bayesian hypothesis testing, which means that we compute the Bayes factor B;

plee |l =14,9;)
p(ee | e, e, ¢, ")

B; = (6.3)

for each of the IV existing models, where 1)"*~* are the hyperparameters learned over the
current segment. If B; is below a threshold ¢ for all models i, we add a new model with
initial hyperparameters. Thus, to summarize we compute the likelihood p(c; | I, r¢, ci—1)
of the current label /; and obtain an estimate of the new label distribution using Bayes’ law:

p(le | me,c1:4) < pler | U, re, ce1)p(le | 74, €1:6—1). (6.4)

The remaining term in Eq. (6.1) is the action model p(a; | 7¢,1;,21..). Here, we pro-
ceed in a similar way as before. To each traffic situation model M; we associate an action
model A;, which is represented as a Gaussian Mixture Model (GMM). This enables us to
assign different possible actions to the same traffic situation. For instance, when a driver
reaches a traffic light, they might brake even when the light is green, e.g. due to a jam.
To estimate the number of Gaussian components we again compute the Bayes factor and
introduce a new Gaussian when all old Gaussians are too unlikely. Also, as above we use
the conjugate prior of the Gaussians to marginalize out the parameters and compute the
hyperparameters using online updates. In the implementation we attach both the action
and the traffic situation model to each particle representing a hypothesis over the current
segment length.
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(a) 3D point cloud data (b) MLS map

Figure 6.2.: Online estimation of dynamic objects. (a) Point cloud data produced by an up- and
down sweeping 2D laser. The red dots correspond to the dynamic objects that are estimated
online by the algorithm. (b) A different scenario, where the data is represented using an MLS

map [Triebel et al., 2006

6.1.3. Results

To evaluate the approach, we collected a dataset with a car in an urban setting. Our car
is equipped with a Sony XCD-5X910 camera recording 1280x960 images at 3.75 frames
per second and an XSens MTi IMU running at 100 Hz with = pointing forward, y to the
right, and z upward. The sequence contains 8218 images and is about 40 minutes long.
We encountered different scenes comprising of traffic lights, crosswalks, or changes of
speed limit. The car was driven in a loop so that it passes several times through the same
situation, which gives a better estimation of the quality of our solution.

We estimated the quality of our motion segmentation algorithm from Section[6.1.1jon the
recorded data and performed inference on the final posterior distribution (6.2) to get the
optimal sequence of segment lengths representing our motion segments. We set the hazard
rate to A = 1/10, the number of particles to P = 100, and the prior hyperparameters of
the normal-Wishart to kg = 1,py = 0,19 = 3, A9 = I. We only considered IMU data at
10 Hz. Fig. shows the extracted motion segments along with the corresponding IMU
data. Our algorithm identified 165 segments which are validated by visual inspection of
the IMU data. Furthermore, the segmentation has been compared to a manual annotation
of our image sequence and exhibited an accuracy of approximatively 92%. For the ground
truth labeling of the change-points, we watched the video and noted down where a human
would expect a change of driving behavior.

To evaluate the traffic situation labeling we created a ground truth by manually annotat-
ing the image sequence. Then, we learned traffic situation models with our approach from
an explicitly selected subset of images containing traffic lights, yield signs and pedestrian
crossings. We obtained an accuracy of 93% for traffic light scenes, 99% for yield scenes,
and 91% for pedestrian crossings scenes. An example for a qualitative result is shown in
Fig. Here, the currently estimated traffic situation label and the predicted action are
visualized inside the current image from the video sequence. As we can see, the situation
is a red traffic light, and the algorithm correctly predicts a negative acceleration, which
corresponds to a braking maneuver.
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(a) Vertex insertion (b) Re-arranged star clusters

Figure 6.3.: Insertion of a data point with star clustering. (a) The new data point may introduce
additional links in the similarity graph (green) affecting adjacency and hence the validity of the
current minimal star cover. (b) Inconsistent stars are re-arranged (green circles). The number
of broken stars largely determine the running time. On real graphs, the avg. number of stars
broken is usually small (experimentally verified) yielding an efficient incremental approach.

6.1.4. Online Estimation of Dynamic Objects

Another example of an unsupervised online learning framework is presented in [Kdstner
et al. [2010] on page Here, a 2D laser scanner is used to collect 3D point cloud data
while moving up and down, and at the same time measurements corresponding to dy-
namic objects are identified and their model is incrementally updated. Again, we use a
Bayesian filter approach which estimates the parameters of a Gaussian Mixture Model for
each laser measurement online. Each mixture component has an associated likelihood of

corresponding to a dynamic object, which is also estimated online. Two example results of
this method are shown in Fig.

6.2. Unsupervised Online Segmentation of 3D Scenes

In Sec. we presented an unsupervised learning algorithm for segmenting 3D scenes
into meaningful clusters. We saw that by exploiting similarities and physical closeness, a
reasonable labeling of a 3D point cloud can be achieved. However, the method presented
there was an offline algorithm, i.e. for every new observed 3D scene, the low-level seg-
mentation, the underlying graph structure and the similarities between the segments have
to be computed again. This leads to a significant overhead in computational ressources.
Particulary if we are concerned with a mobile robot platform, new observations are often
not significantly different from the observations made previously. Therefore, we investi-
gate in this section an online variant of the method presented in Sec. The details of
this online method are given in [Iriebel et al. [2012] on page here we will decribe the
major ideas.

6.2.1. Online Clustering in Feature Space

Our goal is to modify the SSCGF algorithm (see Algorithm [3| on page [50) in such a way
that it can perform the inference step incrementally, i.e. without having to re-compute the
structure and the marginals of the CREF. First, we simplify the problem by only considering
objects that do not consist of multiple parts. This makes the use of a parts graph unneces-
sary. Then, we observe that there are two main components in the algorithm: the clustering
step, and the smoothing step, and we need to find online variants for both of them. For
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(a) Mesh segmentation (b) Online clustering  (c) Scene graph construc- (d) Scene graph inference
tion

Figure 6.4.: Key steps of the processing pipeline. (a) Result after segmenting the triangle mesh.
Each color represents a different segment. (b) Result after online clustering in feature space.
Each color represents a different feature cluster. (c) Construction of the scene graph. Nodes are
centers of oriented bounding boxes (OBBs) around each segment. Edges connect segments with
overlapping OBBs. (d) Result after inference in the scene graph. The class label distribution is
smoother compared to (b), as can be seen, e.g., in the upper left corner of the building.

the clustering step, we use the star clustering algorithm by Aslam et al.|[2004], because it
is particularly made for online computation. Clustering is performed by building a simi-
larity graph and determining star and satellite nodes so that the data is represented by a
minimal number of maximal star-shaped subgraphs (“min-max condition”). An example
of this is shown in Fig. Then, for a new data point the similarities to the existing
nodes are computed and the star and satellite nodes are rearranged so that the min-max
condition is again valid. In the worst case, all nodes need to be rearranged, but this occurs
in practice only very rarely. Most often, only a few nodes change from center to satellite
nodes.

Thus, in our application, we first compute a low-level segmentation of a new 3D mesh
(see Fig. [6.4a), extract features as was done in offline SSCGF, and insert all new segments
according to their similarities into the existing star graph, which results in a new clustering
(see Fig. [6.4D). Then, after rearranging, we re-compute the node potentials of the scene
graph for those nodes that were involved in the changed star clusters. Next, we insert the
new segments also into the scene graph and connect them with already existing segments
that are close enough (Fig. [.4d). Finally, we re-run loopy belief propagation, but only for
those messages that are directly influenced by the new nodes and the changed potentials
(Fig. [6.4d). This is described next.

6.2.2. Online CRF Inference with Incremental Belief Updates

If we used standard loopy belief propagation (LBP) for the inference (see Sec. 2.3.3|on page
[15), this would require a re-initialization of all messages every time a new scan is observed.
Thus, the number of message updates grows at least linearly with the number of totally
observed mesh segments. To avoid this, we perform the message update online, i.e. we
only update messages that are affected by a change in the cluster graph G and the messages
that depend on them. First, we note that in the CRF, nodes are never removed, and a
change in G can affect nodes from earlier points in time. Thus, we need to provide two
kinds of update operations: inserting a new node into the CRF, and changing the feature
function of an existing node. In the first one, new messages are added, in the second,
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existing messages need to be recomputed, which is essentially the same as removing the
old message and adding a new one. The major problem here is however, that a newly
inserted and initialised message has maximal entropy and can not propagate the same
amount of information as the existing messages obtained after LBP convergence earlier.
This leads to an “over-voting” of the potentials of the new nodes from the existing nodes.

To overcome this problem, we store all messages computed in each LBP iteration in a

message history m;; = mtD m(?), .... Then, before computing (2.18), we determine the

g 'Y
minimal history length p of all message histories my; where k € N/ (7) )\ j, and the max-sum

rule (2.18) turns into

mz('?ﬂ)(lj) A max log ¢; + log v + Z m,i’;)(l,) (6.5)
' kEN (D)\j

Some care has to be taken here: to avoid inconsistencies, all messages in the history m,;
later than ;1 need to be removed. Also, all message histories that depend on m;; need to
be updated as well. However, the amount of change caused by these updates decreases
with every set of successor messages to be updated. To avoid an entire update of all mes-
sage histories, we determine a threshold e and stop updating message histories when the
change drops below e. Note that this is different from the threshold £ for LBP convergence:
while € determines the number of messages updated after an online update — and thus the
performance difference between online and offline processing, £ influences the amount of
smoothing. By changing e gradually towards 0, the online LBP algorithm turns into its
standard offline version.

6.2.3. Results

For evaluation, we ran experiments on streamed 3D laser range data acquired with an
autonomous car. The sensor consists of three SICK LMS-151 laser scanners mounted ver-
tically on a turn table. The rotation frequency was set to 0.1Hz. We drove the car slowly
(= 15km/h) around a car park in front of a building. We use qualitative and quantitative
measures for evaluation. The qualitative evaluation is done by visualizing the discovery
results with different colors for each category (see Fig. [6.5). The quantitative measures
are: number of resulting categories, number of update steps, and the entropy-based v-
measure [Rosenberg and Hirschberg), |2007]], which is defined as the harmonic mean of ho-
mogeneity and completeness of the obtained labelling compared to a human-labeled ground-
truth.

Fig.|6.6|shows a performance comparison with respect to different edge weight param-
eters w. and online message update thresholds e. The left and middle figure show the
V-measure compared to a hand-labeled ground truth over time. We can see that the per-
formance increases over time and that the online LBP version for ¢ = 0.2 is only slightly
worse than the offline version. However, as shown in Fig. [6.6(right), there is a significant
reduction in the number of updated messages compared to the offline LBP. A smaller ¢
improves the V-measure performance, but it also increases the message passing horizon
causing more message updates and thus a longer computation time.
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(c) 6 point clouds (d) 17 point clouds

Figure 6.5.: Results of online scene segmentation. Results are shown after (a) 2, (b) 4, (c) 6, and (d)
17 point clouds. Note that initially only two categories are discovered, and the categorization is
incorrect (e.g. the tree and the building are assigned the same label). However, as the algorithm
evolves over time, the categorization improves, and the number of classes is increased.
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Figure 6.6.: Quantitative results. (a) V-Measure compared to ground truth for each time step with
different values of w, (all offline). In the beginning, smoothing makes the result worse, as the
number of clusters is reduced too much. Later, smoothing improves the result. The amount
of smoothing has not a strong influence. (b) Comparison between online and offline LBP. With
decreasing value of ¢, online performance approaches the offline quality, with some random
effects. (c) Number of messages updated in online and offline LBP. The red line shows the num-
ber of new messages introduced at each time step, which is the minimum number of necessary
updates. A smaller € leads to more message updates.
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7. Active Learning

At this point, we have seen a number of techniques to make the learning process more au-
tonomous by not requiring user interaction and more efficient by formulating online algo-
rithms so that only incremental updates are needed instead of a complete re-computation.
However, it is clear that only relying on completely unsupervised learning will not be
sufficient to solve problems such as semantic mapping, in which a human-interpretable
annotation of a given environment representation is sought. Here, some kind of human
interaction is needed, although we still aim for approaches that reduce the number of re-
quired user interactions as much as possible. One idea to do this is to leverage the ideas
from unsupervised learning and combine them with supervised learning methods, so that
the human user is asked to give one label only for a whole sub-class of similar instances in-
stead of one label for every instance. This idea is closely related to semi-supervised learning
[Chapelle et al., 2006], and we will give a proof-of-concept example in Sec. However,
as mentioned in the introduction (see Fig[1.T), a thorough investigation of such combined
techniques, particularly if they are supposed to be online methods, is out of the scope of
this thesis. Instead, we try to do an intermediate step by focussing on supervised online
learning methods which require less user interactions by actively selecting data points,
from which learning can be achieved better. This concept is called Active Learning and is
motivated by the insight that, given sufficient initial data, the learner itself should have
a model that allows to distinguish between new data points, that could help to improve
further predictions and those that are likely not to improve them. We give a more detailed
explanation of Active Learning in Sec. and we propose a concrete Active Learning
algorithm for a semantic mapping task. Then, in Sec. [7.3|we apply Active Learning for in-
teractive image segmentation, where one property of this particular problem can be used
to formulate a very efficient online method. Finally, in Sec. we apply the Confidence
Boosting algorithm developed in Sec. to Active Learning, which leads to an efficient
online learning method with very steep learning curves.

7.1. Combining Supervised and Unsupervised Learning

As mentioned above, for tasks that require semantic information we have to use some kind
of supervision during learning, and one possibility to reduce the required supervision is
to use unsupervised learning before user interaction. This idea is used in |Debnath et al.
[2014] on page[284]to learn a classifier for indoor objects such as chairs and monitors. Con-
cretely, before asking the human supervisor for a semantic label for training, we group
the observed data into clusters using unsupervised learning. Then, our algorithm queries
one common label for each cluster from the supervisor and uses the so obtained training
data in a semi-supervised learning step. This approach has two major advantages: first, it
reduces the amount of human intervention significantly by asking labels for multiple in-
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Figure 7.1.: Flow chart of our system. From a sequence of images, regions of interest are detected
using super pixel segmentation and by comparing the segments based on SIFT features. Then
the resulting patches are clustered. From each cluster, a subset of patches is used to query object
labels from a human supervisor. The resulting hand-labelled data together with some unlabelled
samples is then used to train a semi-supervised classifier.

stances at the same time. And second, it gives us the potential to pre-select interesting data
to train on, for example by asking labels only for clusters that are significantly represented.
More details of the method are given in the following.

7.1.1. From Clusters to Labels

A flow chart of our complete semi-supervised learning method is given in Fig. We
start with a sequence of input images and determine first an appropriate set of rectangular
regions of interest named patches. Then, we extract SIFT features [Lowe} 1999] and define
a similarity measure between patches based on the Euclidean distance between matching
descriptors. Based on these similarities, we cluster the patches using spectral clustering.
The motivation to apply clustering before querying a class label is two-fold: first, the num-
ber of required user interactions, is reduced, because we query only one common label for
an entire group of data instances. And second, the clustering step gives us the opportu-
nity to pre-select interesting data to train on, because typically some clusters can be easily
identified as more relevant for the learning task based on characteristics such as cluster
size or similarities of elements within a cluster. The intuition here is that only those data
instances should be learned by the classifier, for which there is enough evidence that they
correspond to a meaningful object class. In the next step, we select a subset of appropriate
patches from each cluster and query object labels from a human supervisor. Here, we aim
to produce only very few label queries on one side, on the other side we need to make sure
that the data we provide as training samples to the semi-supervised learning method is as
pure as possible, i.e. ideally there should be no instances of different objects labelled by
the human with the same label. Therefore, we propose to use a quality measure g for all
patches within a cluster, which is based on the similarities s computed earlier. Concretely,
for every patch A of a given cluster C, we compute ¢ as the sum of similarities within the
cluster:

g(A)=> s(A,B). (7.1)

BeC

64



7.1. Combining Supervised and Unsupervised Learning

Figure 7.2.: Examples of clusters obtained from the clustering algorithm (rows corresponds to dif-
ferent clusters). For both clusters, we show the first three elements according to the quality
measure defined in (7.1).

After computing the g-values, we sort all elements within a cluster in descending order of
g and ask one common label from the user for the first m such elements of each cluster.
This policy gives a good trade-off between the two opposing objectives of generating few
label queries and providing pure training data. To illustrate this step, Fig. shows an
example result of the clustering step, where rows corresponds to different clusters and
only the first 3 elements according to the quality measure g are shown.

Then, the final step in our approach uses the labelled data to learn a classifier for the ob-
jects discovered in the environment. For this, we first compute the Hierarchical Matching
Pursuit (HMP) descriptor introduced by [Bo et al.| [2011] on every patch. Then, we per-
formed experiments with three different classifiers: a standard Support Vector Machine
(SVM), a nearest-neighbor classifier and a transductive SVM, which is a semi-supervised
learning method. Thus, in addition to the labelled training set D of size [, the algorithm
is also given an unlabelled set D* = {x} € RP}%_, of test examples to be classified. From
these three methods the worst in our experiments was the standard supervised SVM, and
we did not consider this further. The highest classification performance was obtained with
the transductive SVM.

7.1.2. Results

In our experiments, we investigated the correspondence of the number of label queries
made by the algorithm and the classification accuracy. There are two parameters that can
be set: the number of clusters ¢ and the number m of patches per cluster, which receive a
label after the query (see above). On one side, we want to have few clusters, i.e. ¢ should be
low. However, if there are more clusters, then the clusters are smaller and therefore purer,
i.e. there are more elements that agree on the true class label. Purer clusters means that we
can increase m, without assigning wrong labels to patches, thus we obtain better training
data. This relationship is shown in Fig. If the number of clusters is small, we get the
best accuracy for m = 1. But for more clusters, m = 2 is better, because by assigning the
same label to the first m elements of each cluster, we get fewer wrong labels. In general we
found that having less labels for training is better than having more, but wrong labels.
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Figure 7.3.: Accuracy vs. number of clusters and number m (m =1, 2, 3) of patches receiving a label
from the query. More clusters lead to a higher cluster purity. Then, higher values of m are more
effective, because the tSVM receives better training data.

7.2. Active Learning for Semantic Mapping

Another strategy to reduce the number of required label queries is to selectively choose
those data points, which are expected to give a large amount of information for refining
the currently learned model. This idea is called Active Learning, and it stands in contrast
to passive learning methods in that it performs learning in cycles of training and testing
instead of clearly separating between a learning and a prediction phase. We explain Active
Learning more detailed in Sec. and refer to the survey of for a deeper
analysis. In Sec. we then apply this idea to the problem of semantic mapping, where
the underlying classifier is a sparse variant of the Gaussian Process Classifier.

7.2.1. Active Learning in General

Fig. [7.4{shows a general flow chart of an Active Learning framework. First, we start with
an initial training set (Xp,)y), where Xy = {x1,...,xy} are the N feature vectors and
Yo = {v1,...,yn} are the corresponding class labels. For binary classification we have
y; € {—1,1} and for multiple classes we usually define the y; as indices into the C' classes.
Then we train a classifier with (Xy,))), which we model as a function f : R¢ — R, i.e.
each input feature vector x is mapped to a prediction vector p € R®. Next, a set of K data
samples {x7},...,x} } is drawn from the test data set X* and classified using f. Here, the
nature of X defines the type and complexity of the active learning problem: if X'* is given
beforehand and its size does not change during learning, then we are concerned with pool-
based active learning. If, however X' is a potentially infinite stream of data, then we have
stream-based active learning, which is significantly harder. In the applications presented
here, we consider the pool-based variant.

Then, in the classification step we obtain the label predictions y7,...,y}), i.e. the class
indices for which the classifier returned the highest probability in the prediction vectors
p € RC. Here, the prediction vectors are important, because they are used to compute the
confidence of the classifier, e.g. based on the normalized entropy as in Eqn. (4.4). Now, the
key element of active learning is the ability of the learner to guery new class labels from

66



7.2. Active Learning for Semantic Mapping

Training ;
Test data Supervisor
data p
Train learned L predic‘t\oni. add\tiona Update
Classifier ~model » Prediction uncertainties Ask Labels training data  I7aining Data

— -

Figure 7.4.: Active Learning flow chart. After an initial training step, the classifier is presented
new test data and reports label predictions and confidence values (here: uncertainties). These
are used to ask a human supervisor for new ground truth labels, which subsequently are added
to the current training data. Then, the training process is repeated with the extended training
data until a stopping criterion is met.

the human supervisor. This is usually done by selecting those test points x}, for which
the classifier has a low confidence and asking a ground truth label ; for them. These new
data-label pairs (x}, y;) are then added to the current training data (X;_1,);_1), where j
is the index of the current learning round, and the learning process starts again until an
appropriate stopping criterion is reached. In our applications, we use a fixed number of
learning rounds.

One important question in Active Learning is how to select the data samples for which
semantic information, i.e. in our case class labels, are queried from the human supervisor.
We refer to this as the which-question problem. Settles|[2012] summarizes the following query
strategies: uncertainty sampling, query-by-committee, expected model change, expected
error reduction, variance reduction, and density weighting. Among these, the most used
method is the uncertainty sampling, and we also use it in our framework. In the literature,
there are at least two common ways to compute uncertainty from a prediction vector p:
the normalized entropy given in Eq. |4.4|and the best-vs-second-best (BVSB) method, which
computes the quotient of the second-largest entry of p and the largest one. Now, to address
the which-question problem, the standard uncertainty sampling approach uses a confidence
threshold ). and decides to ask for a ground truth label 3 for all those data samples which,
in the current learning epoch, have been classified with a confidence lower than ¥.. This
strategy raises the following question: How do we know that the classifier gives meaning-
ful uncertainty estimates so that uncertainty sampling actually makes sense? To answer
this question, we will use our findings from Chapter[4 and use preferably those classifiers
for Active Learning that tend to show a low level of overconfidence. A concrete example
of this is given in the following.

7.2.2. Application to Semantic Mapping

We want to apply the general idea of Active Learning to the concrete problem of semantic
mapping. Specifically, in Triebel et al|[2013a] on page 257|we consider the problem of first
detecting all traffic lights from a given sequence of camera images recorded in an urban
environment, and then annotating a given map automatically with this information. To
do this, we use a variant of the Gaussian Process Classifier (GPC), because, as we have
seen in Sec. the GPC tends to be less overconfident in its predictions than other clas-
sifiers such as the SVM. This is a very important observation, because an overconfident
classifier can not be used effectively for Active Learning, as it makes wrong predictions
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Figure 7.5.: Active learning in a semantic mapping context. This figure shows semantic maps in-
dicating the positions of traffic lights along a street in Paris. Circles denote the locations of
ground-truth traffic lights. The shading encodes the correctness of the classification output as
provided by a probabilistic classifier: red denotes no detections, and green denotes all possible
traffic light detections being found. False positives are shown as grey squares. From left to right,
we first see a typical passive detector, followed by our active-learning framework at epochs 0, 2,
and 9 respectively. Note that in the active learning setting the shading of the circles progresses
from red to green as a greater proportion of traffic lights are correctly detected with increasing
confidence. Similarly the number of false positives reduces dramatically. By epoch 2 the active
learning framework already outperforms the passive detector.

with high confidence. As a result, when selecting the next data points for the label query,
it is unlikely that these samples were the misclassified ones, preventing the classifier from
improving on them in the next step. Note however, that an underconfident classifier causes
less problems, because it only results in too many generated label queries, including those
for which a correct classification was already found. This reduces the efficiency and in-
creases the amount of label queries, but it does not prevent the classifier from improving
its classification performance.

As already mentioned in Sec. the GPC has the disadvantage that it requires huge
computational ressources, both in memory and run time. This is due to the fact that it
maintains a mean u, as well as a covariance matrix ¥, which is computed from a kernel
function and has size |y|?>. A number of sparsification methods have been proposed in or-
der to mitigate this computational burden, and we adopt one such sparsification method:
the Informative Vector Machine (IVM) [Lawrence et al.,2002]. The main idea of this algo-
rithm is to only use a subset of the training points denoted the active set, Z, from which
an approximation ¢(f | X,y) = N(f | p, %) of the posterior distribution p(f | X,y) is
computed. The IVM algorithm computes p and ¥ incrementally, and at every iteration j
selects the training point (x, yx) which maximizes the entropy difference AH;;, between
¢j—1 and g; for inclusion into the active set. As ¢ is Gaussian, AH;, can be computed by

1 1
AHjj, = —§log X5 + 5log 15,-1]. (7.2)

The details of the implementation can be found in Lawrence et al. [2005]. The algorithm
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Figure 7.6.: Learning rates for the sparse Gaussian Process classifier (IVM) and a support vector
machine (SVM) as indicated by the fi;-measure after each learning epoch. Measurements are
averaged over 100 runs on a publicly available data set. Error bars indicate one standard er-
ror of the mean. The IVM using a normalised entropy-based data selection strategy (IVM+NE)
consistently outperforms all other active learning variants in terms of overall performance and
learning rate.

stops when the active set has reached a desired size. In our implementation, we choose
this size to be a fixed fraction v of the training set.

7.2.3. Results

To evaluate our approach we use the publicly available Traffic Lights Recognition (TLR)
data set of Mines ParisTech, which comprises 11,179 colour images taken at 25 Hz from
a car driven through central Paris at speeds under 31 mph and ground-truth labels for
traffic light positions. As recommended by the authors of the dataset, we exclude sections
where the vehicle was stationary for long periods of time. We use data from the first 5,800
frames for training and the remainder for testing. We compute a template-based feature
set inspired by Torralba et al.| [2007a], as was already used in Sec. Each training or test
window is represented by a feature vector of length 200.

When training the IVM we used an active set fraction « of 0.2, which means that infor-
mative points will be added to the active set until its size is 20% of the training set size. We
use a Squared Exponential (SE) kernel with white noise. Training such a classifier takes
approximately 1.5 seconds on a single 3.4GHz core. The SVMs used here are trained using
libsum [Chang and Lin} 2011], and use the same kernel as used by the IVM. They are trained
using 10-fold cross-validation on top of a grid-search over the two parameters, both in the
space 2¥ where k = {~7,—6,...,+4}. Training takes approximately 10 minutes.

A qualitative result of our approach is given in Fig. We see, that the Active Learner
is able to improve its classification in every training epoch, while the passive learner only
gives one result with many false positive and false negative detections. We note that both
the passive and the active learner were provided with the same number of training sam-
ples. For a quantitative result, we refer to Fig. which shows the learning rates in terms
of fi-measure for six different algorithms averaged over 100 runs. In particular, we used
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the IVM and SVM classifiers both in an active and in a passive learning setup. As we
can see from the plot, the IVM learner starts off with a worse f; measure at epoch 0 but
has already exceeded the SVM by epoch 2, and is better (with non-overlapping 95% con-
fidence bounds) in the steady state from then onwards. In addition, we performed Active
Learning with both classifiers, but with a random selection of the new training samples
rather than using the normalized entropy criterion. The result justifies empirically our
choice of normalised entropy as a valid criterion for data selection compared to a random
selection. Intuitively, both methods should improve classification by virtue of the fact that
they increase the training set size. However, the results indicate that for both the IVM
and the SVM, using normalised entropy leads to more rapidly improving classification
performance.

7.3. Active Learning for Interactive Image Segmentation

In a further application example of Active Learning, we consider the problem of interactive
image segmentation. In general, image segmentation is concerned with the task to sepa-
rate the pixels of an image into foreground and background, or likewise into a number of
different classes. Here, we will consider the former case, i.e. we do binary segmentation.
In general the image segmentation problem is ill-posed, because a correct segmentation
depends strongly on the application. Therefore, we focus on the interactive segmentation
problem, where the user provides information about the regions to be segmented, e.g. by
manually sampling image pixels and assigning them to a predefined region class. These
user scribbles are used as ground truth information, and the aim is to infer a good segmen-
tation using these scribbles as constraints on the labelling. To do this, many approaches
have been presented in the literature with impressive results. However, current methods
can reach high classification rates only by requiring comparably many user scribbles, and
the number of user scribbles needed usually grows very fast as the segmentation quality
approaches 100%. In the next section, we briefly describe the approach. For further details
we refer to Triebel et al|[2014] on page[273]

7.3.1. Algorithm Overview

Fig.[7.7lshows an example sequence of our active learning framework for interactive image
segmentation. From a set of initial user scribbles from both foreground and background
regions (Fig[7.7a), our algorithm learns an IVM as in Sec. and classifies the remaining
pixels. Then, a segmentation is obtained using regularization (Fig. [7.7b), and an uncer-
tainty measure is computed from the predictive variance returned by the IVM. As above,
we use an IVM, because its uncertainty estimates are more reliable than those produced
by other learning methods such as Support Vector Machines. Then, we perform an over-
segmentation of the original image based on superpixels [Felzenszwalb and Huttenlocher,
2004] and compute the average classification uncertainty (entropy) for each segment (see
Fig. . In the next step, the algorithm selects the segment with the highest uncertainty to
query a ground truth label from the user, samples pixels uniformly from the segment, and
adds the samples with the obtained labels to the training data set (see Fig.[7.7d). Note that,
due to imperfections in the segmentation, some segments can contain both foreground
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(a) (b) (© (d (e) ()

Figure 7.7.: Example sequence of our proposed active learning framework. The algorithm starts
with initial user scribbles as shown in (a). It then learns a sparse GP classifier and segments
the image using the GP prediction and a regularization term (b). Then, candidate regions for
new, informative user scribbles are computed (c). These are based on the normalized entropy
of the GP prediction, i.e. bright regions represent a higher classification uncertainty than darker
regions. In this case, a segment at the upper right border is chosen. A label is queried for these
pixels (here it is background), and a sub-set of uniformly sampeled pixels together with the class
labels is added to the training data (d). In the next round, the classification is improved and the
result is refined (e). After a few rounds (here 4 in total), the final segmentation is obtained (f).

and background pixels. In that case, the user can select a “don’t know” option, and the
next segment is chosen in the order of decreasing entropies. This however, occurs only
rarely when the segmentation is done sufficiently fine-grained. The whole learning and
classification process is then repeated for a fixed number of times or until an appropriate

stopping criterion is met (Fig. and [7.71).

As mentioned, we use again an IVM instead of a standard GPC, due to efficiency rea-
sons. However, in addition to that the IVM has another advantageous property, namely
its ability to compute the posterior distribution p(f | X,y) incrementally. Concretely, the
algorithm loops over all active points and updates mean vector p and covariance matrix
¥ by increasing their lengths in every iteration. In particular, it keeps the lower triangular
matrix L, of a Cholesky decompositon in memory and updates it using rank-1 Cholesky
updates, where L is of size d x dand d = 1,..., D. Further details of this procedure are
given in Algorithm 1 of [Lawrence et al|[2005]. For our purpose, this incremental scheme
is particularly useful, because it avoids the complete re-computation of the GP parameters
in every training round and adds only a fixed number of rows and columns to Lg. This
decreases the training time substantially. For an efficient class prediction, we furthermore
use an online update rule, which is based on the fact that in every training round of Ac-
tive Learning the same test data are considered. This is a particular property of interactive
image segmentation, and is not true in general. As a consequence, it is possible to use the
information from the previous round, were a correlation of each pixel with the old train-
ing data was already computed, in the current round. This can be done by splitting the
Cholesky decompostion into blocks and applying the Schur complement for the inversion.

Details are given in Triebel et al.|[2014] (page 273).
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Figure 7.8.: (a) Average f-measure over 8 active learning rounds. The GPC steadily improves the
segmentation, because its label queries are more informative for classification. In contrast, the
Parzen window only improves slighty and then remains at a lower performance level. We also
show GPC results where new user scribbles are chosen randomly and not based on the entropy.
This also improves the segmentation, as it increases the training data, but it is worse than the
entropy-based method. (b) Run time of online and offline inference, averaged over all images.
Note that in batch 0, the online and the offline method take the same time, because they both
build up the initial covariance matrix. However, in later steps the online computation time drops
down significantly.

7.3.2. Results

We evaluate our active learning approach on the benchmark data set from the University
of Graz [Santner et al., 2011]. It consists of images with ground truth segmentations and
user scribbles. As our method applies for foreground and background segmentation we
chose a subset of 44 images from the dataset which contain only two object classes. As
performance measure for this benchmark we use the f; measure, which is defined as the
harmonic mean of precision and recall.

We compare our approach with the method of Nieuwenhuis and Cremers [2013]. There,
the data term is computed using a Parzen window (PW) estimator, and the training data
consists of color information and positions of user scribbles. We use the same idea, but em-
ploy a GPC instead of the PW. For a quantitative evaluation, we ran active learning with
the GPC and the PW on the Graz data set (Fig.[7.8a). Both approaches perform equally
well in the first rounds, but then the GPC (red curve) outperforms the PW (blue curve),
because it asks more informed label queries, while the PW tends to be overconfident. We
also show the results for randomly selected scribbles (magenta curve) instead of those with
the highest uncertainty. We see that random sampling also improves the classification, as
it provides more training data in every round, but the improvement is smaller compared
to selecting the most uncertain segments. This is because the GP requests the more infor-
mative user scribbles.

In Fig. we show the benefit of our online prediction step over the standard offline
technique in every active learning round. Observe that for all but the first learning round
the average run time drops from the order of minutes to the order of seconds. Also note
that the increase in run time over the learning rounds is super-linear in the offline case,
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| RGBD | Begbroke | USPS | Letter | Pendigits | DNA

pGB || 0.2704 | 0.2668 | 0.1536 | 0.2628 | 0.1589 | 0.1410
aGB || 0.1824 | 0.1463 | 0.1123 | 0.1876 | 0.0983 | 0.0867
pCB || 0.1248 0.0568 | 0.0898 | 0.1161 0.0559 | 0.0811
aCB || 0.1165 0.0517 | 0.0726 | 0.0840 | 0.0341 0.0724

Table 7.1.: Average classification errors over 100 runs.

where for the online method it is roughly linear. In the first round, the online and the
offline method perform the same steps, because every pixel is compared to all training
points. Currently, we compute this in parallel on 8 CPU threads, but we expect a substan-
tial speed-up when using a GPU implementation.

7.4. Efficient Active Online Learning for 3D Object Classification

As we have seen in Chapter [4 the Gaussian Process Classifier tends to be less overconfi-
dent compared to the Support Vector Machine or Boosting techniques, and we have used
that fact in the previous sections to formulate Active Learning methods with faster learn-
ing rates, whenever a GPC (or an IVM) was used. However, as we mentioned already
in Sec. the GPC has huge computational demands, and even the IVM requires a lot
of time for training the kernel hyperparameters. With that motivation, we developed the
Confidence Boosting algorithm in Sec. and showed that it is not worse in terms of
overconfidence compared to the GPC, but it is much more efficient. Here, we evaluate
Confidence Boosting further by applying it in an Active Learning framework.

To do this, we ran active learning on the same six data sets as described in Sec.
once with standard gradient boosting and once with Confidence Boosting. We repeated
this 100 times with the training sets randomly shuffled to obtain results that are indepen-
dent on the data ordering. The mean classification errors are given in Table[7.1} Apart from
the fact that active learning performs better on all data sets than passive learning, where
new training data was added randomly and not based on its confidence, we see that Con-
tidence Boosting results in lower classification errors in all cases. In particular, Confidence
Boosting with active learning gave the best results for all data sets. The progress of the
learning process for two data sets is depicted in Fig. (a) and (b). Here, the means and
standard deviations of the classification error are shown for every epoch, again averaged
over 100 randomly shuffled runs through the data. We see that active learning improves
the classification faster than passive learning. Furthermore, Confidence Boosting generally
leads to better results, particularly when combined with active learning.

Fig. shows the number of label queries for newly added training samples in every
epoch of active learning. In general, we see that this number decreases for all data sets
with the number of learning epochs. We also see that Confidence Boosting decreases this
number further. We relate this to the fact that Confidence Boosting results in a higher
correlation between uncertain and incorrect classified samples, which enables the classifier
to find more incorrect samples for re-training while at the same time not loosing many
correct classified samples. Some qualitative results of our approach are shown in Fig.
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Figure 7.10.: Qualitative results of our experiments. We show three different objects from the RGBD
data set, for which we computed HMP descriptors on the depth information, i.e. colour is not
used for classification. After 10 rounds of active learning, Confidence Boosting (CB) returned the
correct label, while gradient boosting did not. Note that CB even distinguishes the lime correctly
from a lemon although there was no colour information used, i.e. even such small differences in
shape can be detected with our approach.
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8. Conclusions

In this thesis, we have presented a number of different learning techniques for classifica-
tion tasks in robotics and computer vision. The motivation behind these techniques was
to develop efficient learning algorithms that at the same time facilitate the process for the
human user by requiring as little user input as possible. To do this, we saw on one side that
algorithms that operate unsupervised can still extract enough information from the data to
achieve a reasonable segmentation result, albeit these results can not be used directly for
tasks were semantic information is required. On the other side, we developed efficient on-
line learning methods that do use human input for learning, although with the aim to do
this with the least necessary effort for the user. In particular, the Active Learning methods
presented here seem to be a very promising compromise between a low work load for a
human supervisor and the requirement for the algorithm to receive semantic information
so that certain tasks, for which such information is needed, can be performed. The further
investigation of these techniques therefore seems to be a reasonable motivation for future
research.
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Abstract

This paper presents a novel people detection and tracking
method based on a multi-modal sensor fusion approach that
utilizes 2D laser range and camera data. The data points in the
laser scans are clustered using a novel graph-based method
and an SVM based version of the cascaded AdaBoost clas-
sifier is trained with a set of geometrical features of these
clusters. In the detection phase, the classified laser data is
projected into the camera image to define a region of inter-
est for the vision-based people detector. This detector is a
fast version of the Implicit Shape Model (ISM) that learns an
appearance codebook of local SIFT descriptors from a set of
hand-labeled images of pedestrians and uses them in a vot-
ing scheme to vote for centers of detected people. The ex-
tension consists in a fast and detailed analysis of the spatial
distribution of voters per detected person. Each detected per-
son is tracked using a greedy data association method and
multiple Extended Kalman Filters that use different motion
models. This way, the filter can cope with a variety of differ-
ent motion patterns. The tracker is asynchronously updated
by the detections from the laser and the camera data. Experi-
ments conducted in real-world outdoor scenarios with crowds
of pedestrians demonstrate the usefulness of our approach.

Introduction

The ability to reliably detect people in real-world environ-
ments is crucial for a wide variety of applications including
video surveillance and intelligent driver assistance systems.
According to the National Highway Traffic Safety Admin-
istration report (NHTSA 2007) there were 4784 pedestrian
fatalities in United States during the year 2006, which ac-
counted for 11.6% of the total 42642 traffic related fatal-
ities. In countries of Asia and Europe, the percentage of
pedestrian accidents is even higher. The number of such ac-
cidents could be reduced if cars were equipped with systems
that can automatically detect, track, and predict the motion
of pedestrians. However, pedestrians are particularly diffi-
cult to detect because of their high variability in appearance
due to clothing, illumination and the fact that the shape char-
acteristics depend on the view point. In addition, occlusions
caused by carried items such as backpacks, as well as clutter
in crowded scenes can render this task even more complex,
because they dramatically change the shape of a pedestrian.

Copyright (© 2008, Association for the Advancement of Artificial
Intelligence (www.aaai.org). All rights reserved.

Our goal is to detect pedestrians and localize them in 3D
at any point in time. In particular, we want to provide a
position and a motion estimate that can be used in a real-
time application, e.g. online path planning in crowded en-
vironments. The real-time constraint makes this task par-
ticularly difficult and requires faster detection and tracking
algorithms than the existing approaches. Our work makes
a contribution into this direction. The approach we propose
is multimodal in the sense that we use 2D laser range data
and CCD camera images cooperatively. This has the advan-
tage that both geometrical structure and visual appearance
information are available for a more robust detection. In this
paper, we exploit this information using supervised learn-
ing techniques based on a combination of AdaBoost with
Support Vector Machines (SVMs) for the laser data and on
an extension of the Implicit Shape Model (ISM) for the vi-
sion data. In the detection phase, both classifiers yield like-
lihoods of detecting people which are fused into an over-
all detection probability. Finally, each detected person is
tracked using multiple Extended Kalman Filters (EKF) with
three different motion models and a greedy data associa-
tion. This way, the filter can cope with different motion
patterns for several persons simultaneously. The tracker is
asynchronously updated by the detections from the laser and
the camera data. The major contributions of this work are:

e An improved version of the image-based people detector
by Leibe et al. (2005). The improvement consists in two
extensions to the ISM for a reduced computation time to
make the approach better suited for real-time applications.

e A tracking algorithm based on EKF with multiple motion
models. The filter is asynchronously updated with the de-
tection results from the laser and the camera.

e The integration of our multimodal people detector and the
tracker into a robotic system that is employed in a real
outdoor environment.

This paper is organized as follows. The next section
describes previous work that is relevant for our approach.
Then, we give an overview of our overall people detec-
tion and tracking system. Section 4 presents our detection
method based on the 2D laser range data. Then, we intro-
duce the Implicit Shape Model (ISM) and our extensions to
the ISM. Subsequently, we explain our EKF-based tracking
algorithm with a focus on the multiple motion models we

88 Appeared in: Proc. of the Conf. on Artificial Intelligence (AAAI), 2008
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Figure 1: Overview of the individual steps of our system. See text for details.

use. Finally, we describe our experiments and conclusions.

Previous Work

Several approaches can be found in the literature to identify
a person in 2D laser data including analysis of local mini-
ma (Scheutz, Mcraven, & Cserey 2004; Schulz et al. 2003;
Topp & Christensen 2005), geometric rules (Xavier et al.
2005), or a maximum-likelihood estimation to detect dy-
namic objects (Héhnel et al. 2003). Most similar to our
work is the approach of Arras, Mozos, & Burgard (2007)
which clusters the laser data and learns an AdaBoost classi-
fier from a set of geometrical features extracted from the
clusters. Recently, we extended this approach (Spinello
& Siegwart 2008) by using multi-dimensional features and
learning them using a cascade of Support Vector Machines
(SVM) instead of the AdaBoost decision stumps. In this pa-
per, we will make use of that work and combine it with an
improved appearance-based people detection and an EKF-
based tracking algorithm.

In the area of image-based people detection, there mainly
exist two kinds of approaches (see Gavrila (1999) for a sur-
vey). One uses the analysis of a detection window or tem-
plates (Gavrila & Philomin 1999; Viola, Jones, & Snow
2003), the other performs a parts-based detection (Felzen-
szwalb & Huttenlocher 2000; Ioffe & Forsyth 2001). Leibe,
Seemann, & Schiele (2005) presented an image-based peo-
ple detector using Implicit Shape Models (ISM) with excel-
lent detection results in crowded scenes.

Existing people detection methods based on camera and
laser rangefinder data either use hard constrained approaches
or hand tuned thresholding. Cui et al. (2005) use multiple
laser scanners at foot height and a monocular camera to ob-
tain people tracking by extracting feet and step candidates.
Zivkovic & Krose (2007) use a learned leg detector and
boosted Haar features extracted from the camera images to
merge this information into a parts-based method. However,
both the proposed approach to cluster the laser data using
Canny edge detection and the extraction of Haar features to
detect body parts is hardly suited for outdoor scenarios due
to the highly cluttered data and the larger variation of illu-
mination encountered there. Therefore, we use an improved
clustering method for the laser scans and SIFT features for
the image-based detector. Schulz (2006) uses probabilistic
exemplar models learned from training data of both sensors
and applies a Rao-Blackwellized particle filter (RBPF) in or-
der to track the person’s appearance in the data. The RBPF
tracks contours in the image based on Chamfer matching as

well as point clusters in the laser scan and computes the like-
lihood of different prototypical shapes in the data. However,
in outdoor scenarios lighting conditions change frequently
and occlusions are very likely, which is why contour match-
ing is not appropriate. Moreover, the RBPF is computation-
ally demanding, especially in crowded environments.

Several methods have been proposed to track moving ob-
jects in sequential data (see Cox (1993) for an overview).
The most common ones include the joint likelihood filter
(JLF), the joint probabilistic data association filter JPDAF),
and the multiple hypothesis filter (MHF). Unfortunately,
the exponential complexity of these methods makes them
inappropriate for real-time applications such as navigation
and path planning. Cox & Miller (1995) approximate the
MHF and JPDA methods by applying Murty’s algorithm
and demonstrate in simulations the resulting speedup for the
MHF method. Rasmussen & Hager (2001) extend the JLM,
JPDA, and MHF algorithms to track objects represented by
complex feature combinations. Schumitsch er al. (2006)
propose a method to reduce the complexity of MHT methods
introducing the Identity Management Kalman Filter (IMKF)
for entities with signature.

Overview of the method

Our system is divided into three phases: training, detection
and tracking (see Fig. 1). In the training phase, the system
learns a structure-based classifier from a hand-labeled set
of 2D laser range scans, and an appearance-based classifier
from a set of labeled camera images. The first one uses a
boosted cascade of linear SVMs, while the latter computes
an ISM, in which a collected set of image descriptors from
the training set vote for the occurrence of a person in the test
set. In the detection phase, the laser-based classifier is ap-
plied to the clusters found in a new range scan and a proba-
bility is computed for each cluster to correspond to a person.
The clusters are then projected into the camera image to de-
fine a region of interest, from which the appearance-based
classifier extracts local image descriptors and computes a
set of hypotheses of detected persons. Here, we apply a new
technique to discard false positive detections. Finally in the
tracking phase, the information from both classifiers is used
to track the position of the people in the scan data. The
tracker is updated whenever a new image or a laser measure-
ment is received and processed. It applies several motion
models per track to account for the high variety of possible
motions a person can perform. In the following, we describe
the particular steps of our system in detail.
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Structure Information from
Laser Data Analysis

‘We assume that the robot is equipped with a laser range sen-
sor that provides 2D scan points (X1, ...,Xy) in the laser
plane. We detect a person in a range scan by first clustering
the data and then applying a boosted classifier on the clus-
ters, which we describe as follows.

Clustering

Jump distance clustering is a widely used method for 2D
laser range data in mobile robotics (see Premebida &
Nunes (2005) for an overview). It is fast and simple to
implement: if the Euclidean distance between two adjacent
data points exceeds a given threshold, a new cluster is gen-
erated. Although this approach performs well in indoor sce-
narios, it gives poor results for outdoor data, because the
environment is geometrically more complex and bigger dis-
tances, reflections and direct sunlight effects usually occur.
This often leads to over-segmented data with many small
clusters. To address this problem, we use a simple and effec-
tive technique that extends the classic jump distance method.
It consists in the following steps:

1. Perform jump distance clustering with threshold 9. Each
cluster S, is defined by its left border x!, its central point
x¢, and its right border X :

S, = {xé,xf,x;} (1)

2. Compute a Delaunay triangulation on the centers x.

3. Annotate each edge e;; = (x7,x}) of the Delaunay
graph with the Euclidean distance between S; and S;.

4. Remove edges with a distance greater than ) and merge
each remaining connected component into a new cluster.

Note that the same threshold ¢ is used twice: first to de-
fine the minimum jump distance between the end points of
adjacent clusters and then to define the Euclidean distance
between clusters. Experimental results showed that this re-
duces the cluster quantity of 25% — 60%, significantly re-
ducing overclustering. The additional computational cost
due to the Delaunay triangulation and distance computation
is lower compared to a full 2D agglomerative clustering ap-
proach.

Boosted Cascade of Support Vector Machines

We use AdaBoost (Freund & Schapire 1997) to classify the
clustered laser data into the classes “person” and “no per-
son”. AdaBoost creates a strong classifier from a set of
weak classifiers. Viola & Jones (2002) further improved
this approach by ordering the weak classifiers in a degen-
erate decision tree which they call an attentional cascade.
This reduces the computation time significantly. We apply
this method, but we use support vector machines (SVMs),
in particular c-SVMs with linear kernel (Boser, Guyon, &
Vapnik 1992), instead of the standard decision stumps based
on thresholding. The main reason for this is to obtain a
small number of classifiers in each stage and to guarantee an
optimal separation of the two classes. Before applying the

SVMs, we normalize the input data in order to avoid numer-
ical problems caused by large attribute values. The param-
eters ¢ of the c-SVMs where obtained from a local search
where the classification results where evaluated using 5-fold
cross validation.

We denote the detection of a person using a binary ran-
dom variable 7 that is true whenever a person is detected.
Each of the L cascaded SVM-classifiers h; yields either 1
or 0 for a given input feature vector f. The overall detection
probability can then be formulated as

L
pr | £) =Y whi(f) @)
1=1

In the learning phase, the weights w; and the hyperplanes
are computed for each SVM classifier h;. The laser-based
people detector then computes (2) for each feature vector
f in the test data set. In our implementation, we compute
the features f of a cluster S as described in our previous
work (Spinello & Siegwart 2008).

Appearance Information from
Image Data Analysis

Our image-based people detector is mostly inspired by
the work of Leibe, Seemann, & Schiele (2005) on scale-
invariant Implicit Shape Models (ISM). An ISM is a gen-
erative model for object detection and has been applied to a
variety of object categories including cars, motorbikes, ani-
mals and pedestrians. In this paper, we extend this approach,
but before we briefly explain the steps for learning an object
model in the original ISM framework.

An Implicit Shape model consists of a codebook Z and
a set of votes V. The K elements of Z are local region de-

scriptors df, ceey d% and V contains for each dic asetof D;
local displacements {(Ax;;, Ay;;)} and scale factors {s;; }
with j = 1,..., D;. The interpretation of the votes is that

each descriptor d¢' can be found at different positions inside
an object and at different scales. To account for this, each lo-
cal displacement points from d{’ to the center of the object
as it was found in the labeled training data set. We can think
of this as a sample-based representation of a spatial distribu-
tion p(m, % | dY,x;) for each d¢ at a given image location
x; = (24,y;) where X = (&, §) denotes the center of the de-
tected person. To obtain an ISM from a given training data
set, two steps are performed:

1. Clustering All region descriptors are collected from the
training data. The descriptors are then clustered using ag-
glomerative clustering with average linkage. In the code-
book, only the cluster centers are stored.

2. Computing Votes In a second run over the training data,

the codebook descriptors d¢ are matched to the descrip-
tors df found in the images, and the scale and center dis-
placement corresponding to d]I- is added as a vote for d¢.

. . . . I
In the detection phase, we again compute interest points x;;

and corresponding region descriptors d§ at various scales
on a given test image I. The descriptors are matched to the
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codebook and a matching probability p(d$ | d§ ) is obtained
for each codebook entry. To compute the likelihood to detect
a person at location X we use the following marginalization:

p(m, % | x},d]) = Zp mx|df, x))p(df |d)) ()
This defines the welght of the vote that is cast by each de-
scriptor d]I- at location x! for a particular occurrence of a
person at position X. The overall detection probability is
then the sum over all votes:

Zprr | x!,df) “

p(mx|g")

where g = (x],... 7xM,d17 ...,di,). With the sample-
based representation, we can find the X that maximizes (4)
by a maxima search using a variable-bandwidth mean shift
balloon density estimator (Comaniciu, Ramesh, & Meer
2001) in the 3D voting space.

First Extension to ISM: Strength of Hypotheses

In the definition of the ISM there is no assumption made on
the particular shape of the objects to be detected. This has
the big advantage that the learned objects are detected al-
though they might be occluded by other objects in the scene.
However, the drawback is that usually there is a large num-
ber of false positive detections in the image background.
Leibe, Seemann, & Schiele (2005) address this problem
using a minimum description length (MDL) optimization
based on pixel probability values. However, this approach
is rather time demanding and not suited for real-time appli-
cations. Therefore, we suggest a different approach.

First, we evaluate the quality of a hypothesis about a de-

tected object center x with respect to two aspects: the overall
strength of all votes and the way in which the voters are dis-
tributed. Assume that ISM yields an estimate of a person at
position x. We can estimate the spatial distribution of voters
x§ that vote for x using a 1D circular histogram that ranges
from 0 to 2. When computing the weight of the vote ac-
cording to (3) we also compute the angle «
JI-., X) = arctan?(yjl- -y, :vjl — 1) )
and store the voting weight in the bin that corresponds to a.
This way we obtain a histogram ¢(x) with, say, B bins for
each center hypothesis x. Now we can define an ordering on
the hypotheses based on the histogram difference

a(x

d(x1,%3) = Zsb (x1) — &b(x2), ©6)

where &,(x1) and &, (XZ) denote the contents of the bins with
index b from the histograms of x; and x5 respectively. We
say that hypothesis x; is stronger than x5 if d(x1, x2) > 0.

The second idea is to reduce the search area in the voting
space using the region of interest computed from segmented
clusters in the laser data. This further reduces the search
space and results in a faster and more robust detection due
to the scale information.

Second Extension to ISM:
High-dimensional Nearest Neighbor Search

Another problem of the ISM-based detector is the time re-
quired to compute the matching probability p(d¢ | d§) Im-
age descriptors such as SIFT, GLOH or PCA-SIFT are very
effective (see Mikolajczyk & Schmid (2005) for a compari-
son), but they may have up to 256 dimensions. Considering
that the size of the codebook can be as big as 25000, we
can see that a linear nearest-neighbor (NN) search can not
be used for real-time applications. A potential alternative
would be the use of kD-trees, but these provide efficient NN
search only for dimensions not more than around 20, be-
cause the number of neighboring cells inside a given hyper-
sphere grows exponentially with the number of dimensions.

Therefore we apply approximate NN search, which is de-
fined as follows. For a given set of d-dimensional points
P c R%and a given radius 7, find all points p € P for a
query point q so that ||p — ql|2 < 7 with a probability of
at least 1 — 9. This can be implemented efficiently using
locality-sensitive hashing (LSH) as proposed by Andoni &
Indyk (2006).

Tracking Pedestrians

So far, we described how pedestrians can be detected in
2D laser range data and in camera images. The result of
these detectors is an estimate of the position of a person at
a given time frame. However, for many applications it is
required to also have information about the kinematics of
the person, e.g. provided by a motion vector. This can be
achieved by tracking the position of the person and predic-
ting the future motion based on the observations from the
previous time frames. A key issue for a people tracking al-
gorithm is the definition of the motion model. Pedestrians
are not constrained to a particular kind of motion and they
can abruptly change their motion direction at any time. To
address this problem, we use the following motion models
for each tracked person:

1. Brownian motion: This accounts for sudden motion
changes.

2. Constant speed: The person does not change direction or

speed.

3. Smooth turning: The forward speed is constant and a we

fit a second order polynomial into the last 10 positions of
the pedestrian using least mean square fitting (LMS).

In each time step, the tracker needs to solve the data as-
sociation problem that consist in finding a mapping between
observations and tracked objects. In our system, we use a
greedy approach to do the data association, which is per-
formed in two steps: In the first step we choose the motion
model whose prediction has the smallest distance to the clos-
est observation. In the second step, we consider the person
with the longest tracking history and assign to it the obser-
vation that is closest to it and still inside a 3o ellipse from
the last position. For the distance computation we use the
Mabhalanobis metric. Then we assign the observation that is
closest to the person with the second-longest history and so
on. If this process ends up with unassociated observations, a
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Dataset 1: 938 annotated pedestrians

Dataset 2: 724 annotated pedestrians
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Figure 2: Left and Center: Image detection recall value and frames in dataset 1 and 2: ISMe vs Haar Adaboost cascade method. ISMe yields
a higher detection rate than Haar/Adaboost mainly due to the distinctiveness of the features used, the detection based on a soft decision on
multiple votes, and the robustness against occlusions. Right: Comparison of multimodal and laser-only based people detection on a tracking
sequence. The tracker follows a pedestrian and a higher overall probability is obtained with the multimodal detection method compared to
the laser-only detection. A part of the graph shows that the laser detection performs better in case of multiple continuous false negatives in
the image detection, but then the algorithm quickly regains confidence.

new track is created. In the case that no assignment is found
for a tracked person, the corresponding track is updated only
using the motion prediction based on all three motion mod-
els. This is done until a new observation can be assigned,
but at most for 0.5 seconds, afterwards the track is removed.

Experimental Results

A car equipped with several active and passive sensors is
used to acquire the datasets. In particular, we use a camera
with a wide angle lens in combination with a 2D laser range
finder in front of the car. An accurate camera-laser synchro-
nization has been developed for this work.

Training datasets

Image detection We trained our image detection algo-
rithm using a set of 400 images of persons with a height
of 200 pixels at different positions and dressed with different
clothing and accessories such as backpacks and hand bags in
a typical urban environment. SIFT descriptors (Lowe 2003)
computed at Hessian-Laplace interest points are collected
for the codebook building. Binary segmentation masks are
used to select only features that are inside the person’s shape.

Laser detection We trained our laser-range detection al-
gorithm computing several features on clustered points.
Laser training datasets have been taken in different outdoor
scenarios: a crowded parking lot and a university campus.
The training data set is composed of 750 positive and 1675
negative samples. The resulting cascade consists of 4 stages
with a total of 8 features.

Qualitative and quantitative results

We evaluated our extension of ISM (ISMe) on a challeng-
ing dataset. We collected two datasets in an urban envi-
ronment and selected sequences in which pedestrians are
walking, crossing, standing and where severe occlusions
are present. Both sequences are manually annotated with
bounding boxes of at least 80 pixel height and where at least
half of a person’s body is shown. The first test set consists
of 311 images containing 938 annotated pedestrians, the sec-
ond consists of 171 images and 724 annotated pedestrians.

In order to show a quantitative performance a compari-
son is performed between the classic Haar based AdaBoost
pedestrian detection and our detector (see Figure 2 left and
center). We can see that the AdaBoost based approach
yields a very low hit rate (on average less that 50%) on both
datasets due to the low robustness of Haar features and the
concept of the cascade. If top level stages do not classify, the
detector produces false negatives, which is often the case in
a complex or occluded image frame. Conversely, ISMe has
a quite high true-positive rate (TPR) during the entire frame
sequence. Recall and precision rates have been computed
in order to verify the role of false positives for ISMe. For
both datasets the computed recall value is similar and com-
parably high (82% and 81%). Similar results are obtained
for the precision (=~ 61%). ISMe has also been compared
with an unconstrained implementation of ISM (maximum
strength center selection and no image ROI constraint) and
the resulting precision was half of the ISMe precision value.

In order to quantify the laser classification, a test data set
in crowded scenes composed of 249 positive and 1799 nega-
tive samples data was prepared. We obtained a true positive
rate (TPR) of 64.7% and a false positive rate (FPR) of 30.0%
(FP:161 FN: 88 FP: 536 TN: 1273). To test the usefulness
of using a multimodal detection algorithm a single person
was tracked, and a comparison with a laser-only detection
is shown in the right plot of Fig. 2. The overall detection
probability for this track increases and a smoother and more
confident tracking is achieved. It is important to remark that
there is a part in which the multimodal detection performs
slightly worse than plain laser detection. There, a continu-
ous false negative detection occured in the image detector,
but this was quickly recovered as can be seen. We also note
that many pedestrians were severely occluded, and that the
detection task is so difficult that a performance of over 90%
is far beyond the state of current computer vision systems.

Qualitative results from two frames are shown in Fig. 3.
The box colors in the image correspond to different tracks,
and the size of the filled circles is proportional to the pedes-
trian detection confidence. Another experiment has been
performed to evaluate the time advantage of using an LSH
approach during codebook matching with respect to linear
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Figure 3: Qualitative results from dataset 1 and 2 showing pedestrian crossings. The colored boxes in the image describe different tracks and
probability levels; the size of the filled circle in the tracking figure is proportional to the confidence of the pedestrian detection. It is important
to notice that highly occluded pedestrians are also successfully detected and tracked.

neighbor search. A clustered codebook has been produced
and tested by matching a random test image extracted from
one of the two sequences with the codebook. LSH-based
NN search resulted 12 times faster than the linear approach.

Conclusions

In this paper, we presented a method to reliably detect and
track people in crowded outdoor scenarios using 2D laser
range data and camera images. We showed that the detection
of a person is improved by cooperatively classifying the fea-
ture vectors computed from the input data, where we made
use of supervised learning techniques to obtain the classi-
fiers. Furthermore we presented an improved version of the
ISM-based people detector and an EKF-based tracking algo-
rithm to obtain the trajectories of the detected persons. Fi-
nally, we presented experimental results on real-world data
that point out the usefulness of our approach.
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Abstract— This paper presents a novel people detection and
tracking method based on a combined multimodal sensor
approach that utilizes 2D and 3D laser range and camera
data. Laser data points are clustered and classified with a
set of geometrical features using an SVM AdaBoost method.
The clusters define a region of interest in the image that is
adjusted using the ground plane information extracted from
the 3D laser. In this areas a novel vision based people detector
based on Implicit Shape Model (ISM) is applied. Each detected
person is tracked using a greedy data association technique and
multiple Extended Kalman Filters that use different motion
models. This way, the filter can cope with a variety of different
motion patterns. The tracker is asynchronously updated by the
detections from the laser and the camera data. Experiments
conducted in real-world outdoor scenarios with crowds of
pedestrians demonstrate the usefulness of our approach.

I. INTRODUCTION

The ability to reliably detect people in real-world environ-
ments is crucial for a wide variety of applications including
video surveillance and intelligent driver assistance systems.
The detection of pedestrians is the next logical step after the
development of a successful navigation and obstacle avoid-
ance algorithm for urban environments. However, pedestrians
are particularly difficult to detect because of their high
variability in appearance due to clothing, illumination and
the fact that the shape characteristics depend on the view
point. In addition, occlusions caused by carried items such
as backpacks or briefcases, as well as clutter in crowded
scenes can render this task even more complex, because they
dramatically change the shape of a pedestrian.

Our goal is to detect pedestrians and localize them in 3D at
any point in time. In particular, we want to provide a position
and a motion estimate that can be used in a real-time appli-
cation. The real-time constraint makes this task particularly
difficult and requires faster detection and tracking algorithms
than the existing approaches. Our work makes a contribution
into this direction. The approach we propose is multimodal
in the sense that we use laser range data and images from
a camera cooperatively. This has the advantage that both
geometrical structure and visual appearance information are
available for a more robust detection. In this paper, we
propose to exploit this information using supervised learning
techniques that are based on a combination of AdaBoost with
Support Vector Machines (SVMs) for the laser data and on an
extension of the Implicit Shape Model (ISM) for the camera
data. In the detection phase, both classifiers yield likelihoods

of detecting people which are fused into an overall detection
probability. The information extracted from 3D and 2D data
define the positioning of the hypotheses in the image. The
image detection method is constrained in region of interest
generated by the 2D laser and positioned in the image
using a ground plane extraction method from 3D scans.
Finally, each detected person is tracked using a greedy data
association method and multiple Extended Kalman Filters
that use different motion models. This way, the filter can cope
with a variety of different motion patterns for several persons
simultaneously. The tracker is asynchronously updated by the
detections from the laser and the camera data. In particular,
the major contributions of this work are:

« Animproved version of the image-based people detector
by Leibe er al. [12]. It consists in three extensions to
the Implicit Shape Model (ISM), resulting in a reduced
computation time and an improved feature selection.

o A method to discard false positive detections by com-
puting regions of interest in the camera images.

o The use of a 3D scanning device, which facilitates a fast
and robust detection of the ground plane and thus helps
to disambiguate possible detections of pedestrians.

This paper is organized as follows. The next section describes
previous work that is relevant for our approach. Then, we
give a brief overview of our overall people detection and
tracking system. The following section presents in detail
our detection method based on the 2D laser range data
and explains 3D plane extraction. Then, we introduce the
implicit shape model (ISM), present our extensions to the
ISM and expose the region of interest generation algorithm.
Subsequently, we explain our EKF-based tracking algorithm
focusing particularly on the multiple motion models we use.
Finally, we present experiments and conclude the paper.

II. PREVIOUS WORK

Several approaches can be found in the literature to
identify a person in 2D laser data including analysis of local
minima [17], [20], geometric rules [23], or a maximum-
likelihood estimation to detect dynamic objects [10]. Most
similar to our work is the approach of Arras et al. [2] which
clusters the laser data and learns an AdaBoost classifier from
a set of geometrical features extracted from the clusters.
Recently, we extended this approach et al. [18] in such a way
that multi-dimensional features are used and that they are
learned using a cascade of Support Vector Machines (SVM)
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instead of the AdaBoost decision stumps. In the area of
image-based people detection, there mainly exist two kinds
of approaches (see [8] for a survey). One uses the analysis of
a detection window or templates [7], [22], the other performs
a parts-based detection [5], [11]. Leibe et al. [12] presented
an image-based people detector using Implicit Shape Models
(ISM) with excellent detection results in crowded scenes.

Existing people detection methods based on camera and
laser rangefinder data either use hard constrained approaches
or hand tuned thresholding. Zivkovic and Krose [24] use
a learned leg detector and boosted Haar features extracted
from the camera images to merge this information into a
parts-based method. However, both the proposed approach to
cluster the laser data using Canny edge detection and the ex-
traction of Haar features to detect body parts is hardly suited
for outdoor scenarios due to the highly cluttered data and the
larger variation of illumination encountered there. Therefore,
we use an improved clustering method for the laser scans
and SIFT features for the image-based detector. Schulz [16]
uses probabilistic exemplar models learned from training
data of both sensors and applies a Rao-Blackwellized particle
filter (RBPF) in order to track the person’s appearance in
the data. However, in outdoor scenarios lighting conditions
change frequently and occlusions are very likely, which is
why contour matching is not appropriate. Moreover, the
RBPF is computationally demanding, especially in crowded
environments.

III. OVERVIEW OF THE METHOD

Our system is divided into three phases: training, detection
and tracking (see Figure 1). In the training phase, the system
learns a structure-based classifier from a hand-labeled set
of 2D laser range scans, and an appearance-based classifier
from a set of labeled camera images. The first one uses a
boosted cascade of linear SVMs, while the latter computes an
implicit shape model (ISM), in which a collected set of image
descriptors from the training set vote for the occurrence of a
person in the test set. In the detection phase, the laser-based
classifier is applied to the clusters found in a new range scan
and a probability is computed for each cluster to correspond
to a person. The clusters are then projected into the camera
image to define a region of interest and positioned using the
information of the ground plane extracted from the online
retrieved 3D point cloud. Thus an appearance-based classifier
extracts local image descriptors and uses them to obtain a
set of hypotheses of detected persons. Here, we apply a
new technique to discard false positive detections. Finally
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Overview of the individual steps of our system. See text for details.

in the tracking phase, the information from both classifiers
is used to track the position of the people in the scan data.
The tracker is updated whenever a new image or a laser
measurement is received and processed. It applies several
motion models per track to account for the high variety of
possible motions a person can perform. For the scope of this
paper, we omit the details of our tracking algorithm and refer
instead to[19] for an extensive explanation. In the following,
we describe the particular steps of our system in detail.

IV. STRUCTURE INFORMATION: LASER DATA ANALYSIS

Our robotic system features a 2D and a 3D laser range
scanner. The dense and frequent 2D range data is used to
estimate possible locations of a person’s legs, and the 3D
point clouds are used to extract the ground plane to aid the
appearance-based person detector (see section V).

A. Clustering and Classification of 2D range data

A graph based reasoning on the classic jump distances
segmentation has been proposed in [18] in order to address
the problem of clustering range data in outdoor scenario.
Experimental results showed that this reduces the cluster
quantity of 25% — 60%, significantly reducing overclustering
but mantaining clusters information.

We use an improved version of Adaboost [6] based on a
cascade of support vector machines (SVMs)[18] to classify
the clustered laser data into the classes “person” and ‘“no
person”. The main reason for this is to obtain a small number
of classifiers in each stage and to guarantee an optimal
separation of the two classes. We denote the detection of a
person using a binary random variable 7 that is true whenever
a person is detected. Each of the L cascaded SVM-classifiers
h; yields either 1 or O for a given input feature vector f. The
overall detection probability can then be formulated as

L
p(m | f) = Zwihi(f) (1)

In the learning phase, the weights w; and the hyperplanes
are computed for each SVM classifier ;. The laser-based
people detector then computes (1) for each feature vector f
in the test data set.

B. Ground Plane Extraction from 3D Scans

As mentioned, a point cloud P obtained with our 3D
rotating scanner device reflects the full 360° environment of
the vehicle. The idea is to use this information to extract the
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Fig. 2.

3D ground plane extraction. Left: Camera image as seen from the inside of the vehicle. Middle: Triangulated 3D point cloud of the same scene

(seen from above). Right: Camera image with the points of the extracted ground plane overlayed.

position of the ground plane in the local environment of the
vehicle to be able to further disambiguate detected persons
from the camera images and to reduce false positives. In
the literature, there exist many different approaches to detect
planes in 3D range data [13], [21], [9]. For the application
described here we want to detect and track persons if as
fast as possible. Therefore, we decided to use a simple
but time efficient region growing technique to detect the
ground plane. The criterion for a scan point to belong to
the ground plane is that its corresponding normal vector
deviates only slightly (in our implementation by maximal
25°) from the upright vector (0,0,1)” and that it is not
farther away from its closest neighbor than a given threshold
(we use 1 m). The region growing is initiated always at the
same fixed point right in front of the vehicle at the ground
level. To efficiently compute the normal vectors, we exploit
the fact that the point clouds are structured in slices — each
scan line of the vertically mounted rotating laser scanner
accounts for one slice. This facilitates a fast and simple
mesh triangulation performed by connecting two consecutive
points from one slice with one point of the consecutive
slice. From this triangulation the normal vectors are easily
computed from the normalized cross product of difference
vectors. An example result of the ground plane extraction is
shown in Figure 2. To clarify: rectangular bounding boxes
are created in the image where laser clusters are found then
the extracted ground plane is used to place those region
of intereset (ROI) at the correct height in the image. The
resulting ROI placement helps the image detector in creating
valid detection hypotheses.

V. APPEARANCE INFORMATION: IMAGE DATA ANALYSIS

Our image-based people detector is mostly inspired by the
work of [12] on scale-invariant Implicit Shape Models (ISM).
An ISM is a generative model for object detection. In this
paper we extend this approach, but before we briefly explain
the steps for learning an object model in the original ISM
framework.

An Implicit Shape model consists of a codebook I and
a set of votes V. The K elements of Z are local region
descriptors dlc7 ceey df( and V contains for each dic a set of
D; local displacements {(Ax; ;, Ay;;)} and scale factors
{s;,;} with j =1,..., D;. The interpretation of the votes is

that each descriptor diC can be found at different positions
inside an object and at different scales. To account for this,
each local displacement points from d$ to the center of the
object as it was found in the labeled training data set. To
obtain an ISM from a given training data set, two steps are
performed:

1) Clustering All region descriptors are collected from
the training data. The descriptors are then clustered
using agglomerative clustering with average linkage.
In the codebook, only the cluster centers are stored.

2) Computing Votes In a second run over the training
data, the codebook descriptors d§’ are matched to the
descriptors dJI found in the images, and the scale and
center displacement corresponding to d]I- is added as a
vote for df.

In the detection phase, we again compute interest points x§
and corresponding region descriptors d]I- at various scales
on a given test image I. The descriptors are matched to
the codebook and a matching probability p(dS | dJI- ) is
obtained for each codebook entry. With the sample-based
representation, we can detect a person at location X by a
maxima search using variable bandwidth mean shift balloon
density estimation [4] in the 3D voting space.

A. First Extension to ISM: Strength of Hypotheses

In the definition of the ISM there is no assumption made
on the particular shape of the objects to be detected. This
has the big advantage that the learned objects are detected
although they might be occluded by other objects in the
scene. However, the drawback is that usually there is a large
number of false positive detections in the image background.
[12] address this problem using a minimum description
length (MDL) optimization based on pixel probability values.
However, this approach is rather time demanding and not
suited for real-time applications. Therefore, we suggest a
different approach.

First we evaluate the quality of a hypothesis of a detected
object center x with respect to two aspects: the overall
strength of all votes and the way in which the voters are
distributed. Assume that ISM yields an estimate of a person
at position x. We can estimate the spatial distribution of
voters x§ that vote for x using a 1D circular histogram that
ranges from 0 to 2. When computing the weight of the vote

96 Appeared in: Proc. of the Intern. Conf. on Intelligent Robots and Systems (IROS), 2008



Articles on Pedestrian and Car Detection (Chapter

we also compute the angle o
oz(xj-,x) = arctanZ(yJI- - y,a?JI- — ) )

and store the voting weight in the bin that corresponds to o
This way we obtain a histogram £(x) with, say, B bins for
each center hypothesis x. Now we can define an ordering on
the hypotheses based on the histogram difference:

B
d(x1,%2) = Y &(x1) — &(x2), 3
b=1
where &,(x1) and &,(x2) denote the contents of the bins with
index b from the histograms of x; and x» respectively. We
say that hypothesis x; is stronger than x5 if d(x1,%x2) > 0.
The second idea is to reduce the search area in the voting
space using the region of interest computed from segmented
clusters in the laser data. This further reduces the search
space and results in a faster and more robust detection due
to the scale information.

B. Second Extension to ISM: Features weight analysis

An important problem of classifying high dimensional
feature vectors consist in the correct positioning of the sepa-
rating hypersurfaces between negative and positive samples.
The original ISM approach does not consider this problem
and it just classifies the feature distribution of pedestrian
feature descriptors 7+ thus, during the detection step, it uses
a distance threshold 7" in order to match features to the
codebook. In this paper we enrich the pedestrian feature set

Fig. 3.  Left: Features are weighted for their positional stability w.
Features found in the trunk are more stable (white), features found in the
legs are less stable due to the part motion. Right: Smartter vehicle platform.

using two different informative weights in order to select and
treat differently each match in the detection phase. Features
found in the pedestrian silhouette and features found in the
background are now both collected in the training phase.
Therefore, a neighborhood analysis of each positive feature
descriptor is computed considering the quantity of negative
samples in a radius of distance 7' (the same value used in
the detection step). This value called wzf is then normalized
with respect to the cardinality of the negative set 7 :

card(neighl (17))

f
f_1_
v card(m=)

2

(C))

This weight gives an information about the distinctiveness of
each feature, assigning very low values to positive samples

in loci where a high number of negative descriptors are
found. In order to prune out weak feature vectors without
impoverishing the learned pedestrian feature distribution, a
low value of w,if have to be chosen. This elimination method
decreases the amount of false positive matching and it can be
seen as a compact way of expressing a k —nn classification.

Another proposed improvement in the classification
method is to consider statistics in the position of the positive
feature set as an informative cue of the pedestrian pose.
Pedestrian features are analyzed for positional stability with
respect to the object center: more the same feature is found in
the same area more a high weight w{* is assigned. According
to this weight, features found on the trunk of the pedestrian
body will have high values due to its rigidness and features
found on the limbs area will have a low value due to their
flexibility and position change with respect to the object
center. Rigid features will vote the center as a part of a rigid
body keeping a fixed angle between the vector pointing to
the object center and the vector parallel to the direction of its
support (the direction in which the descriptor is computed to
be rotation invariant). The rest of the features are classified
also with their support angle and matched on the codebook
during detection with a given variance in order to distinct that
similar descriptors at totally different angles do not classify
pedestrians (see Figure 3)

C. Third Extension to ISM:
High-dimensional Nearest Neighbor Search

Another problem of the ISM-based detector is the time
required to compute the matching probability p(dS | d]I- ).
Image descriptors such as SIFT, GLOH or PCA-SIFT are
very powerful (see [15] for a comparison), but they may
have up to 256 dimensions. Considering that the size of
the codebook can be as big as 25000, we can see that
neither a linear nearest-neighbor (NN) search can be used
for real-time applications or kD-trees that provide efficient
NN search only for dimensions not more than 20, because
the number of neighboring cells inside a given hypersphere
grows exponentially with the number of dimensions.

Therefore we apply approximate NN search, which is
defined as follows. For a given set of d-dimensional points
P C R? and a given radius r, find all points p € P for
a query point q so that ||p — q|la < r with a probability
of at least 1 — 0. This can be implemented efficiently using
locality-sensitive hashing (LSH) as proposed by [1].

D. Region of interest generation in urban environment

A common problem of ISM based methods is the tendency
of generating a high quantity of false positives. In the voting
stage an image feature can match several times a codebook
entry and therefore it can vote for multiple object centers.
Due to object symmetries, feature mismatches and scene
configurations (i.e. vertical structures, complex buildings)
strong false positive object hypotheses can occur in empty
or unlikely areas on the image. In this paper we propose an
effective and fast way to remove this kind of errors based
on a distance transform computation. The idea here is that
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large connected ridges in the distance transform image can
be safely disregarded in the detection process because they
do not contain any gradient information, which is a necessary
condition for the detection of a pedestrian. Two additional
parameters are required here: The minimal area I, of a ridge
that can be discarded, and a safety distance [,, between a
pixel and the edge that is closest to it in the image. Both of
these parameters are set so that no contour of a pedestrian
is included in the discarded area (in our case we use [, =
and [, =). This method is particularly effective in urban
environments where roads and sky are often visible and
contain no or little information. It consists in the following
four steps (see Figure 4):

1) Compute an edge map using Canny edge detector.

2) Compute an approximate distance transform [3].

3) Cluster connected components from all points that have
a distance of at least I,, to the nearest edge.

4) Discard all regions with an area that is bigger than I,.
The remaining polygonal map consitutes tha region of
interest for the pedestrian detection.

The only assumption we make is that a sufficient contrast
is present in the image, which is reasonable, because object
detection is generally hard in low contrast images.

Tracking sequence
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Fig. 6. Comparison of multimodal delffgéc‘ 161 rate with respect to laser based
people detection on a tracking sequence. The tracking follows a pedestrian
and an overall higher probability is obtained with multimodal detection
method than a laser detection method. A part of the graph shows that
laser detection performs better in case of multiple continuous false negatives
obtained from image detection but then it quickly regains confidence.

VI. EXPERIMENTAL RESULTS
A. Training datasets

Our mobile platform Smartter has been equipped with an
IBEO ALASKA laser scanner (0.25deg resolution, 180deg
field of view, max range up to 200m), a rotating turntable
with two SICK LMS 291-S05 lasers (3D laser) (1.0deg
resolution, 180deg field of view, max range up to 200m),
and a camera behind the windscreen (see Fig. 3).

1) Image detection: We trained our image detection algo-
rithm using a set of 400 images of persons with a height of
200 pixels at different positions and dressed with different
clothing and accessories such as backpacks and hand bags
in a typical urban environment. SIFT descriptors [14] com-
puted at Hessian-Laplace interest points are collected for the
codebook building. Binary segmentation masks are used to
select only features that are inside the person’s shape.

2) Laser detection: We trained our laser-range detection
algorithm computing several features on clustered points.
Laser training datasets have been taken in different outdoor
scenarios: a crowded parking lot and a university campus.
The training data set is composed of 750 positive and 1675
negative samples. The resulting cascade consists of 4 stages
with a total of 8 features.

B. Qualitative and quantitative results

We evaluated our extension of ISM (ISMe) on a chal-
lenging dataset. We collected two datasets in an urban
environment and selected sequences in which pedestrians
are walking, crossing, standing and where severe occlusions
are present. Both sequences are manually annotated with
bounding boxes of at least 80 pixel height and where at least
half of a person body is shown. The first test set consists of
311 images containing 938 annotated pedestrians, the second
consists of 171 images and 724 annotated pedestrians.

In order to show a quantitative performance several com-
parisons have been performed. A comparison between ISM,
the proposed ISM extended (ISMe) and Haar based Adaboost
(HAda) classifier is shown in the Precision-Recall graph of
Fig. 5 (top center). Equal error rates (EER) are highlighted
in each curve in order to show the performance gain. It is
important to notice that at higher Recall values ISM (and
HAda) shows a low precision (lots of false positives), while
our method, thanks to generated ROIs and the proposed
extension performs much better. HAda in general shows
the limit of using boosted cascades and not robust Haar
features for obtaining detection in complex backgrounds: if
top level stages do not classify, the detector produces false
negatives, which is often the case in a complex or occluded
image frame. ISMe is significantly flatter than the other
two methods and tends to the optimal upper right corner of
the graph. Another comparison presented is the normalized
difference in number of features processed between ISM
and ISMe (Fig. S5(top right). ISMe works with one type
of descriptor and one type of interest point, ISM usually
has two or three. In average the number of descriptors to be
matched and processed by ISMe is less than half than ISM.
Therefore, we considered a clustered codebook and a single
ROI in the image with a fixed number of features (about
150) and we activated the approximate NN in the matching
step to show a speed gain of about 5 times between the two
methods. Moreover, we plotted Recall over frames to show
a comparison for each sample between ISMe and HAda.
We can see, as we expected, AdaBoost based approach
yields a very low hit rate, conversely, ISMe has a quite high
true-positive rate during the entire sequence frame. Another
experiment shown in the section is a comparison between
ISMe and ISM in the false positive rate. Here the difference
is evident and it is interesting to see that the two graphs
never intersects, depiting a clear advantage of using ISMe. To
quantify: ISMe, ISM and HAda obtained respectively Recall
80%; 81%; 78% at Precision 63%;22%;0.01%.

We evaluated the laser classification on a data set in
crowded scenes with 249 positive and 1799 negative samples.
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Fig. 4.

Region of interest generation. Uninformative content is discarded from the image by reasoning on the distance transformed image.Left: Edge

image (Canny). Middle: Approximate distance transform. Right: Result of the clustering in the distance transform image: areas in red are discarded
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Fig. 5. Top Left: ROC curve for the laser classifier. AUC is ~ 0.8.Top Center: Precision Recall graph to compare ISM, ISMe and Haar based Adaboost,
equal error rate (EER) is respectively at 26%; 61%; 26%; 69%. Notice the flatness of ISMe specially at high Recall values. Top Right: Average features
quantity to match in ISM vs ISMe is shown in the left histogram; matching time is evaluated in the right histogram when approximate NN search is
activated. Lower Left Image detection recall value on frames in dataset 1: ISMe vs Haar Adaboost cascade method. ISMe obtains an higher detection rate
than the other method mainly due the distinctiveness of the features used, the detection given by a soft decision on multiple votes and the robustness
against occlusion. Lower Right False positives in image classification evaluated for each frame of dataset 1 compared to standard ISM. Here it is clear
the advantage of rescricting the voting in ROIs with the other proposed improvements.

We obtained a true positive rate (TPR) of 74.7% and a false
positive rate (FPR) of 30.0% (TP:184 FN: 65 FP: 536 TN:
1273), the ROC curve is shown in Fig. 5(top left).

We evaluated the usefulness of the multimdal detection
computing statistics of pedestrian detection at maximum
range of 15m. In order to quantify the performance of the
system we considered the probability evolution of tracking
a single person with both sensors and with just one 2D
laser (see Fig. 6). The overall detection probability for this
track increases and a smoother and more confident tracking
is achieved. It is important to remark that there is a part
in which the multimodal detection performs slightly worse
than plain laser detection. There, a continuous false negative

detection occurred in the image detector but this was quickly
recovered as can be seen. We also note that many annotated
pedestrians are severely occluded, and the detection task is
so difficult that a performance of over 90% is far beyond the
state of current computer vision systems.

Qualitative results are shown in Fig. 7. The box colors
in the image describe different tracks, the size of the filled
circle is proportional to the pedestrian detection confidence.

VII. CONCLUSIONS

In this paper, we presented a method to reliably detect
and track people in crowded outdoor scenarios using 2D
and 3D laser range data and camera images. We showed
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Fig. 7.

P

Qualitative results from dataset 1 and 2 showing pedestrian crossings. The colored boxes in the image describe different tracks and probability

levels; the size of the filled circle in the tracking figure is proportional to pedestrian detection confidence. It is important to notice that highly occluded

pedestrians are also successfully detected and tracked.

that the detection of a person is improved by cooperatively
classifying the feature vectors computed from the input data,
where we made use of supervised learning techniques to
obtain the classifiers. Furthermore we presented an improved
version of the ISM based people detector and an EKF-based
tracking algorithm to obtain the trajectories of the detected
persons. Finally, we presented experimental results on real-
world data that point out the usefulness of our approach.

VIII. ACKNOWLEDGMENTS

This work was conducted and funded within the EU
Integrated Projects BACS - FP6-1ST-027140

REFERENCES

[1] A. Andoni and P. Indyk. Near-optimal hashing algorithms for
approximate nearest neighbor in high dimensions. In Proc. of the
Symp. on Found. of Comp. Sc., 2006.

[2] K. O. Arras, O. M. Mozos, and W. Burgard. Using boosted features
for the detection of people in 2d range data. In /EEE Int. Conf. on
Rob. & Autom. (ICRA), 2007.

[3] G. Borgefors. Distance transformations in digital images. Computer
Vision, Graphics and Image Processing, 34:344-371.

[4] D. Comaniciu, V. Ramesh, and P. Meer. The variable bandwidth mean
shift and data-driven scale selection. In IEEE Int. Conf. on Computer
Vision (ICCV), pages 438445, 2001.

[5] P. Felzenszwalb and D. Huttenlocher. Efficient matching of pictorial
structures. In IEEE Conf. on Comp. Vis. and Pat. Recog. (CVPR),
pages 66-73, 2000.

[6] Y. Freund and R. E. Schapire. A decision-theoretic generalization of
on-line learning and an application to boosting. Journal of Computer
and System Sciences, 55(1):119-139, 1997.

[7]1 D. Gavrila and V. Philomin. Real-time object detection for “smart
vehicles. In IEEE Int. Conf. on Computer Vision (ICCV), 1999.

[8] D. M. Gavrila. The visual analysis of human movement: A survey.
Comp. Vis. and Image Und. (CVIU), 73(1):82-98, 1999.

[9] D. Hihnel, W. Burgard, and S. Thrun. Learning compact 3d models
of indoor and outdoor environments with a mobile robot. Robotics
and Autonomous Systems, 44:15-27, 2003.

[10] D. Hihnel, R. Triebel, W. Burgard, and S. Thrun. Map building with
mobile robots in dynamic environments. In IEEE Int. Conf. on Rob.
& Autom. (ICRA), 2003.

[11] S. Ioffe and D. A. Forsyth. Probabilistic methods for finding people.
Int. Journ. of Comp. Vis., 43(1):45-68, 2001.

[12] B. Leibe, E. Seemann, and B. Schiele. Pedestrian detection in crowded
scenes. In IEEE Conf. on Comp. Vis. and Pat. Recog. (CVPR), pages
878-885, Washington, DC, USA, 2005. IEEE Computer Society.

[13] Y. Liu, R. Emery, D. Chakrabarti, W. Burgard, and S. Thrun. Using
EM to learn 3D models with mobile robots. In Proceedings of the
International Conference on Machine Learning (ICML), 2001.

[14] D. Lowe. Distinctive image features from scale-invariant keypoints.
Int. Journ. of Comp. Vis., 20:91-110, 2003.

[15] K. Mikolajczyk and C. Schmid. A performance evaluation of local
descriptors. IEEE Trans. on Pattern Analysis & Machine Intelligence,
27(10):1615-1630, 2005.

[16] D. Schulz. A probabilistic exemplar approach to combine laser and
vision for person tracking. In Robotics: Science and Systems (RSS),
Philadelphia, USA, August 2006.

[17] D. Schulz, W. Burgard, D. Fox, and A. Cremers. People tracking with
mobile robots using sample-based joint probabilistic data association
filters. Int. Journ. of Robotics Research (IJRR), 22(2):99-116, 2003.

[18] L. Spinello and R. Siegwart. Human detection using multimodal and
multidimensional features. In IEEE Int. Conf. on Rob. & Autom.
(ICRA), 2008.

[19] L. Spinello, R. Triebel, and R. Siegwart. Multimodal people detection
and tracking in crowded scenes. In Proc. of the Twenty-Third
Conference on Artificial Intelligence (AAAI), 2008.

[20] E. A. Topp and H. I. Christensen. Tracking for following and passing
persons. In IEEE Int. Conf. on Intell. Rob. and Sys. (IROS), 2005.

[21] R. Triebel, W. Burgard, and F. Dellaert. Using hierachial EM to extract
planes from 3d range scans. In IEEE Int. Conf. on Rob. & Autom.
(ICRA), 2005.

[22] P. Viola, M. J. Jones, and D. Snow. Detecting pedestrians using
patterns of motion and appearance. In IEEE Int. Conf. on Computer
Vision (ICCV), page 734, Washington, DC, USA, 2003. IEEE Com-
puter Society.

[23] J. Xavier, M. Pacheco, D. Castro, A. Ruano, and U. Nunes. Fast line,
arc/circle and leg detection from laser scan data in a player driver. In
IEEE Int. Conf. on Rob. & Autom. (ICRA), pages 3930-3935, 2005.

[24] Z. Zivkovic and B. Krose. Part based people detection using 2d range
data and images. In IEEE Int. Conf. on Intell. Rob. and Sys. (IROS),
San Diego, USA, November 2007.

100Appeared in: Proc. of the Intern. Conf. on Intelligent Robots and Systems (IROS), 2008



Articles on Pedestrian and Car Detection (Chapter

Detecting Pedestrians at Very Small Scales

Luciano Spinello, Albert Macho, Rudolph Triebel and Roland Siegwart

Autonomous Systems Lab, ETH Zurich, Switzerland
email: {luciano.spinello, rudolph.triebel, roland.siegwart} @mavt.ethz.ch

Abstract— This paper presents a novel image based detection
method for pedestrians at very small scales (between 16 x 20 and
32 x 40). We propose a set of new distinctive image features
based on collections of local image gradients grouped by a
superpixel segmentation. Features are collected and classified
using AdaBoost. The positive classified features then vote for
potential hypotheses that are collected using a mean shift mode
estimation approach. The presented method overcomes the
common limitations of a sliding window approach as well as
those of standard voting approaches based on interest points.
Extensive tests have been produced on a dataset with more than
20000 images showing the potential of this approach.

I. INTRODUCTION

From the different participants in typical urban traffic
scenarios, pedestrians are the most vulnerable ones as they
are not protected by any kind of equipment as they exist for
motorists and cyclists. This fact is lamentably reflected in the
annual traffic accident statistics, as they are published, e.g.
by the Touring Club Switzerland (TCS) [1]. Here, two major
trends can be observed: first the steady decrease in the total
number of dead and seriously injured persons over the last 30
years, and second the increase in the percentage of dead and
injured pedestrians. The former is mostly due to the growing
number of safety systems available for modern vehicles,
while the latter originates from the fact that primarily mo-
torists and cyclists benefit from such safety systems, but not
pedestrians. One way to address this problem is to build more
intelligent driver assistant systems that aim at protecting the
driver and the pedestrian and avoid a potential collision. A
major requirement for this is, of course, the reliable detection
of pedestrians in urban traffic environments. However, this
task is rendered particularly difficult by at least the following
two facts:

o Pedestrians show a very high variability in shape and
color due to physical size, clothing, carried items, etc.

« In urban environments, especially in city centers, pedes-
trians most often appear in large numbers, e.g. when
crossing at a traffic light. This results in many occlu-
sions where the pedestrians are only partly visible.

Despite these difficulties, there are already some encourag-
ing approaches to detect pedestrians, majorly based on cam-
era data (e.g.[15]), but also using 2D laser range scanners [2]
or both [23]. However, these systems require a certain
minimal size at which the pedestrians are visible in the data,
which has the drawback that pedestrians that are far away,
as well as children, can not be detected reliably. According

Fig. 1. Detection of very small scale pedestrians in a urban walkway.

to the rule of thumb from theoretical traffic lessons, a car
that moves with 50km per hour needs 40m to come to
a full stop. This is still far from the maximal distance at
which pedestrians can be detected with current approaches,
using a lens that provides still an acceptable opening angle
(above 90 degrees). In this paper, we present an approach to
detect pedestrians that are up to 50m away while the lens
still provides a wide field of view. The size in which the
pedestrians appear in the image is as low as 16 by 20 pixels.
Our proposed technique uses a supervised learning algorithm
consisting of the following two major steps:

o Training Based on a superpixel segmentation proposed
by Felzenszwalb and Huttenlocher [9] and a compu-
tation of the image gradient, segments of strong edge
pixels are extracted. From these edge segments s, we
extract feature vectors based on a combination of his-
tograms of gradient orientations and the angles that each
line segment from a polyline approximation of s forms
with the horizontal axis. These features are used to train
an AdaBoost classifier [11]. In addition, we store the
positive training examples in a codebook together with
their displacement vectors with respect to the object
centers. This is inspired by the voting scheme of the
Implicit Shape Model (ISM) approach (see [15]).

o Classification Again, we compute edge segments and
feature vectors. Then we run the classifier and collect all
votes for object centers that are cast from edge segments
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Fig. 2. Flowchart of our detection algorithm.

classified as positive. Using mean shift mode estima-
tion [4], we obtain object positions for which many edge
segments vote and thus are strong hypotheses for the
position of an object, i.e. a pedestrian (see also Fig. 2).

Our approach avoids both the necessity of a sliding window,
as e.g. in [24], [5], and the requirement of a minimal
number of detected interest points (e.g. Hessian or Harris
corners [17]) to obtain robust hypotheses for small objects
such as in [15], [22]. We present the following novelties:

o the segmentation of edges from the gradient image
using a superpixel segmentation. This divides the edges
into chunks of homogeneous gradient variability and
provides highly informative local edge features. This
overcomes the usage of an overlapping tessellation
to learn object features and uses a more semantical
subdivision: at these image sizes, superpixels tend to
segment persons into more meaningful parts like torso,
head, limbs. The reason for that is that, due to the
smaller resolution, the gradient variability is usually
lower than at higher scales.

« a novel image descriptor particularly suited for the
detection of objects at small scales,

¢ a classifier based on a combination of AdaBoost and
the voting scheme known from the ISM approach.

The paper is organized as follows. In the next section we
discuss approaches from the literature that are most closely
related to our method. In Sec. III, we describe the feature
extraction and the details of our edge descriptor. Then, in
Sec. IV we present our classification technique and the
hypothesis generation. Sec. V shows the experimental results
and in Sec. VI we draw our conclusions.

II. RELATED WORK

In the area of image-based people detection, there mainly
exist two kinds of approaches (see [18] for a survey). One
uses the analysis of a detection window [5] or templates [12],
[24], the other performs a parts-based detection [8], [13].
Leibe et al. [15] presented an image-based people detector
using Implicit Shape Models (ISM) with excellent detection
results in crowded scenes. An extension of this method
that proposes a feature selection enhancement and a near-
est neighbor search optimization has been already shown

in [22][23]. In the specific area of small scales pedestrian
detection very few works are present. Viola et al. [24] detect
small pedestrians (bigger than the ones detected in this paper)
including a time integration. Efros et al. [6] uses optical flow
reasoning to detect humans and understand actions. Ferrari
et al. [10] classify contours for detecting simple objects
(coffee mugs, animals) in clutter by using an iterative path
search among linked segments. The superpixel method has
been introduced by Ren and Malik [20] using a Normalized
Cut criterion [21] to recursively partition an image using
contour and texture cues. Other methods have been proposed
to obtain quality superpixel segmentations [9], [7].

III. FEATURE EXTRACTION

In the literature, many different approaches are presented
to compute local interest point detectors and appropriate
region descriptors (for a comparison see [17]). However,
for our particular problem of object detection at very small
scales, none of these approaches is well suited for the
following reasons:

1) In areas of many small objects, usually — if at all — only
few interest points such as Harris corners or Hessian
blobs can be detected. Thus, the number of possible
voters is very low compared to the number of objects
to be detected. This results in detection results with low
confidence. We therefore decided to use edges instead
of interest points, as described below.

2) Standard descriptors such as SIFT [16], Histogram of
Oriented Gradients (HOG) [5], and shape context [3]
represent the local information in a high dimensional
feature space. One could think of applying such de-
scriptors to all (or some) points of an edge chain,
but this would result in a large number of feature
dimensions. Given that the size of the objects to be
detected usually ranges only about 300 pixels, this
seems inappropriate.

As a conclusion, we aim at finding a simple but informative
descriptor that is defined on chains of edge pixels and can
be computed efficiently. The decision to use chains of edge
pixels or, as we will denote them, edge segments, is somehow
inspired by the use of edgelets for detecting pedestrians
(see [25]). In the following, we present the details of our
method to compute edge segments and local descriptors.
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A. Superpixel Segmentation

The aim of this first step of our detection algorithm is
to preprocess a given input image and to obtain a more
semantic representation that is independent on the pixel
resolution of the image. One common way to achieve that
is by grouping image pixels into regions in such a way
that all pixels in a region are similar with respect to some
kind of similarity measure. In the literature, this is also
known as image segmentation, and it is crucial for a large
number of algorithms and applications in computer vision.
Many different algorithms have been suggested for this
problem and we refer to the related work section in [9]
for a good overview. Two of the more recent and mostly
used approaches, namely [20] and [9], define a graph where
the nodes are the image pixels and the graph edges are
defined by a neighbor relationship between pixels. Of these
two, the approach by Felzenszwalb and Huttenlocher [9] is
more tuned for computational efficiency and the one by Ren
and Malik [20] is more robust and yields more informative
regions. For our application of detecting small scale objects,
the use of complex similarity measures such as the peaks
in contour orientation energy as in [20] is not required.
Therefore, we use the former approach in our framework.
This algorithm groups the pixels into segments so that the
minimal dissimilarity across two segments is still higher than
the maximal dissimilarity within both segments. The number
of produced segments — usually named superpixels — can
be adjusted by a parameter k. An important characteristic
of this method is its ability to preserve details in low-
variability image regions while ignoring details in high-
variability regions. Therefore, it is especially suited for our
application, because pedestrians at small scales are usually
represented by only very few pixels in which the color
variability is comparably low due to the lower sampling
resolution. This means that one superpixel often represents
an entire body part like a leg, a torso, or a head.

B. Edge Segments and the Edge Descriptor

As mentioned above, we need to find a descriptor that is
not only assigned to single interest points, as those occur less
frequently in areas of small scale objects. Using superpixels
as regions of interest are a much better choice here, as
they are always found and they represent a higher vicinity.
However, defining a region descriptor for superpixels would
result in very complex computations. For our purpose, this is
not appropriate, as we only want to represent the information
contained in small image regions. As a tradeoff between
single pixels and regions, we use edge segments, which are
defined as chains of edge pixels that lie inside a superpixel.
For the computation of the edge pixels, we apply the Sobel
operator to the grayscale image and remove edges with
a gradient magnitude that is below a threshold 7. From
that, we compute the edge segments by simply applying the
superpixel segmentation described above to the edge image.

Adapted to our choice of edge segments we define a
descriptor that reflects the local information of each edge seg-
ment. This information is later used for our object detection

algorithm. In accordance to the notion of a region descriptor,
we refer to this as an edge descriptor. In our experiments,
we tested the following two kinds of edge descriptors:

« Histogram of orientations: The local gradient orienta-
tions along an edge segment are collected in a histogram
with n bins: each bin B; counts the number e; of
edge points p at which the gradient y(p) has a certain
orientation (see Fig. 4, left). For the descriptor, we use
2n values, where the first n are the values e;, normalized
by the sum m := )., e;, and the second n values
are the sums ijeB% |v(p;)| for each bin B;, again
normalized by m. We name this descriptor HIST.

o Vector of directions: First we compute for each edge
segment a polyline approximation consisting of [ line
segments. We do this using a variant of split-and-merge.
Then, we collect all angles between the line segments
and the horizontal axis in a vector of length [ (see Fig. 4,
right). We name this descriptor VECT.

IV. FEATURE CLASSIFICATION

Based on the feature extraction described in the previous
section, our goal is to formulate an algorithm that classifies
these feature vectors into one of the two classes ’pedestrian’
or ’background’. For this task, we employ a supervised
learning technique that uses a hand-labeled training data
set with positive examples of small scale pedestrians. Many
techniques have been proposed to achieve this task. Two very
successful approaches are the face detection algorithm of
Viola and Jones [24] and the voting technique named Implicit
Shape Model (ISM) by Leibe er al. [15]. The advantage
of the first method is the strength of AdaBoost [11], i.e. a
classifier that is arbitrarily accurate on the training data and
at the same time yields a rating of the most relevant feature
dimensions for classification. The downside is that the image
has to be searched with a sliding window approach and at
different scales. In contrast, the voting scheme of ISM relies
on scale invariant features that are stored in a codebook along
with the relative position of the object center. No feature
search is needed here in the image, but the algorithm does

—

MeanShift
Density estimation

High strength
convergancy point
(detection)

Fig. 3. Visual explanation of codebook voting. 1) Matched descriptors vote
for different center positions 2) Mean Shift mode estimator is run in order
to converge in local high density areas in the voting space 3) High strength
hypotheses are selected as detections.
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not rank certain feature dimensions over others when finding
matches in the codebook. Thus, extracted feature vectors may
vote for a potential object center, even though they reveal a
low evidence for the occurrence of the object.

In this paper, we suggest to combine both ideas to a
method that pre-classifies a given feature vector using Ada-
Boost and then, in the case a positive classification, searches
for a vote of the object center in the codebook. The details
of this are described in the following.

A. AdaBoost Classification

Boosting is a method to combine a set of weak classifiers
into a strong classifier. The only requirement for a weak
binary classifier is that its classification error on any given
training data set is bigger than 0.5, i.e. it must be better
than random guessing. Strong classifiers, however, can reach
arbitrary low training error rates. AdaBoost [11] achieves this
by adaptively assigning weights to the training examples and
iteratively learning M weak classifiers h; and corresponding
weights «;. After learning, the sum

M
g(z) = Zahi(z) )

is used to decide whether a given test feature z is classified
as positive or negative by simply taking the sign of the
result of g. A broadly used type of weak classifiers are
decision stumps, and we also use them in our framework. A
decision stump finds a hyperplane 7 in feature space that is
perpendicular to one feature dimension. It is uniquely defined
by the index of the feature dimension, the orientation of the
normal vector of 7, and the distance of 7 to the origin.

The features extracted in the previous step are expressed
as a 2n dimensional point for the first case and as a [
dimensional point in the second case. Features quality are
evaluated by learning a classifier for each kind of descriptor.
Moreover, we measured the quality of the combination of
descriptor VECT with HIST concatenating their values in a
single feature of dimension 2n + [. We call this descriptor
MIX.

B. Descriptor Codebook

The main idea of voting based classification techniques,
such as the one described by Leibe et al. [15], is to collect a
set of image descriptors together with displacement vectors,

ey
I |
A

Fig. 4. The two types of edge descriptors used in our detection algorithm.
Left: Histogram of orientations: for each edge point of a segment we use the
orientations of the corresponding gradient, here shown in yellow on four
sample edge points, and compute a histogram over them. Right: Vector
of line segment orientations: From a polyline approximation to the edge
segment, here shown as yellow arrows, we store the orientation angles of
each line segment in a vector.

usually named votes, and to store them into a codebook. The
justification of this is that each descriptor can be found at
different positions inside an object. Thus, a vote points from
the position of the descriptor to the center of the object as it
was found in the training data. To obtain a codebook from
labeled training data, all descriptors are clustered, usually
using agglomerative clustering, and the cluster centers are
stored, along with all votes corresponding to a particular
cluster. For the detection, new descriptors are computed on
a test image and matched against the descriptors in the
codebook. The votes that are cast by each matched descriptor
are collected in a voting space, and a mean-shift maximum
density estimator is used to find the most likely position of
an object (see Fig. 3).

C. Detecting Pedestrians

Once the AdaBoost classifier is trained and a codebook
is created from the training data, our detection algorithm
proceeds as follows. For a given input image, the gradient
map and the superpixel segmentation is computed. Using
the latter ones, we obtain the edge segments of the test
image. Then, we compute the descriptors as described above
and apply AdaBoost using equation (1). All descriptors that
are classified positive, are matched to the entries in the
codebook. Here, we do a range search to find all descriptors
d that are within a given Euclidean distance r from the
query descriptor dg. Then, all the votes cast from these
descriptors are collected in the voting space by adding their
displacements to the centroid of the edge segment for which
dq was computed. In the last step, we apply mean shift
mode estimation [4] in the voting space to find the most
likely object center for the given votes. Here, we set the
kernel radius to half of the width of the training images. To
initialize the mean shift estimation, we first collect all votes
in a 2D histogram with 0.5w x 0.5h bins where w and h are
the width and height of the test image, and then start mean
shift at the position of the biggest bins. After convergence
of mean shift, we obtain all object hypotheses. From these,
we retain those that have a minimum number of votes 7.

V. EXPERIMENTS

To evaluate our detection algorithm quantitatively, we
applied it on a large set of test images with labeled positive
and negative examples. We trained our classifier with images
from pedestrians in two sizes, namely 16 x 20 and 32 x 40
pixels. This corresponds in our case to an approximate
distance of 56m and 28m, respectively (the focal length of
our lens is 4.2mm).

A. Setting the Parameters

As mentioned before, our algorithm depends on several
parameters: the superpixel coarseness k, the gradient strength
threshold 7, the length of the descriptor vectors m and n,
and the distance parameter r for codebook clustering. To
determine these parameters, we created a validation dataset
of 2000 random images and evaluated 25 combinations of
these parameters on these images. To limit the parameter
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Fig. 5. Precision-Recall graph for our detection algorithm (SP) and for

AdaBoost with Haar features as in [14] (AH). Due to the special design of
our descriptor for small scales, the detection on the smaller images yields
better results. The green line depicts the Equal Error Rate (EER)

search space, we chose m and n from the interval [6, 8] as
described in [5], and 7 from [0,40] to ensure that at most
15% of the gradient information is lost (considering that the
maximal possible value is 255). The parameter combination
with the maximal sum of true positive and true negative
detections was used in the later experiments. We obtained
k=25, m=8 n=28,r=18 and 7 = 25.

B. Training

For training, we used an internationally standard dataset:
the NICTA large pedestrian image dataset [19]. It contains
pictures with pedestrians taken in typical urban environment.
They appear either alone or in crowded scenes whith partial
occlusions, in different poses (walking, standing, sitting) and
in a broad range of lighting variations. Negative examples
are represented by random crops of images from indoor and
outdoor environments.

We randomly selected 10000 positive images and 50000
negative images for each scale. In total we trained our
algorithm with 120000 image samples. In each image we
encountered between 10 and 20 edge segments, i.e. several
million descriptors were used for training. We used 5 times
more negative training examples to provide a large variety of
background. To assess the quality of the AdaBoost training
we used a leave-one-out cross validation, in which data is
partitioned into subsets such that the analysis is initially
performed on a single subset, while the other subsets are
retained for confirming and validating the initial results. The
training was performed on a quad core Intel Xeon CPU with
4GB of RAM in several hours of processing time.

C. Quantitative Results

The test set is composed of 24000 images with 4000
and 20000 negative examples. We evaluated our algorithm
for three different kinds of edge descriptors (see Sec. III-
B): Histogram of orientations (HIST), Vector of directions

(VEC), and both (MIX). The evaluations of the three types
of classifiers (HIST, VECT, and MIX) are shown in tables
I-1II for image size 16 x 20 and in tables IV-VI for 32 x 40.
The precision-recall values are depicted in Fig. 5, along
with the result from the full-body detector for 14 x 28
images by Kruppa et al. [14]. This method, outperformed
by our technique, uses AdaBoost with Haar features and is
very similar to the one that is described by Munder and
Gavrila [18] as close to the best.

The VEC descriptor yields a much lower True Positive
Rate (TPR) than the HIST descriptor, which is most probably
due to the information loss caused by the polyline approxi-
mation of an edge segment. Note that the False Positive Rate
(FPR) of both descriptors are similar. The best results are
obtained using the combination (MIX) of both descriptors
that improves each statistics. It is important to remark that
the results for images of size 16 x 20 are generally better
than for those of size 32 x 40. The reason for this the
specific design of our feature descriptors: a bigger image
scale tends to exhibit a higher level of detail, therefore the
superpixel segmentation yields edge segments that are less
distinctive compared to those from the low scale images. In
the latter ones, superpixels represent body parts at a higher
semantic level (legs, heads, arms), whereas at larger scales,
the superpixels are less informative. Moreover, due to the
fact that low scale images have a lower resolution, mainly
strong edge pixels prevail. This means that thresholding the
gradient map at the same value 7 results in a lower loss of
information. Nevertheless, the proposed technique performs
comparably well for images at higher scale: the TPR is only
about 3% and the TNR is only about 5% lower.

As a qualitative result, we show in Fig 6 the detection
result from a fraction of the test data set at image size 16 x 20.
All images are arranged in a grid and the estimated object
centers are depicted with yellow dots.

VI. CONCLUSIONS

We presented a novel image based detection method for
pedestrians at very small scales. For this particular problem
with sparse visual information we propose a new feature de-
scriptor inspired by edgelets in combination with superpixel
segmentation. Our technique overcomes common drawbacks
of the standard interest point voting approach and of the
scrolling window approaches using a descriptor codebook
and a robust AdaBoost classification technique. We have
evaluated parameters and show quantitative results on a large
dataset, showing the effectiveness of our method. In future
works we want to investigate how an intelligent tracking
can improve the results and how to improve the feature
robustness with respect to the scale magnification.
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TABLE I TABLE II TABLE III
CONFUSION MATRIX FOR SIZE 16X20 - CONFUSION MATRIX FOR SIZE 16X20 - CONFUSION MATRIX FOR SIZE 16X20 -
HIST DESCRIPTOR VECT DESCRIPTOR MIX DESCRIPTOR
Prediction Prediction Prediction
Ground truth P N Ground truth P N Ground truth P N
P 70.5%  29.5% P 56.6% 43.4% P 71.8% 28.2%
N 18.0% 82.0% N 18.8% 81.2% N 17.1%  82.9%
TABLE IV TABLE V TABLE VI
CONFUSION MATRIX FOR SIZE 32X40 - CONFUSION MATRIX FOR SIZE 32X40 - CONFUSION MATRIX FOR SIZE 32X40 -
HIST DESCRIPTOR VECT DESCRIPTOR MIX DESCRIPTOR
Prediction Prediction Prediction
Ground truth P N Ground truth P N Ground truth P N
P 66.7% 33.3% P 53.0% 47.0% P 68.4% 31.6%
N 23.8%  76.2% N 23.9% 76.1% N 22.1%  77.9%
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Fig. 6. Qualitative result of our detection algorithm. 600 full size images
of correct detections from the test dateset are shown here in matrix form.
The yellow dots are the estimated object centers. To keep the presentation
uncluttered, the detected bounding box for each image is not displayed.
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Multiclass M ultimodal Detection and Tracking
in Urban Environments

Luciano Spinello, Rudolph Triebel, and Roland Siegwart

Abstract This paper presents a novel approach to detect and tracktpeads and

cars based on the combined information retrieved from a caiaved a laser range
scanner. Laser data points are classified using boostedt@©matl Random Fields

(CRF), while the image based detector uses an extensioneolnplicit Shape

Model (ISM), which learns a codebook of local descriptonira set of hand-

labeled images and uses them to vote for centers of detelsfect® Our extensions
to ISM include the learning of object sub-parts and tempiagsks to obtain more
distinctive votes for the particular object classes. Theect®ns from both sen-
sors are then fused and the objects are tracked using andextéfalman Filter

with multiple motion models. Experiments conducted in+watld urban scenarios
demonstrate the usefulness of our approach.

1 Introduction

One research area that has turned more and more into thedbmisrest during
the last years is the development of driver assistant sysagm (semi-)autonomous
cars. In particular, such systems are designed for operatibighly unstructured
and dynamic environments. Especially in city centers, wheany different kinds
of transportation systems are encountered (walking, mgcliriving, etc.), the re-
quirements for an autonomous system are very high. One leggquisite for such
systems is a reliable detection and distinction of dynarbjeds, as well as an ac-
curate estimation of their motion direction and speed. i paper, we address this
problem focusing on the detection and tracking of pedestréand cars. Our system
is a robotic car equipped with cameras and a 2D laser rangmeacas we will
show, the use of different sensor modalities helps to impthe detection results.

Autonomous Systems Lab, ETH Zurich, Switzerland,
e-mail: {luciano.spinello, rudolph.triebp@mavt.ethz.ch, rsiegwart@ethz.ch
This work was funded within the EU Projects BACS-FP6-IST-D20 and EUROPA-FP7-231888
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The system we present here employs a variety of differertioastfrom machine
learning and computer vision, which have been shown to geogiood detection
rates. We extend these methods obtaining substantial ireprents and combine
them into a complete system of detection, sensor fusion hjetitracking. We use
supervised-learning techniques for both kinds of sensatatittes, which extract
relevant information from large hand-labeled trainingadséts. In particular, the
major contributions of this work are:

e Several extensions to the vision based object detector ingktal.[13] using a
feature based voting scheme denoted as Implicit Shape BIQ&). Our major
improvements to ISM are the subdivision of objects into pabis to obtain a
more differentiated voting, the use wmplate maskto discard unlikely votes,
and the definition osuperfeatureshat exhibit a higher evidence of an object’s
occurrence and are more likely to be found.

e The application and combination of boosted Conditionald®am Fields (CRF)
for classifying laser scans with the ISM based detectorgugision. We use an
Extended Kalman Filter (EKF) with multiple motion modelsftse the sensor
information and to track the objects in the scene.

This paper is organized as follows. The next section dessnitork that is related
to ours. Sec. 3 gives a brief overview of our overall objec¢edion and tracking
system. In Sec. 4, we introduce the implicit shape model jlaktd present our
extensions. Sec. 5 describes our classification method td<¥ range scans based
on boosted Conditional Random Fields. Then, in Sec. 6 weagxpur EKF-based
object tracker. Finally, we present experiments in Sec.d’camclude the paper.

2 Related Work

Several approaches can be found in the literature to igesmperson in 2D laser data
including analysis of local minima [19, 23], geometric m[@4], using maximum-
likelihood estimation to detect dynamic objects [10], gsiddaBoost on a set
of geometrical features extracted from segments [1], anfi@elaunay neighbor-
hoods [20]. Most similar to our work is that of Douillaed al. [5] who use Condi-
tional Random Fields to classify objects from a collectibtaser scans. In the area
of vision-based people detection, there mainly exist twal&iof approaches (see
[9] for a survey). One uses the analysis adetection windovor templateq8, 4],
the other performs parts-basedletection [6, 11]. Leibet al.[13] present a peo-
ple detector usingmplicit Shape Model$§lSM) with excellent detection results in
crowded scenes. In earlier works, we showed already extesisif this method with
a better feature selection and an improved nearest neigelaoch [21, 22].

Existing people detection methods based on camedéaser data either use hard
constrained approaches or hand tuned thresholding. Ziwkmd Kiose [25] use a
learned leg detector and boosted Haar features from theraamages and employ
a parts-based method. However, both their approach toeclthe laser data using
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Canny edge detection and the use of Haar features to detégtgaots is hardly
suited for outdoor scenarios due to the highly cluttered dad the larger variation

of illumination. Schulz [18] uses probabilistic exemplaodels learned from train-
ing data of both sensors and applies a Rao-Blackwellizeticpfilter (RBPF) to
track a person’s appearance in the data. However, in oust®orarios illumination
changes often and occlusions are very likely, which is whyt@or matching is not
appropriate. Also, the RBPF is computationally demandésgecially in crowded
environments. Douillarét al. [5] also use image features to enhance the object de-
tection but they do not consider occlusions and multiplegendetection hypotheses.

3 Overview of Our Method

Our system consists of three main components: an appeabasee detector that
uses the information from camera images, a 2D-laser basedtde providing
structural information, and a tracking module that usesctirabined information
from both sensor modalities and provides an estimate of titeomvector for each
tracked object. The laser based detection applies a ConditRandom Field (CRF)
on a boosted set of geometrical and statistical featuresDog@n points. The
image based detector extends the multiclass version ofntipéicit Shape Model
(ISM)[13]. It only operates on a region of interest obtairfesm projecting the
laser detection into the image to constrain the position suade of the detected
objects. Then, the tracking module applies an Extended &alRilter (EKF) with
two different motion models, fusing the information fronmoara and laser. In the
following, we describe the particular components in detail

4 Appearance Based Detection

Our vision-based people detector is mostly inspired by toekwf Leibeet al.[13]
on scale-invariant Implicit Shape Models (ISM). In summay ISM consists in
a set of local region descriptors, called ttedebookand a set of displacements
and scale factors, usually namedtes for each descriptor. The idea is that each
descriptor can be found at different positions inside aect®nd at different scales.
Thus, a vote points from the position of the descriptor todaeter of the object
as it was found in the training data. To obtain an ISM from labédraining data,
all descriptors are clustered, usually using agglomezatiustering, and the votes
are computed by adding the scale and the displacement objbets center to the
descriptors in the codebook. For the detection, new descsigre computed on a
test image and matched against the descriptors in the cokebbe votes that are
cast by each matched descriptor are collected in &@ihg spacegand a maximum
density estimator is used to find the most likely position acale of an object.
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In the past, we presented already several improvementeatémdard ISM ap-
proach (see [21, 22]). Here, we show some more extensior8S\bftd further im-
prove the classification results. These extensions corammthe learning and the
detection phase and are described in the following.

4.1 |SM Extensionsin the Learning Phase

Sub-Parts: The aim of this procedure is to enrich the information frore tloters
by distinguishing between different object subparts frohiclv the vote was cast.
We achieve this by learning a circular histogram of intepesints from the training
data set for each object class. The number of bins of thisdnain is determined
automatically by usindg-means clustering. The final number of clusters, here de-
noted a9y, is obtained using the Bayesian Information Criterion (BlSote that
this subpart extraction does not guarantee a semanticdivisibn of the object
(i.e.: legs, arms, etc. for pedestrians) but it is intergstd see that it nevertheless
resembles this automatically without manual interactipthe user (see Fig. 1, left
and center).

TemplateMasks: In the training data, labeled objects are represented adonary
image nameadegmentation masKhis mask has the size of the object’s bounding
box and is 1 inside the shape of the object and 0 elsewherev@iaging all these
masks for a given object class so that their centers coirasidehen averaging over
them, we obtain @emplate maskf each object class (see Fig. 1, left and center).
This method is more robust against noise than, e.g., Chan&tghing [3], and does
not depend on an accurate detection of the object contoursudd' the template
mask later to discard outlier votes cast from unlikely areas

Superfeatures: The original ISM maintains all features from the trainingadla the
codebook as potential voters and does not distinguish leets&onger and weaker
votes. This has the disadvantage that often too many votesaat, even if an oc-
curance of the object is not likely given the training datad éeads to many false
positive detections. To overcome this, we propose to exstguerfeaturefrom the
training data, i.e. descriptor vectors that cast a strouger than standard features.
We keep these superfeatures in a separate codebook to auted i the implemen-
tation. A superfeature is defined by a local density maximaordéscriptor space,
where only feature vectors are considered that corresgoimderest points from a
dense area in the image spacexjry, and scale). This definition ensures that for
superfeatures a high evidence of the occurrence of the tokjeombined with a
high probability to encounter an interest point. We compmutperfeatures by first
employing mean shift estimation on all interest points fbimthe training data set
for each class, and then clustering the feature vectorssarior space that cor-
respond to the interest points from the found areas of higisitie This clustering

is done agglomeratively. In the end, we select the 50% of th&ter centers that
correspond to the biggest clusters. The right part of Fidhdias an example. Note
that the superfeatures inherently reflect the skeletoneobtject.
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= l;,

Fig. 1 Left and Center: Sub-parts, depicted in colored slices, and template masks, ie.\iiey

are computed from the training set. Note that even though thastsbare computed unsupervised,
they exhibit some semantic interpretati®ight: Superfeatures are stable features in image and
descriptor space. This figure shows Shape Context descriptbtssatan interest points (in red)
for the class 'pedestrian’. The position of the superfeatureslepicted in green.

4.2 |SM Extensionsin the Inference Phase

Sub-Partsand Template M asks: After collecting all the votes for a given set of ex-
tracted input features from a test image, we first discardties that are implausible
by placing the template mask at the potential object cemtedsemoving the votes
that are cast from outside the mask. For the remaining ondgdi¢he maximum
density pointm using mean shift and insert all votes farinto a circular histogram
with q bins: one per sub-part of the object. We denote each sucbghish as a
hypothesish = (hy, ..., hq) of an object’s position. Thetrengtho of a hypothesis
is defined as the sum of all bins, i.e. the number of all votergte object center.
To find the best hypothesis we define a partial orddrased on a functioAy:

g o
hi < hj < 4n(hi,hj) <0 where An(hi,hj) =3 signh—h). (1)
=1

Using this, we select the hypothesis with the highest orotecgse of ambiguity
we use the one with the highest strength) for each class., Weriind the best
hypothesiscrossall classes as described below, remove all its voters amndmeate
the ordering. This is done until a minimum hypothesis stiergy, is reached.
Thus, the parameter, influences the number of false positive detections.
Superfeatures. Superfeatures and standard features vote for object senténe
same voting space, but the votes from superfeatures arétedidpigher (in our
case by a factor of 2). Thus, the score of a hypothesis is hifliee fraction of
superfeatures voting for it is higher. In some cases wheobgtt's shape visibility
is low only superfeatures might be used to obtain a very fatgation.

Best Inter-Class Hypothesis: As mentioned above, we need to rate the best object
hypotheses from all classes. To be independent on an ovendar-representation
of a class in the codebooks, we do this by comparing the velaieas covered
by the voters from all class hypotheses. More precisely, find a square arga
around each voter that depends on the relative scale of #wigtor, i.e. the ratio
of the test descriptor’s scale and that of the found deswriptthe codebook. The
fraction of the area covered by all voters of a hypothesistaedotal area of the
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object (computed from the template mask) is then used totifydine hypothesis.
Care has to be taken in the case of overlapping class hymsthdsre, we compute
the set intersection of the interest points in the overlag@rea and assign their
corresponding values alternately to one and the other hypothesis.

5 Structure Based Detection

For the detection of objects in 2D laser range scans, seapprbaches have been
presented in the past (see for example [1, 16]). Most of thawve kthe disadvantage
that they disregard the conditional dependence betwearpddits in a close neigh-
borhood. In particular, they can not model the fact that &ieell; of a given scan
pointz is more likely to bdj if we know thatl; is the label ofz; andz; andz; are
neighbors. One way to model this conditional independesde use Conditional
Random Fields (CRFs) [12], as shown by Douillatdal. [5]. CRFs represent the
conditional probabilityp(y | z) using an undirected cyclic graph, in which each node
is associated with a hidden random varidbknd an observation. In our case, the
li is a discrete label that ranges over 3 different classesgtedn, car and back-
ground) and the observatiomsare 2D points in the laser scan. At this point we omit
the mathematical details about CRFs and refer to the litexde.g. [5, 17]). We only
note that for training the CRF we use the L-BFGS gradientelgsmethod [14] and
for the inference we use max-product loopy belief propagati

We use a set of statistical and geometrical featfiyésr the nodes of the CRF,
e.g. height, width, circularity, standard deviation, ksis, etc. (for a full list see
[20]). We compute these features in a local neighborhoodrat@ach point, which
we determine by jump distance clustering. However, we das# this features di-
rectly in the CRF, because, as stated in [17] and also fromoaur observation,
the CRF is not able to handle non-linear relations betweemktiservations and the
labels. Instead, we apply AdaBoost [7] to the node featundsuge the outcome as
features for the CRF. For our particular classification pFobwith multiple classes,
we train one binary AdaBoost classifier for each class ag#iesothers. As a re-
sult, we obtain for each clagsa set ofM weak classifiers; (decision stumps) and
corresponding weight coefficients so that the sum

M

*(2) = Zla‘ui (f(2)) 2

is positive for observations assigned with the class latsid negative otherwise.

We apply the inverse logit functica(x) = (1-+e*)~* to g to obtain a classification

likelihood. Thus, the node features for a scan paind a label; are computed as

fn(zi,li) = a(gi,(z)). For the edge featurds we compute two values, namely the
Euclidean distance between the pointg andz; and a valuey;; defined as

9ij (zi,2j) = sign(gi(z)g; (zj)) (|9 (z)] +19j(z))])- 3)
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This feature has a high value if bot and z; are equally classified (its sign is
positive) and low otherwise. Its absolute value is the sundisfances from the
decision boundary of AdaBoost whegéz) = 0. Thus, we define the edge features as

oo ) (ald(z,zy) algij(z,z))) TifIi:I-
fe(z"z“l"lj)_{( (0J J0)T 2 otherwise “)

The intuition behind Eqg. (4) is that edges that connect gaiith equal labels have
a non-zero feature value and thus yield a higher potential.

6 Object Tracking and Sensor Fusion

To fuse the information from camera and laser and for objacking we use an Ex-
tended Kalman Filter (EKF) as presented in [21]. In our impdatation, we use two
different motion models — Brownian motion and linear vetpei in order to cope
with pedestrian and car movements. The data associatienfismed in the camera
frame: we project the detected objects from the laser sdartlie camera image.
Assuming a fixed minimal object height, we obtain a rectaagséarch region, in
which we consider all hypotheses from the vision based ttéor the particular
object class. Using a previously calibrated distancef an object at scale.Q (us-
ing the normalized training height), we can estimate th&adiserg; Of a detected
object in the camera image by multiplyingwith the scale of the object. Then;
is compared to the measured distanggasfrom the laser and both detections are
assigned to each other|ffneas—resf is smaller than a thresholg (in our case &).
We track cluster centers of gravity in the 2D laser framegisivo system states:

Xm1 = <(Xcog’yc0g)7 (v)(iogv vﬁog)v (Cla cee 7Cn)> andxmz = <(Xcog’yc0g)’ (017 s 7Cn)>7

one for each motion model. Herei>%, §°) is the velocity of the cluster centroid
(%%, y5%9) andcy,. .., c, are the probabilities of al classes. We use a static state
model where the observation vecterconsists of the position of the cluster and the
class probabilities for each sensor modality:

W= (%299 9°%9 (cy,... o). ., (Ct, .., Cn)S). (5)

Here,(X°°9, §°°9) is a new observation of a cluster center aneénotes the number of
sensors. The matrid models the mapping from states to the predicted observation
and is defined asl = (PTS] ...SI)T, whereP maps to pose observations and the
S map to class probabilities per sensor. For example, for aser| one camera and
constant velocity we have

P- (528889 S-S (383359 ®
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- R

Fig. 2 Left: For car classification, we use codebooks from 7 different viemstr&ining, mirrored
images are included for each view to obtain a wider cover@ggter: For pedestrians we use 2
codebooks of side views with mirroring. Lateral views have sigfit information to generalize
frontal/back viewsRight: Setup used for the city data set. Only a small overlap of the cameras’
field of view is used to cover a larger part of the laser scans. Necstésion is used in this work.

7 Experimental Results

To acquire the data, we used a car equipped with two CCD canaexha 2D laser
range finder mounted in front (see Fig. 2, right). The 3D tiams between the laser
and the camera coordinate frame was calibrated beforeNgm@cquired training
data sets for both sensor modalities. For the camera, wected images of pedes-
trians and cars that we labeled by hand. The pedestrian datossists of 400
images of persons with a height of 200 pixels in differentgsoand with different
clothing and accessories such as backpacks and hand badgpital urban en-
vironment. The class 'car’ was learned from 7 different \peimts as in [13] (see
also Fig. 2, left). Each car data set consists of 100 pictinees urban scenes with
occlusions. Car codebooks are learned using Shape CoB&xudescriptors [2] at
Hessian-Laplace interest points [15]. The pedestrian lmodle uses lateral views
and SC descriptors at Hessian-Laplace and Harris-Laptaerest points for more
robustness. Experience shows [13] that lateral views oégeidns also generalize
well to front/back views. Our laser training data consist8@0 annotated scans
with pedestrians, cars and background. There is no digimcf car views in the
laser data as the variation in shape is low. The range datstein 4 layers where
each has an angular resolution 2% and a maximum range of i

To quantify the performance of our detector we acquired tataskets containing
cars and pedestrians. The results of our detection algorite shown in Fig. 3.
Our vision based detecion named ISMe2.0 is compared to #melatd ISM, our
previous extension ISMe1.0, and for the pedestrian claifis AdaBoost trained on
Haar features (ABH). For the class 'car’, we averaged theltesver all different
views. We can see that our method yields the best resultsanitbqual Error Rate
(EER) of 723% for pedestrians and 74% for cars. The improvements arelynai
due to a decreased rate of false positive detections. Thétges our laser based
detection are shown in the middle column of Fig. 3. We can lsaedur approach
using boosted CRFs performs better than standard AdaBblostright column of
Fig. 3 depicts the results for the combined detection usasgr and vision. These
graphs clearly show that using both sensors the numbers# faisitive detections
decreases and the hit rate increases. Some qualitativiéssrasel shown in Fig. 4
where a passing car and a crossing pedestrian are corretgigted and tracked.
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Fig. 3 Quantitative evaluatiorJpper row: pedestrian detectioh,ower row: car detection. From
left to right we show the results only using camera, only using Jaset both. As we can see, our
approach outperforms the other methods for both sensor mosgalitie image based detection
is compared with standard ISM, our first extension of ISM (ISMeafid AdaBoost with Haar
features. Our CRF-based laser detector is compared with AdaBlestan also see that the com-
bination of both sensors improves the detection result of botiiesBensors.

In addition, we evaluated our algorithm on a third, more lemajing dataset ac-
quired in the city of Zurich. It consists of 4000 images argklascans. The equal
error rates of this experiment resulted in.B% (laser-only), 64.% (vision-only)
and 68% (combined) for pedestrians, and12.2%, 73.5%, 75.7%) for cars. As
a comparison, we evaluated the state-of-the-art pedegiatector based on His-
togram of Oriented Gradients [4] and ABH obtained an EER of 2td 89.

34ph e el

1

Fig. 4 Cars and pedestrian detected and tracked under occlusitter eod partial views. In the
camera images, upper row, blue boxes indicate car detecti@my@boxes pedestrian detections.
The colored circle on the upper left corner of each box is thektidentifier. Tracks are shown in
color in the second row and plotted with respect to the robetreefce frame.
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8 Conclusions

We presented a method to reliably detect and track multipkeod classes in outdoor
scenarios using vision and 2D laser range data. We showeththaverall perfor-
mance of the system is improved using a multiple-sensoesystVe presented sev-
eral extensions to the ISM based image detection to copemittiple classes. We
showed that laser detection based on CRFs performs bedteatsimpler AdaBoost
classifier and presented tracking results on combined Hatally, we showed the
usefulness of our approach through experimental resultsalrworld data.
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Abstract

People tracking is a key technology for autonomous systems,
intelligent cars and social robots operating in populated envi-
ronments. What makes the tasKidiult is that the appearance

of humans in range data can change drastically as a function
of body pose, distance to the sensor, self-occlusion and oc-
clusion by other objects. In this paper we propose a novel ap-
proach to pedestrian detection in 3D range data based on su-
pervised learning techniques to create a bank of classifiers for
different height levels of the human body. In particular, our
approach applies AdaBoost to train a strong classifier from
geometrical and statistical features of groups of neighboring
points at the same height. In a second step, the AdaBoost
classifiers mutually enforce their evidence acrodeént
heights by voting into a continuous space. Pedestrians are fi-
nally found dficiently by mean-shift search for local maxima

in the voting space. Experimental results carried out with 3D
laser range data illustrate the robustness diciency of our
approach even in cluttered urban environments. The learned
people detector reaches a classification rate up to 96% from a
single 3D scan.

1. Introduction

Robustly detecting pedestrians is a key problem for mobile
robots and intelligent cars. Laser range sensors are partic
ularly interesting for this task as, in contrast to visidmyt

are highly robust against illumination changes and typjcal
provide a larger field of view.

In this paper we address the problem of detecting pedes-
trians in 3D range data. The approach presented here use
techniques from people detection in 2D range data for which
a large amount of related work exists (Kluge, Kohler, and
Prassler, 2001; Fod, Howard, and Mataric, 2002; Schulz
et al., 2003; Cui et al., 2005; Arras, Martinez Mozos, and
Burgard, 2007). In early works, people are detected us-
ing ad-hoc classifiers, looking for moving local minima in
the scan. Learning has been applied for this task by Arras,
Martinez Mozos, and Burgard (2007) where a classifier for
2D point clouds has been learned by boosting a set of geo-
metrical features. As there is a natural performance lionit f
people detection in aingle2D layer of range data, several
authors started looking into the use of multiple co-plariar 2

Copyright© 2010, Association for the Advancement of Artificial
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Figure 1: 3D pedestrian detection. A person pushing a
buggy, a child and a walking pedestrian are correctly identi
fied in the point cloud.

laser scanners Gidel et al. (2008); Carballo, Ohya, and Yuta
(2008). Close to our context is the work of Mozos, Ku-
razume, and Hasegawa (2010), in which the authors apply
boosting on each of three horizontal layers and use a prob-
abilistic rule set to combine the three classifiers assuraing
known ground plane.

There is little related work on pedestrian detection in 3D
data. Navarro-Serment, Mertz, and Hebert (2009) collapse
the 3D scan into a virtual 2D slice to find salient vertical
objects above ground. For these objects, they align a win-
dow to the principal data direction, compute a set of fea-
tures, and classify pedestrians using a set of SVMs. Ba-
jracharya et al. (2009) detect people in point clouds from

Stereo vision by processing vertical objects and consider-

Ing a set of geometrical and statistical features of thectlou
based on a fixed pedestrian model. From the comprehen-
sive body of literature on people detection in images, we
mention the most related ones, namely the HOG detector
by Dalal and Triggs (2005) and the ISM approach by Leibe,
Seemann, and Schiele (2005). People detection from multi-
modal data using laser and vision has been presented by
Spinello, Triebel, and Siegwart (2008).

To our knowledge, this work presents the first principled
learning approach to people detection in 3D range data. The
idea is to subdivide a pedestrian into parts defined by dif-
ferent height levels, and learn a highly specialized cle@ssi
for each part. We exploit the fact that most of the com-
mercial 3D laser devices retrieve the environment as a set
of individual scan lineswhich are not necessarily co-planar.
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The building blocks used for classification @egments.e. Nr__ Feature Name Nr__Feature Name
groups of consecutive points in each scan line, on which a | f  Width f2 Number of points
set of geometrical and statistical features are computed. W | fs  Circularity fa  Linearity
do not define a 3D pedestrian shape model beforehand, but| fs  Boundary length fs Boundary regularity
instead learn it from labeled data by storing the displace- | 7 Meanangular dierence fs  Mean curvature
ments between the segment centers and the person’s center] © Quadraticsplnefiting - fio  Cubicsplnefiting
. .. . fi1 Standard dev. w.r.t. centroid | fio Mean avg. dev. from median
This allows for a general and robust description for articu- fis Kurtosis wrt, centroid fue  Radius
lated and complex 3D objects. Then, each segmentis clas- | (. pca ratio f1s  Bounding box area
sified based on the likelihood of belonging to each part. We | ¢,  convex hull area

relate the output of each classifier geometrically by employ
ing a 3.5D voting approach where each segment votes for Table 1: Features used to describe the shape and statistical
the center of a person. Areas of high density in the contin- properties of a segment.
uous voting space define hypotheses for the occurrence of a
person. This allows for robustness against occlusions s no
all parts are needed for a detection. Moreover, our approach
does not rely on any ground plane extraction heuristics and
does not require any motion cues. No tracking is done in
this work.

The paper is structured as follows: Sec. 2 explains the pre-
processing steps we apply to the 3D data. Sec. 3 descrlbesscan linei. Our algorithm assumes that the 3D scanner ro-

experimental results and Sec. 6 concludes the paper. in a segment are sorted by ascending azimuth angles. The

segments constitute the primal element to extract local in-
formation.

between two consecutive points exceeds a thresholés

a result, the data is reduced to a smaller number of segments
with a higher amount of information than that of the raw data
points. We denote each segment as a%ef = 1,...,N; of
consecutive points whernd; is the number of segments in

2. Preprocessing 3D Range Data

Different systems exist to acquire 3D range data from the 2.2 Segment shape characterization

environment. Many of them rely on a scanning device that | the next step, we compute sevedascriptorsfor each
sends out laser rays and measures the distance to the cloSuytracted segment. A descriptor is defined as a function
est object. To acquire a 3D scan, such devices are usually f Sj — R that takes tha points contained in a segment

rotated about one of the main axes of the sensor-based CO-8; = {(X1,Y1,21)...(Xm,Ym.Zw)} @s an input argument and
ordinate frame. Examples include 2D range finders such as eyrns a real value. Most of the features we uge. ( f)

the SICK LMS laser scanner, mounted on a turntable that paye heen presented by Arras, Martinez Mozos, and Bur-
rotates about its vertical or horizontal axis (Lamon, Kalsk  gard (2007) and Spinello, Triebel, and Siegwart (2008), the

and Siegwart, 2006). Other devices, such as the Velodyne fo|iowing ones fs... f17) are added for this particular task:
HDL-64E, also rotate about theaxis sending out 64 inde-

pendent laser beams that are not coplanar. The Alasca XT ¢ Quadratic spline fitting this feature measures the resid-
rangefinder uses a beam deflected by a rotating mirror and  ual sum of squares of a quadratic B-Spline regressjon
4 receivers. Such sensors return point clouds that corfsisto (& piecewise polynomial approximation introduced by De
individual scan linesi.e. sequences of points that have been ~ Boor (1978)) of the points ij: fg = 3}; (S2 (%, ¥i) — Vi)
measured with the same beam. With some abstraction, we , cybic spline fitting this feature measures the residual
(Z:aDnI thus th'_”': of such ":‘j:;‘D pOIntl cloud _arf]_agoll_'e_‘;_t'on of  sum of squares of a cubic B-Spline regressigrof the
aser points arranged slicesor layers This definition oints inS:. i.e. frn= 3 V) v)2
holds also for a wide set of non-laser sensors: range cam- P ) S‘_’ 10=2i (83()(")/!) ) o ]
era data (e.g. Swissranger) or point cloud data from stereo ® Kurtosis with respect to centroidhe kurtosis is def_lned
cameras can also be transformed into sets of scan lines by ~as the fourth standardized moment of the clusigri.e.

horizontally sampling image pixels. f1p = M wheref;; represents the standard devia-
Formally, we consider a point cloudl as consisting of ) M o
layers£; = {xij}, wherexij = (xj,yij.z;). In this paper, we tion with respect to the centroid, aidthe center of grav-

demonstrate that by treating a 3D scan as a collection of 2D ity of Sj.

scans at dferent levels, known and proven techniques for o PCA ratia this feature is the ratio between the second
detecting people in 2D range data can be easily extended to  higgest eigenvalug, and the biggest eigenvalug of the
the 3D case, yielding a fast and robust people detector for  scatter matrix associated wigy. It measures the aspect

3D range data. ratio of the oriented bounding box, i.s = 1221

2.1 Point Cloud Segmentation per Layer ¢ Bounding box areathis feature represents the area of the

As a first step of our detection algorithm, we divide each axis-aligned bounding box d8;.

scan line intosegmentsusing Jump Distance Clustering e Convex hull area this feature represents the area com-
(JDC). JDC initializes a new segment each time the distance  puted from the convex hull polygon extracted frdn
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weighted sum of th@ best weak classifiers:

:
H(f) = sign[Zatht(f)],
t=1

wherea; are the weights learned by AdaBoost.

As people are usually represented only by a few number
of data points in a 3D scan, there are many more background
segments than segments on people. This makes the training
set unbalanced. Now, instead of down-sampling the nega-
tive set, which could lead to an under-representation of the
feature distribution, we use an adaptive initial weightteec
Figure 2: Learning a 3D person model. Objects are ver- Wo € RN whereN is the total number of training segments.
tically divided intoK parts. For each part an independent Usually wo is set to a uniform distribution, i.e. /M- 1N,
AdaBoost classifier is learned: all the segmented points con Where1N is the vector of dimensioN with all entries equal
tained on each scan line are considered as positive sampleslo 1. Instead we use
for theK AdaBoost classifiers.

@

Pedestrian

Pedestrian 3D sample

Part subdivision

1
wP = ——1Npos "= Nneg o = (WP, wh), (2)

2Npos neg
Table 1 lists all 17 used features. The set of feature values where Npos Nneg are the numbers of positive and negative
of each segmen®; then forms a vectdf; = (f1,..., f17). training samples. Thus, the bigger training set — in our case
the negative set — obtains a smaller weight.
- To avoid early hard decisions in the classification of seg-
3. Learning a 3D Model of People ments, we apply a sigmoid to the classification result in
The appearance of people is highly variable. Humans have Eq. (1). This can be interpreted as a measure of likelihood
different sizes and body shapes, wear clothes, carry bags,P(7" | fi) of a segment, represented by its feature vecfar
backpacks, or umbrellas, pull suitcases, or push buggies. of corresponding to a paut‘ of a pedestrian:

This makes it hard to predefine models for their appearance T akmfi) i
and motivates a learning approach based on a model thatis  gi(fi) = ==———, p(r*|f) = (1+&#23M) " (3)
created from acquired data. 2i=1 @t

3.1 Definition of Parts

We tackle the problem of the shape complexity of humans by
a subdivision into dterent height layers grarts(see Fig. 2).
The subdivision is defined beforehand and does not follow
an anatomical semantics like legs, trunk, head. Results fro
computer vision literature (Dalal and Triggs, 2005; Zhu et
al., 2006; Viola and Jones, 2002) and also our own experi-
ence show that descriptors computed in geometrically over-
lapping tessellations are powerful tools for learning an ob
ject model. Therefore, for learning a 3D person model we
createK different and independent classifiers, each corre-
sponding to a height-divided part of a human.

For training, all the scan lines that fall within a part are
considered. The model is learned from subjects with similar
heights (within15cmfrom the mean). As part classifier we
use AdaBoost (Freund and Schapire, 1997), a well known
machine learning algorithm, that has been proven sucdessfu
for people detection in 2D range data (Arras, Martinez Mo-
zos, and Burgard, 2007).

3.2 Learning the Part Detectors

whereg is the normalized sum of weak classification results
of the k-th classifier andi® is a binary label that is true if
segment corresponds to pakt

In our case we need to classify one part against all others
and the background. We therefore face a multi-class classi-
fication problem for which we follow ane-vs-allstrategy:
when training a part, all the features of the segments con-
tained in that part are considered positive samples, the fea
tures of the background and of the other parts are tagged as
negative samples.

3.3 Learning Geometric Relations

So far we described a way to classify parts of a person, now
we combine the individual classifications into a full person
detector. In computer vision, this problem is addresseatusi
part constellationgFergus, Perona, and Zisserman, 2003),
Conditional Random Fields (CRF) (Felzenszwalb and Hut-
tenlocher, 2005), or implicit shape models (ISM) (Leibe,
Seemann, and Schiele, 2005). Loosely inspired from the
latter, we propose the following voting model.

First, we use the 3D displacement information of seg-
ments to define the geometric relations that constitute a 3D
person model. Each part and each segment found in a part
are considered independently. For a segn®nfound in

AdaBoost is a general method for creating an accurate strong partz¥ in the training set, we store the 3D displacement vec-

classifier by combining a set of weighted weak classifiers,
in this case decision stumps. A decision stumplefines a
single axis-parallel partition of the feature space. Thalfin
strong classifieH (f) computed for the feature vectbiis a

tor vk, also called ‘vote’, i.e. the dierence between the cen-
ter of the person and the center 8f. Then all votes for
partz¥ are collected in a sev*. This information implic-

itly resembles dferent body poses of humans. For instance,
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pedestrian subparts. Each vote 944 is weighted by the
subpart classification likelihood of equation (4):
()
P = = ®

wherec;(k) is the value of then-element of the vector (4)
andK the number of subparts.
All generated votes are collected in a continuous voting
spaceW. High density loci represent hypotheses of pedes-
trians centers in 3D. Therefore, we estimate the modes of
part the voting space distribution. This is achieved using Mean
Shift estimation (Comaniciu and Meer, 2002) with a spheri-
3D voting model Votes associated to parts cal uniform kernel. Mean shift locates stationary pointa of
density function given discrete data sampled from thatfunc
Figure 3: Learning a 3D voting model for training the de-  tion. As soon as a mode is found, its score is computed:
tector. The displacement, or vote, between a segment and

the person center of gravity in 3D associated to each subpart NO4) e(v)) ZIN (%)
is stored asV¥. Agglomerative clustering is carried out to scorexy | W) = Z v " ple(v) = (6)
obtain a more compact representationiéf j

wherex is a converged mode ani(xx) contains all the
if the training data is acquired during a walking sequence, indices of the votes contributing to the basin of attraction
the segments contained in the lowest body part (associatedof X, €(vj) is a function that returns the part index of the
to feefankles) typically have a larger variation of displace- votevj, V; the weight value of vote;. /(-) is a function that
ments with respect to the center of gravity, i.e. the votes returns the number of parts from which the votes are orig-
are spread out wider. After all person samples have been inated. Thus/(-) is a modifier that favors people that are
processed, a large amount of votes for each part is stored. €xplained by more parts than others and it is very useful to
The final step is then to compres& for each part into a decrease strong false positives that receive vote from clut
new setVX. This is achieved using agglomerative cluster- ter at the same height. The higher the hypothesis score of
ing with average linkage and a distance threshgldsee equation 6, the higher the likelihood of detecting people in
Figure 3). Then, a weight= |74~ is assigned to each ~ Xk: Itis important to notice that this approach implements

oK g K “ K a form of simultaneous detection and segmentation: votes
clustered votey of q/k’ Whe.rel(l./.l denote; the number.of contributing to a hypothesis identify segments that belong
vote clusters for part. The intuition here is that parts with g a person.

a higher displacement variability imply a lower voting con-

fidence. Finally, to obtain a practical geometrical intetpf 5. Experiments
tion of people in 3D, we compute the average bounding box .
from all person samples. We evaluate our algorithm on two outdoor data sets collected

with a Velodyne HDL 64E S2 laser scanner. The first data
; ; set, namedPolyterrassehas been collected in a large area in
4. Detecting People in 3D the front of the ETH Zurich main building, accessible only
Our detection method processes a single point cloud as input g people and bicycles. The second data set, nafaed
and retrieves as output a set of detected people. After-aquir nenstrassehas been collected on a busy street crossing in
ing a new 3D scan, it is processed by the JDC segmentation downtown Zurich with trams, cars, pedestrians, or bicycles
step for each scan layer. Then, the feature vefgisrcom- We collected 900 full-view point clouds for the first set
puted for each segment found in each part. The likelihood and 500 for the second set. The sensor rotates with a fre-
of a segment to belong to a part is obtained by classifying quency of 51z at a maximum range limited to 20 This
the features with the Corresponding AdaBoost model. ThUS, produces around 12mo points per 3D scan. In each frame7
we obtain a vector people are manually annotated by a bounding box if they
_ 1+ Kig are represented by at least 200 points and exceinlin
G= (p(ﬂ i), plr lf'))' “) height. A second type of annotations are made for people
This defines a multiple weighted part hypothesis, there- fepresented by at least 100 points anultteight.
fore we need to find a way of properly treating this informa- .
tion. Here, we use the voting model learned in the training °-1 Training
phase (see Section 3) to generate hypotheses of person cenWe train with 203 persons, standing still and walking. We
ters in 3D. It is important to note that no assumptions about define a subdivision of 9 parts atfidirent heights given in
the position of the ground plane are done in this work. Table 2. The vote clustering threshold is sed\te: 25cm, the
We formulate a 3.5D continuous voting space proce- JDC threshold is set téy = 40cm Training has been done
dure in which each segme casts a set of non-negative  on 2592 background segments and 7075 people segments
weighed votesV,...,Vk in 3D, whereK is the number of from thePolyterrassadata set.
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Part number| Part height | # of votes
1 [0m,0.2m]

[0.2m,0.4m]
[0.4m,0.6m]
[0.6m,0.8m]
[0.8m, 1.0m]
[1.0m, 1.2m]
[1.2m, 1.4m]
[1.4m, 1.6m]
[1.6m,2.5m]

# pos. training segments
500
814
751
811
866
881
903
917
632

~

© 00 ~NO s WN
N WwWwwo wh o

Table 2: Person parts subdivision and vote set.

1

— Part 1
= Part 2
— Part 3
=~ Part 4
Part5
Part 6
== =Part7
== =Part8
===Part9

Recall

0 0.25 0.5
Precision

Figure 4: Precision-recall curve of the individual parteset
tors under the assumption of a known ground plane. Upper
body parts (nr. 6-8) show better performance partly due to
a better separation from the background, a higher point den-
sity, and a smoother shape.

The right-most column in Table 2 gives the resulting num-
ber of training samples for each part. The third column in
Table 2 contains the number of votes for each part after the
vote clustering step. Note that lower parts, related to,legs
return more votes due to the varying displacements of the
segments during walking. Only 20 decision stumps have
been learned to avoid overfitting.

5.2 Quantitative Performance Evaluation

We evaluated each part detector on 440 frames not in the
training set. To analyze the performance of the individual

classifiers, we assumed to know the ground plane and se-

lected the correct detector for each scan line. Figure 4 show
the precision-recall curve for each part classifier. It tgiin
esting to see that the individual detection performances ar
rather poor. The detectors show a high recall behavior, high
detection rates cause big quantities of false positives.
Figure 5 shows the overall precision-recall graph of the

proposed method applied to both data sets. Detections are

counted as true positives if the bounding box overlaps with
a manually labeled person by more than 60% to account

0.75) 075}

Recall
°
@

Recall

025 025
—10,10m]
——1[0,15m]
—[0.20m]

(] 0.25 0.75 1 ] 075 1

05 05
Precision Precision

Figure 5: Evaluation for 3D people detection. Each figure
depicts precision-recall graphs affdrent ranges: from 0 to
10m, 15m, and 20n. Left: Detection performance for the
Polyterrassedata set, the Equal Error Rates (EER) are 96%,
71%, 65%. Right: Precision-recall graph for th€&nnen-
strassedata set, EER values are 95%, 76%, 63%.

The performance increase over the individual part detec-
tors is significant. The false positive rate is greatly daseel
while the true positive rate is increased. This means tkeat th
part classifiers are diverse and complementary: if some part
do not return positive classifications, others do. This prop
erty is likely to explain the result shown in Fig. 1 where the
detector correctly finds the child although no child was in
the training set.

The figure also shows how the detection performance de-
creases with distance from the sensor. ForRblyterrasse
data set, the Equal Error Rate (EER) for ranges between 0
to 10mis 96%, to 1Bnit is 71% and to 2Mit is 65%. For
the Tannenstrassdata set, the respective numbers are 95%,
76%, and 63%. The decay is mainly caused by point sparsity
that leads to oversegmentation and less distinctive gescri
tors. This loss of detail renders the distinction of people
from vertical structures of similar size such agfitasigns or
pillars more dificult. The overall performance is compara-
ble in both data sets although tRelyterrassesnvironment
is well structured while the crossing of tiannenstrassis
a rather busy place with clutter and all kinds of dynamic ob-
jects. Note that the person model was learned only with data
from thePolyterrasseenvironment.

In our evaluation set, people are described by 1062 points
on average when they are in a range of 0 ton10y 557
points in a 1B range and by 290 points in a @0range.
Therefore, a 73% decrease in the number of points, from
10mto 20mrange, causes only a 23% performance loss. Fig.
6 shows the detection results of two example frames.

A C++ implementation of the proposed method, not op-
timized for speed, obtains 1Hz detection frequency in an
average 3D scan, limited to &Amaximum range, of around
75,000 points.

6. Conclusions

for metric inaccuracies in the annotation and the detec- In this paper we presented a principled learning approach to
tion. Adopting the no-reward-no-penalization policy from people detection in 3D range data. Our approach subdivides
Enzweiler and Gavrila (2009), when a detection matches an a person into parts atfiierent height levels. For each part a
annotation of the second type, no true positives or no false specialized AdaBoost classifier is created from a set of geo-
positives are counted. metrical and statistical features computed on segments. Th
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Figure 6: Two example frames showing detection resultsdiboges Left: A frame of thePolyterrassedata set. Closely walk-
ing people and a partly visible individual standing closé®sensor are correctly foungight: A frame of theTannenstrasse
data set showing a cluttered urban street crossing withlpepiiars, street signs, and a tram just entering the scBeeple
are correctly detected while crossing the street and waliira large distance to the sensor. There are two false\@ssiti the
lower left part of the picture caused by a glass window witttivel steel poles.

classifiers mutually enforce their evidence acrosiedint

heights by voting into a continuous space. This approach al-

Felzenszwalb, P., and Huttenlocher, D. 2005. Pictorial structures

for object recognitionint. Journ. of Comp. Vi2:66-73.

lows for the detection of people from partial views and does Fergus, R.; Perona, P.; and Zisserman, A. 2003. Object clagg-rec

not require knowledge of the ground plane. In experiments

with two different data sets in cluttered urban environments,

nition by unsupervised scale-invariant learninBEE Conf. on
Comp. Vis. and Pat. Recog. (CVPR)

a classification rate up to 96% has been achieved which is Fod. A.; Howard, A.; and Mataric, M. 2002. Laser-based people

a high value given that we detect people from a single 3D
scan. In future work, we plan to combine this method with
tracking to integrate detection results over time.
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Multiclass Multimodal Detection and Tracking in Urban
Environments

Luciano Spinellé 3 Rudolph Triebél Roland Siegwatt
TSocial Robotics Lab, University of Freiburg, Germany
$ Autonomous Systems Lab, ETH Zurich, Switzerland

Abstract

This paper presents a novel approach to detect and track peoplararizhsed on the com-
bined information retrieved from a camera and a laser range scannggr data points are
classified by using boosted Conditional Random Fields (CRF), while the ilvegpd detec-
tor uses an extension of the Implicit Shape Model (ISM), which learnsdetmmok of local
descriptors from a set of hand-labeled images and uses them to votenters of detected
objects. Our extensions to ISM include the learning of object parts and termpéesks to ob-
tain more distinctive votes for the particular object classes. The detectmmsbibth sensors
are then fused and the objects are tracked using a Kalman Filters with multiple muiibn
els. Experiments conducted in real-world urban scenarios demonstratéstttezeness of our
approach.

1 Introduction

One research area that has turned more and more into the focus oftidteeg the last years
is the development of driver assistant systems and (semi-)autonomsusngaarticular, such
systems are designed for operation in highly unstructured and dynaniforenents. Espe-
cially in city centers, where many ftierent kinds of transportation systems are encountered
(walking, cycling, driving, etc.), the requirements for an autonomoutesysire very high.
One key prerequisite is a reliable detection and distinction of dynamic objectgelhas an
accurate estimation of their motion direction and speed. In this paper, wesadthis prob-
lem by focusing on the detection and tracking of people and cars. Oiensys a robotic car

1
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equipped with cameras and a 2D laser range scanner. As we will shousehef diferent
sensor modalities helps to improve the detection results.

The system we present employs a variety dfedient methods from machine learning and
computer vision, which have been shown to provide robust performamesxtend these
methods obtaining substantial improvements and combine them into a complete system
detection, sensor fusion and object tracking. We use supervisatdAdgadechniques for both
kinds of sensor modalities, which extract relevant information from laagelHabeled training
data sets. In particular, the major contributions of this work are:

e Several extensions to the vision based object detectdt efbe et al, 2003, that uses
a feature based voting scheme denoted as Implicit Shape Models (ISKMn&ar im-
provements to ISM are the subdivision of objects into parts to obtain a néeeatitiated
voting, the use ofemplate maski discard unlikely votes, and the definition sfper-
featuresthat exhibit a higher evidence of an object’s occurrence and are meig tik
be found.

e The application and combination of boosted Conditional Random Fields (foR€ps-
sifying laser scans with the ISM based detector using vision. We use a Kdlitan
(KF) with multiple motion models to fuse the sensor information and to track the objects

in the scene.

This paper is organized as follows. The next section describes woarksthalated to ours.
Sec. 3 gives a brief overview of our overall object detection and imgckystem. In Sec. 4,
we introduce the implicit shape model (ISM) and present our extensionsb5$escribes our
classification method of 2D laser range scans based on boosted CondRamtbom Fields.
Then, in Sec. 6 we explain our sensor fusion techniques and our g&dhabject tracker.
Finally, we present experiments in Sec. 7 and conclude the paper.

2 Redated Work

This section presents the scientific literature related to people and vehictdiaetelt is
organized in three parts: the first discusses range based apmpteheecond image based
methods, and the last one presents the related work in the area of lesmacaultimodal

detection.

2.1 Range-based methods

Several approaches can be found in the literature to identify a persdd las2r data. A
popular approach is to extract legs by detecting moving blobs that appéarad minima in

the range datfFodet al, 2002; Scheutet al, 2004; Schulzt al, 2003. They characterize
people by computing geometrical and motion features. When motion featerasext, people
that do not move can not be detected. The workTopp and Christensen, 2008vercomes

2
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this problem, obtaining good results in an cluttered indoor environnheliahnelet al., 2003
consider the problem of classifying beams in range scans that areeadfleec dynamic ob-
jects. An expectation maximization (EM) estimation is run in order to determine wieiamb
has been reflected by a dynamic object as a person. The woXawfer et al, 2009 is also
based on the identification of people by geometrical features on the reageThey segment
data into clusters and they apply a set of heuristics in order to distinguiske®etimes, circles
and legs. The first work that formulates the problem of detecting peojgléeagning problem
in a principled manner has been developedAyaset al, 2007. They use geometrical and
statistical features computed in clusters extracted from the scan in ordarmcaléddaBoost
classifier. Excellent results have been presented for indoor envirdarfleuberet al,, 2004
also make use of learning techniques for detecting and tracking selasses of objects using
unsupervised creation of exemplar modéhsraset al, 2009 use a multi-hypotheses tracker
to adaptively address the problem of occlusions and self-occlusioaa wacking multiple
pedestrians in range dafd.au et al,, 2009 track groups of people by using a distance cluster-
ing in a multi-hypotheses tracking system.

Detection of people in 3D range data is recently gaining attention in the robatins c
munity. [Navarro-Sermengt al, 2009 use a ground detector, PCA analysis and geometrical
descriptors classified by Support Vector Machines for detecting péapte3D data retrieved
from several nodding laser rangefinddiSpinelloet al., 201d detect people in 3D point cloud
data by using a smart part-based voting approach based on banksefll@alaBoost classi-
fiers. This method is appealing for its generality (it does not need anydrdetector) and for
the accuracy of the results.

A successful work in the field of vehicles detection using range data isnth@fPetro-
vskaya and Thrun, 2008hat focuses on tracking and detection of multiple vehicles via a
model based approach. It encompasses both geometric and dynan@tipsopf the tracked
vehicle in a single Bayes filter. Other approaches based on segmentatiolassification are
the one of Zhao and Thorpe, 199@nd|[Strelleret al, 2004. The first enforces a rectangular
model of a car in range data by using heuristics on extracted lines andmugegended Inter-
active Motion Model for tracking. In the latter, several motion models aeel asid applied to
simple geometrical models of vehicles.

2.2 Camera-based methods

In the area of image-based object detection, and people detection in |gaytibare mainly
exist two kinds of approaches (sEénzweiler and Gavrila, 200%or a survey). One uses
the analysis of aletection windowor templategGavrila and Philomin, 1999; Violat al,,
2003, the other performs arts-baseddetection[Felzenszwalb and Huttenlocher, 2000;
loffe and Forsyth, 2001 The detection window approach uses a scalable window that is
scrolled through the image. For each step, a classification of the image a®rathe detec-
tion window is obtained. A template-based detection technique is similar to the psgvite-
scribed approach, but in this case a simple distance measure is computedrbttesedges in

3
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the image under the template silhouette and the silhouette itself. Part-based debettiods

aim at independently detecting parts to obtain location hypotheses for ebjgetso There
exist plenty of computer vision based people detection systems describeel litethture.
Here, we refer to the most successful onfiseibe et al, 2005 presented an image-based
people detector usingnplicit Shape Model8 SM) with excellent detection results in crowded
scenes. This method is based on a datababagof words called codebook, extracted from
standard descriptors, that vote for object centers. A mean shift maoideagen is used to
define object hypotheses in the continuous space and a minimum descripgom teethod

to select the winning ones. In earlier works, we showed already extensiothis method
with a better feature selection and an improved nearest neighbor $€ainklloet al., 2008b;
Spinelloet al., 20083. Another image-based person detection algorithm that obtained remark-
able detection results has been presentddayal and Triggs, 2005 This method is based on
the classification of special image descriptors called Histogram of Orientadi€dits (HOG),
computed over blocks of flerent sizes and scales in a fixed size detection window. The HOG
descriptor is based on a collection of normalized image gradients on eachleeliesulting
high dimensional vector is then classified with a linear support vector ma¢giid). [Zhu

et al, 2004 then refined this detector by using a fast rejector-based SVM cascalitzéod

the presence of a person in the detection window.

Unlike human bodies, cars have relatively peculiar characteristics inwsteusuch as four
wheels, a certain number of pillars, two bumpers, etc. The appearativesefparts changes
due to diferent car models, view points and lighting conditions. The methods already dis
cussed for people detection are also used for detecting Hagtoe et al, 2007 detect and
track people and cars by using stereo system and an ISM approachddtection hypotheses
are selected via an optimization that takes in account overlaps betweetiahstead between
object categories[Zheng and Liang, 20QScompute ’strip features’ to describe image loca-
tions with arcs, edge-like and ridge-like patterns that are frequentlydfounvehicles. They
learn a complexity-aware RealBoost to produce a fast and accuragéickt®on method[Pa-
pageorgiou and Poggio, 20008etect cars and people by using an overcomplete set of Haar
features classified with a support vector machine method.

2.3 Multimodal approaches

Most existing people detection methods based on caaretaser range data depend on hard
constrains or hand tuned thresholdirl@ui et al, 2009 use multiple laser scanners at foot
height and a monocular camera to obtain people tracking by extracting ridestep can-
didates. [Zivkovic and Kidose, 2007 employ a range-based leg detector and boosted Haar
features from camera images to detect people by using a probabilistictruBegb methods
cluster laser data points using a Canny edge detector and they extralotisiimage features

to detect body parts. These approaches, based on simplistic procetsiata, are hardly
suited for outdoor scenarios due to presence of clutter in image and datee Moreover,

in such environments a large illumination variability coul@leat the descriptiveness of fea-

4
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Figure 1: Overview of the method.

tures based on simple intensity-based descriptors (Haar featuresjorkef [Schulz, 2006
uses probabilistic exemplar models learned from camera and laser dataappties a Rao-
Blackwellized particle filter (RBPF) to track a person’s appearance in dlte dThe RBPF
tracks contours in the image based on Chamfer matching as well as pointcindtee laser
scan and computes the likelihood offdrent prototypical shapes in the data. However, in
outdoor urban scenarios occlusions are very likely, thus a contour mgtapproach does not
represent an appropriate choice for dealing with partial object visibiliguexthless, RBPF is

a computationally demanding technique, specially when tracking multiple objectsciene.
[Douillard et al, 2004 employ a Conditional Random Field (CRF) learned on 2D laser data
and robust image features to detect multiple classes of objects (i.e. cap$e,peegetation).
Promising results are obtained, but occlusions and overlapping objexitide hypothesis,
critical for yielding good results in any frame, are not handled by the élgor The work

of [Premebidaet al., 2009 does not implement tracking of objects but it evaluates several
centralized and decentralized fusion rules with standard vision and lassstars.[Wender

and Dietmayer, 20d&mploy a camera and a laser scanner to detect cars in front of a robotic
platform. They use simplistic heuristic rules on range data for estimating the wileirgf the
vehicle (front, side etc). Thus, they apply an AdaBoost-based imagetdeteined with Haar
features on dferent car viewpoints.

3 Overview of Our Method

Our system consists of three main components (see scheme in Fig. 1):
e an appearance-based detector that processes data from a camera imag
e arange based detector that processes data from a laser rangefinder

e a tracking module that fuses the information from both sensor modalities anies
an estimate of the motion vector for each tracked object.

The laser-based detector is based on a Conditional Random Field (foRf)jated with
a boosted set of geometrical and statistical features of 2D laser rategeldee image based
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detector extends the multiclass version of the Implicit Shape Model (IS¥teet al., 2007.
The vision-based detector operates only on regions of interest obfaamegbrojecting range
data into the image to constrain the position and scale of the detectable objecitsafie
fusion” step). The tracking module applies a Kalman Filter with twifedént motion models,
fusing the information from camera and laser. In the following, we des¢hbeparticular
components in detail.

Mathematical notations Throughout this paper we use the following mathematical nota-
tions:

e avectoris denoted with a bold letter, e.g.
e amatrixis denoted with a bold capital letter, for examgle

e setsis denoted with calligraphic capital letters. For exampleThe cardinality of a set
C is expressed by the notatidi@l|.

e numerical constants are denoted with capital letters.

4 Appearance Based Detection

Our vision-based people detector is mostly inspired by the worlkeibe et al, 2009 on
scale-invariant Implicit Shape Models (ISM). In summary, an ISM consisasset! of local
region descriptors calledodebookand a setV of displacements and scale factors, usually
namedvotes for each descriptor. The idea is that each descriptor can be foutittexent
positions inside an object and affférent scales. Thus, a vote points from the position of
the descriptor to the center of the object as it was found in the training databt@in an
ISM from labeled training data, the descriptors are computed at interggtgasitions and
then clustered, usually using agglomerative clustering with a maximal distamesihahddy.
Then, the votes are obtained by computing the scale and the displacement aifj¢lats’
center to the descriptors. A training dataset consists in a collection of imadédsreary image
masks defining the area and the position of the objects in each image. Fotabhtome new
descriptors are computed on a testimage and matched against the desgrifitercodebook.
The votes that are cast by each matched descriptor are collected ivetiBD spaceand a
maximum density estimator is used to find the most likely position and scale of ar.objec

In previous works, we presented already several improvements ofahdasd ISM ap-
proach [Spinelloet al,, 2008a; Spinell@t al, 20084. Here, we show some more extensions
of ISM to further improve the classification results. These extensiongcohoth the learning
and the detection phase and are described in the following.

Appeared in: Intern. Journal of Robotics Research (IJRR) 29(12): 1498-1515, 2010 129



Articles on Pedestrian and Car Detection (Chapter

4.1 |SM Extension: Generating a Superfeature Codebook

In the standard ISM formulation, the process of generating a codehmeskribt include any
feature selection. This has two potential disadvantages: first, a cddétroa given object
category may contain many entries, and second, each entry may castuahtgygof votes.

One possibility to reduce the number of codebook entries is to increase taweodishreshold

¢ when creating the codebook. However, in this case each entry in thbauldeepresents a
larger variability of descriptors which leads to more votes per entry. Wheaohing a code-
book to new descriptors found in a test image, usually the same distandeoldrég is used

as when generating the codebook. Thereforgy it large, more matches are found for a given
new descriptor. Bothfeects result in a larger number of votes, which increases the number of
false positive detections.

The goal of asuperfeaturecodebook is to overcome these disadvantages by collecting
more informed descriptors that cast stronger votes. We define sapede as features that
are stable in image space and in descriptor space. This means that aatwperis frequently
found in the training set, at approximately the same image position with respeet objerct
center, and its variability in descriptor space is low. This definition ensued$ahsuperfea-
tures a high evidence of the occurrence of the object is combined with ghifiability to
encounter an interest point. L&t be defined as the set of all interest points found inside the
segmentation masks in the training data. Each eleme@t aé a three-dimensional vector,
where the dimensions are the relative displacemgnitAy) between the location of the inter-
est point and the object center, and the scadé which the interest point has been detected.
Let furthermorex be a function that maps frod@* to the D-dimensional descriptor spaife.

In the training phaseg is computed for all interest points in the labeled images. To compute
superfeatures, we perform four steps. First, we determine points tlattey dense areas of
O* by applying mean-shift mode estimatib@omaniciuet al, 2001. This way, we obtain a
reduced se®* of interest points, i.e.:

O = ms(px,py,ps, O+), 1)

where ms{) indicates the mean shift estimator with uniform ellipsoidal kefkiedf semiaxes
Px.py @andps. We setfoy = py in order to give equal importance to interest points found in both
directions. In our implementation we usg= py = 5 andps = 0.2. Thus,0* consists of théM
modeso;, ..., 0}, of the interest point distribution i@* as found by the mean-shift estimator.

In the second step, we determine for each nmjde setJ; of image descriptors that have
been computed at interest points inside the kernel arofinice.

Ji = {k(®) Ip € 0" nK(0))}, 2)

whereK(0;') denotes the ellipsoidal kernel centered at the majdehen, we apply agglom-
erative clustering with average linkage to the descriptor;in.e.

7
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{C1,C2,...} =ac(¥4, 1), 3

where ag-) represents a function that computes agglomerative clustering with distaashk-th
old ¥4, andC1,Ca, ... are the resulting clusters in descriptor space.

In the last step, we remove all clusters with cardinality smaller than a threshadd
store the centroids of those clusters that are bigger than the median ofdiveatity of the
remaining clusters into the descriptor &t or formally

I :={cnC) |C €€ A [ICll > md(E)}. (4)

Here,€ denotes the set of all clusters that are bigger tharen() computes the centroid of a
cluster, and mdj returns the median cluster cardinality. The resulting superfeature cokleb
I is defined as

M
= Jr. (5)
i=1

The computation of the set of votdg* for 7* follows the same procedure as in standard ISM.

The resulting superfeature codebaGkhas less elements than the standard ISM codebook
and each entry is associated to less votes. Figure 2 shows a visualaxplaf the superfea-
ture codebook generation. It is interesting to see that the superfeathezently reflect the
skeleton of the object. In case of a pedestrian, superfeatures are ta&sthyin theA-shaped
area between the legs, and nearby the shoulders. Even though tliissreictly related to
the kind of interest point detector (e.g. Harris and Hessian interest poimtscated either on
corners or on blobs), it intuitively reflects distinctive local areas foecking pedestrians. This
result is in agreement with other local weighting methods found in the area geinased
people detection (see e.g. the discussiofDaflal and Triggs, 2005on the high classification
weight that such areas receive).

4.2 |SM Extension: Learning Object Parts

The aim of this procedure is to further enrich the information retrieved indkiagy process by
distinguishing between fierent object parts from which the vote has been cast. The segmen-
tation into parts is computeditine during the training process for each object category. Here,
an object part is defined as a circular sector, where the circle centegrisdwith the center

of the bounding box that encompasses all training instances of an olgisst This definition

of an object part is motivated by the fact that the displacement vectoeddstoan ISM vote

for object centers. Hence, a natural way to distinguish the voters in tinengalata is with
respect to the orientation of their displacement vectors.

8
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Descriptors T*
Clustering

Accumulated Mean shift
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g interest points ot mode estimation

Superfeatures ISM
Superfeatures Codebook

Figure 2: Generation of a superfeature codebook. Suparésaare stable features in image and
descriptor space. First, all interest points from the trgjrdata are accumulated in a continuous
space. Then, high density areas are found using mean shift esiimation. In the next step, we
consider the descriptors associated to the clusteredspaimtt segment them using agglomerative
clustering. From the resulting clusters, we select thoaedre larger than the median and store
them together with the votes from the associated interastpm the superfeature codebook. In
this example, we used Shape Context descriptors computeesaiat interest points (in red) for
the class 'pedestrian’. The position of the superfeaturesiapicted in green.

To distinguish appropriate object parts, we perform three steps. Weagtin with the
accumulated sed™ of interest points from the training data set. Then, we compute the orien-
tation angle of each displacement vector with respect to the horizontal limegihthe center
of the bounding box that encompasses all object instances (see FAJl @)ientation angles
are collected in a sefl. Finally, we applyk-means clusterinfj_loyd, 1983 to the elements of
A. The problem here is that the numb€rof clusters is not given beforehand. We solve this
by re-running the clustering algorithm with increasing valueK @ind evaluating the resulting
clusters with the Bayesian Information Criterion (BlSchwarz, 197B The BIC can be used
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Algorithm 1: K-means clustering with estimation of the number of cluster
Input: Set of orientation angleg from voters
Output: Optimal set of clustery*

Ke1

Polg « —o0

Prew ¢ —o0

W0

while bpew> boig do

A «— A

A «—kMeans (A, K)

boid < Bnew

Brew —2|n(Rﬁ§§ﬁl)) +KIn(|Al)  Compute BIC using residual sum of squares (RSS)
K«—K+1

end
return A*

for model selection from a class of parametric models witfedent numbers of parameters.
It represents a balanced score based on the likelihood of the model amnipdexity. Our
overall clustering method is summarized in Algorithm 1. We note that the Res&ilumalof
Squares (RSS) of clusters obtained with iki@eans algorithm decreases monotonically with
growing K. The RSS is exactly 0 whelk = ||A||, i.e. when each data point defines its own
cluster. The BIC is used to traddéf@ low residual error with a low model cost. Once the
BIC does not increase any longer, the maximum is found and the prdogss 3o perform
k-means clustering oA, we need to take care of the fact that the orientation angles are pe-
riodic, i.e. 0 needs to be identified withr2 Fortunately, ink-means clustering only relative
distances between points and clusters are required. Thus, we casereptdn element il by

a corresponding point on the unit circle and use the arc length betweesutlipoints as the
distance metric for clustering. When clustering is comple#ds represented by a collection
of angle intervals:A = (ay,...,ax], wherea = [@j_1,¢;i) is an angle interval that defines an
object part.

An example of the outcome of our clustering algorithm is shown in Fig. 4. Note tha
although our algorithm does not explicitly search for a semantical submtivis the object
(e.g.: legs, arms, etc. in case of the pedestrian object category), ithedess resembles this
automatically without human interaction. In Sec. 4.4 we describe how we usextieisded
shape information for hypothesis selection.

10
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Figure 3: Subparts are computed by accumulating interestsateratively runningk-means
clustering, and using the BIC to score the cluster result.

4.3 |SM Extension: Learning Shape Templates

Based on a similar reasoning as described in the previous section, wesprapother exten-
sion to the standard ISM approach to distinguish the votes with respect tquladity. The aim
of this is to discarautlier votesi.e. those that are cast from interest points located in unlikely
areas for a given object class. Outliers are caused by training exawifilesn unusual shape
where some interest points lie outside the most likely shape of the object. &oipkx there
might be training examples of the class “pedestrian”, where a persomtjyrextends the
arms. Then, if there are interest points detected on an arm, the resultitecdisgnt vector
stored inV will be very rare and thus correspond to an unlikely vote. Later, in thectiete
phase, this causes problems, because such an unlikely vote is treateddmtnevay as likely
ones, causing many false positive detections.

A first attempt to detect and remove outlier votes has already been mddeibget al.,
2005. There the authors compute a combined optimization between expected sd@gmenta

11
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Figure 4. Clustered object parts (colored sectors) and &mphasks, overlaid as brightness val-
ues, for the classgmedestriarandcar-sideview Both are computed from the training set. Note that
even though the object parts are computed unsupervisgtethéit some semantic interpretation.

and silhouette matching via Chamfer match[Bprgefors, 198B This approach is compu-
tationally expensive and it is influenced by noise due to the nature of qomatching. In
contrast, we propose a probabilistic approach. Instead of relying oobiket’s silhouette to
determine outliers, we use the entire binary shape masks from the training8yaddigning
all shape masks for a given object class so that their center points aareilby computing
the average mask, we obtain a gray value nmigslith pixel values between 0 and 1. This
procedure is similar to the one used to produce eigenf&iesvich and Kirby, 198F. These
pixel values can be interpreted as prior probabilities for the location ofesitgroints in the
given object class. We denoig as thetemplate maskf the object class. Naturally, all train-
ing images used to create the template mask are given in scale 1, but we dartevbtdate
masks at dterent scales by scaliny. using bilinear interpolation.

An example of the template masks which we obtained for the classes “pedestniin
“car-sideview” is shown in Fig. 4. Here, the template masks are visualizedgness values
together with the part clustering method presented in the previous secti@anA® seen, the
average shapes of both object classes are clearly visible.

4.4 |SM Extension: Multiclass Hypothesis selection

After learning standard codebooKs, superfeature codebooks, segmented object pat,
and template masKg. for each object class=1,...,C from the training data as described
before, we incorporate these information into the detection step. Hereaveett perform
some further adaptation to the standard ISM approach, as we assume alasslipoblem.

12
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Before however, we formulate the detection step mathematically.

After computing interest points and shape descriptors for a given tesejrtaglatter are
matched with all codebook&: and 7, and the modes of the voting space are computed using
mean-shift, as described above. bgt= (X, Ye, ) be a resulting mode, i.e. a possible center
location c,Yc) of an object of class and its scales;. We will refer toh; as ahypothesiof
classc. Furthermore, leX be the interest point locatios of all voters that were responsible
to create hypothesis.. As in standard ISM, each vote has an assigned voting stremgth
In the following, we will include the voting strength as an additional dimension egthint
location vector, i.ex; = (X, Vi, S,W;). Using this, we define aoting scoreas

. 1 if x; results fromZ:
vs(hc) = Z 22WTe(%,¥i,he), - where b :{ 0 if x: results fromlz

Xi€X¢

(6)

andTc(X, Vi, he) is the evaluation of the template mask at positiqny) after placing its center

at (X, Yc) and rescaling it withs; (see above). This means that the quality of a hypothesis is
influenced by four values, namely the number of votes, their stremgtWwhether they arise
from a superfeature match, and the prior quality of the voters obtainettfre shape template
Tc. Unlikely votes with respect to the shape template receive a very low weightteeir
contribution to the hypothesis score is strongly reduced.

Furthermore, for each object clas®e make use of the information of the learned subparts
Ac. The idea is to obtain an information about the amount of parts that havedesssted.
Intuitively, a foreground object is expected to have most of the partsdegdicted, instead,
an occluded object appears with less parts. To account for fferatit object parts from
which votes may be cast, we first formulate the voting scoge which is restrictedto an
interval ax = (ak-1,ak) Of orientations of vote vectors, wheke=1,...,K is the index of the
corresponding object part, i.e.

W= Y wTiyhd and afx) = arctar ©

Xi€Xe, ak-1<a(Xi)<ak

M—%)
Xi — Xc

All part-based scores are then collected iR-dimensional vectof defined as
&(he) = (vsi(he),...,vsk(he)). 8)

Intuitively, this is a weighted histogram of votes where each bin correfsptma learned
object part, or equally a sector of vote orientations.

To find the best hypothesis we define a partial orden all hypotheses based on a function
Ar as

K
hi <hj e A (&().&(h))) <0 where A (&(hi).&(h))) = Zsign(fk(hi) —&(i))  (9)
k=1
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Algorithm 2: Multiclass detection with ISMe

Input:
¢ Interest pointx; and corresponding shape descriprfom a new test image

e codebookdy,...,Zc, superfeature codebooks, ..., I and votesV,..., Ve
for all C object classes

e minimal hypothesis scoremin

Output: Set of optimal object hypothes&s*

H* — 0

Pyin < oo

while hyin > omin do

forc=1toCdo

D « FindMatches (Z¢,{di})

D¢ « FindMatches (7¢,{di})

Y « CollectVotes (De, DE, Ve)

Hc <« mSox, py,ps, Yc) Mean-shift operation, returns set of hypotheses
Findhg s.t. he < hg Vhe € He, he # hg Best hypothesis for clags see Eqn. (9)
['c « ComputeHypothesisArea (hy) see Eqn. (10)

end

h* < argmax:(I's,....Tc)
hwin < vs(h®)

H* — H*Uh*

end
return H*

whereé&g(h;) indicates the value contained in the tkirof the histogram for the hypothesis
h;. Intuitively, the functionA, measures for which of the hypothetical objects the individual
object parts are stronger represented in the voting space. Usingqme(can determine the
hypothesisy with the highest order of all hypotheses for clasén case of ambiguity we use
the one with the highest global score ys(

However, to determine the strongest hypothesis across all objectg;lagsean not simply
compare the scores, as they are basedfdardint codebooks with fierent numbers of entries.
Instead, we use another measure based on the @bgatihat is covered by a hypothesis. The
idea here is that all point locations i of votes that were responsible flog, can be viewed
as small patches inside an object that contribute to the entire shape of the jisjeas pieces
of a puzzle. To formulate that, we define a square regi@ar) around eacky; with side length
proportional to the scalg. For the hypothesik; we can then define the relative area covered

14
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Figure 5: An urban environment with cars, pedestrian anérotivjects as it is perceived by a
2D laser.Left: Laser beams are shown in red, circles represents the neegsoints. Gray beams
indicate out of range data due to material reflections, slate@ étects and particular object poses.
Center: Resulting JDC clustering of the scene. Orange lines depactsecutive points segmented
in the same clusteRight: A Delaunay triangulation is build on the centroids of thgreents. This
defines a graph among segments.

by all vote patches as

_ aredUgen v(x)

“TIOOY) 1 Ty, he) = 051

where the function areg(computes the area of the joint region, and the denominator approx-
imates the area of the object by counting all points in the shape template thatedyetdik
be inside the shape. Care has to be taken in the case of overlappingygatiselses. Here,
we compute the set intersection of the interest points in the overlappingradesssign their
corresponding values alternately to one and the other hypothesis.

Once an optimal hypothedig across all classes is found, we remove all the votes coming
from those features that contributedhia because we assume that an image feature belongs
to just a single object. The scores are then recomputed until a minimumesggris reached.
Algorithm 2 summarizes the individual steps.

(10)

5 Structure Based Detection

For the detection of objects in 2D laser range scans, several appsdaabve been presented in
the past (see for examplérraset al, 2007). Most of them have the disadvantage that they
disregard the conditional dependence between data in a close neigbthohh particular, they
can not model the fact that the ladebf a given laser segmew; is more likely to bel; if

we know thatl; is the label ofS; given thatS; andS; are neighbors. One way to model this

15
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conditional dependency is to use Conditional Random Fields (CREfgrty et al, 2001,

as shown byDouillard et al, 2009. CRFs represent the conditional probabilitff | s) using

an undirected cyclic graph, in which each node is associated with a hidddom variable

li and an observatiog. In our casel; is a discrete label that ranges over &elient classes

(pedestrian, car and background) and a feature vector extracted from the 2D segm®&nt

in the laser scan. A preprocessing step on range data has been deforddrimo produce

segments for the CRF detector. We use a simple clustering technique to grany points,

called Jump Distance Clustering (JDC). It is fast and simple to implement: if thikdEan

distance between two adjacent data points exceeds a given thresheldchluster is generated

otherwise the point is added to the current cluster, see Fig. 5-centdr.cisster, or segment,

is defined as the set of poinf. Moreover we compute a Delaunay triangulation between the

centroids of each segmeSt in order to create a graph that connects clusters, see Fig. 5-right.
Assuming a maximal clique size of 2 for the graph, we can compute the condliaia

ability of the labeld given the observatiorsas:

N
1
P19 =z | [etsh) [ | wis.sitily. (11)
i=1 @i,))e&
whereZ(s) =Y, ]‘[iNzlgo(s, D ipesw(ssli, I’j) is usually called theartition functionand& is
the set of edges in the graphandy represent node and edge potentials.
To determine the node and edge poteniatsdy we use the log-linear model:

@(s, Ii) = gns1) (12)
w(s.sp.li.lj) = @G st (13)

wheref, andfe are feature functions for the nodes and the edges in the graphi,ariue
are feature weights that are determined in the training phase. The compuofatierpartition
function Z is intractable due to the exponential number of possible labelingsastead, we
compute thepseudo-likelihoogwhich approximateg(l | s) and is defined by the product of all
likelihoods computed on th@arkov blanke{direct neighbors) of nodie

e(s.1) [ ] wisisilih)

SjEN(Si)
JAEE (14)
ng(s,l{) [ w(sp.s.110)
I sieN(s)

Here,N(s) denotes the set of direct neighbors of node the training phase, we compute the
weightsu = (up, Ue) that minimize the negative log pseudo-likelihood together with a Gaussian
shrinkage prior as itlRamoset al,, 2007:

(15)

L(u) = —logpl(l |9 + %
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For the minimization ofL, we use the L-BFGS gradient descent methioid and Nocedal,
1989. Once the weights are obtained, they are used in the inference phasktteefiabeld
that maximize equation (11). Here, we do not need to compute the partitioticiui#¢ as it is
not dependent oh We use max-product loopy belief propagation (BP) to find the distributions
of each label;. The final labels are then obtained as those that are most likely for edeh no

In our case the Delaunay triangulation among segments defines the stifctoeenet-
work. We use a set of statistical and geometrical features for the nbties GRF, e.g. width,
circularity, standard deviation, kurtosis, etc. (for a full list §8pinello and Siegwart, 2008
However, we do not use these features directly in the CRF, becaustatedifRamoset al.,
2007 and also from our own observation, the CRF is not able to handle non-lieedions
between the observations and the labels. Instead, we apply AdaBoesnd and Schapire,
1997 to the node features and use the outcome as features for the CRF. Ruarticmlar
classification problem with multiple classes, we train one binary AdaBoodiiéagor each
class against the others. As a result, we obtain for each clas®t ofM weak classifiersy’
(in this case decision stumps) and corresponding weighfic@atse; so that the sum

M
ge(s) = ) afhi(s) (16)
i=1

is positive for observations assigned with the class lalaid negative otherwise. Note that
the absolute value @ can be interpreted as a classification quality. To obtain a classification
likelihood, we apply the logistic functioa(x) = (1+e %)~ to g.. We do this for two reasons:

first the resulting values are between 0 and 1 and can be interpretedldmdkis of corre-
sponding to class. Second, by applying the same technique also for the edge features, the
resulting potentials are better comparable. Thus, the node feature fufctbthe segment
featuress and the label; is computed as:

fn(s. li) = a(gi(s)) 17)

For the edge featurdg we compute two values, namely the Euclidean distance between the
centroidsc; andc; of the segments; andsSj, along with a valugy;j defined as:

gij(s.s) = sign@i(s)g;(s;)) - (Igi(s)l + 1g;(sj))- (18)
Thus, the value ofj; has a positive sign if AdaBoost classifigsands; into the same class
and otherwise it is negative. The absolute valug;pfs the sum of the classification qualities

of AdaBoost. Ifgi(s) andgj(sj) are far from O them;; has a high value, and viceversa. To
summarize, we define the edge features as:

oy ] @ei-cl) algi(s, s ifli=1
fE(S’S”I"IJ)_{ (0J JO)T J othervx;ise (19)

The intuition behind equation (19) is that edges that connect segments wihlelels have
a non-zero feature value and thus yield a higher potential. The latter is sorme&faged to
as the generalized Potts model (§Betts, 195D).

17
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6 Object Tracking and Sensor Fusion

In this section we explain how to combine the two sensor modalities together. e Raualy
image data is used for “early fusion” and then combined in the tracking sysiém.early
fusion step consists in a technique for constraining the vision-basedatatesalient image
regions. The tracker combines detection results from camera and lasevemtually solves
data association.

An important factor in our multisensor system is the extrinsic calibration betea®sera
and laser. Internal camera parameters are estimated by computing intrinsia cafiteration
[Zzhang, 1998 We employ the method explained[iPless and Zhang, 20Dt calibrate the 2D
laser rangefinder with the camera. The procedure consists in simult&neollscting image
and range data of a planar checkerboard placed in front of a rolliff@rent positions and
orientations. For each pose of the planar pattern, the method constragn$rthsic parameters
by registering the laser scanline on the planar pattern with the estimated prapated from
the image. The solution uses nonlinear optimization that minimizes the re-projection e

6.1 Earlyfusion: using laser segmentsto bound the voting space

The early fusion method is concerned with the definition of constraints in thie Mbting
space of the image-based detector, in order to generate more precisehgpjetheses. The
idea is to project segments extracted from the laser data as 3D boxes irtitigespgace. If
we consider a single laser segment, it could be projected as a box with ketgiota fixed
value, width defined by the extremal points of the segntgrand depth defined by the scale
toleranceds.. These 3D boxes define boundaries in the voting space for hypotleésisien
for the image detector. Before the image hypothesis selection is run, thefesidyg takes
place and it removes hypotheses that are not compatible with the boundEnegenerous
dimensions of the boxes allow the survival of imprecise detections in positdscale.

In order to consider range-image early fusion process, we need #g;skeir each object
class. Precisely, we need to computg as a function of the laser segment distance. We
assume, for practical reasons, that the relationship between two vaiigbiear, even though
this is not true due to lens distorsions. The idea is to produce a linear leasesqegression
that relates the objects pixel heiglai§ and objects distances’:

ol = frwf+ B2 (20)

where 31,32) are the parameters of the line computed with the regression from a collettion o
objects measured heights and distances. Thus, we are able to guealuamateddistance
for each object category, by providing a scale input (and viceversa)

The scalew® estimated for each segment distance is then converted in the depth of the
3D region of interest in the ISMe voting space, in order to easily prune falage detection
hypotheses:

Bs, = (wf -5, w + %) (21)

18
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Voting space for object hypotheses

Votes for object
centers

........

Projected laser segments

Figure 6: Early laser-camera fusion. Laser segments ajegbea into the visual-based object
detection voting space as 3D boxes. Image detection hypegHecated into one of these regions
are considered valid, the others are discarded. Votes avensas red circles. Object hypotheses
X; are shown in yellow. For clarity, features voting for theedjcenters (defined by position and

scale) are shown only on the left pedestrian.

wheredy is a constant fixed beforehand. An image detection hypothesis is cagtbicid if
it is found inside one of the 3D boxes that define the constraints of the \gpisce. A visual
explanation can be seen in Fig. 6.

19
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The last step of the early fusion technique is to solve the data associatigemrof the
assignment between segments and corresponding image hypothesessue ghat each
segment belongs to a single object. For each segment we compute the distdramenpute
the hallucinated scale (see Equation 20). We solve the assignment prolal@mersdy manner:
given a segmens;, we assign from all valid image detection hypotheses found in the projected
segment volume, that one to the segm&nivhich minimizes the absoluteftikrence between
the scale of the hypothesis and the hallucinated scale. The remaininggingogfshypothesis
selection for detection in camera images follows the technique explained inrSetd9.

6.2 Combined detection using Kalman Filtering

The aim of multimodal object detection is to provide useful information to a ntvigar
a driver assistance module. For this reason, a natural output choicaifaletector is to
label laser segments with their class probability. The proposed fusion metimokines the
detectors’ information and provides output that consists in laser segmogitibps and object
category labels.

We use tracking as a mean of integrating class probabilities over time and dditorel
algorithm output, to provide prediction information. We aim to design a reliabtitrg
method that does not rely on single data association hypotheses andithatggacefully with
the number of objects. Several methods have been developed in the gréitkiature for
handling complex data association at a high computational cost (see Mudtikegis tracking
[Reid, 1979; Cox and Hingorani, 200and JPDA filterdBar-Shalom and Li, 1995 Our
tracking algorithm is designed to be computationally inexpensive and copksvith the
motion model of several kinds of object categories.

In contrast to cars, which have a comparably simple motion model given by dkerA
mann modelAckermann, 1818 pedestrians are much harder to describe with a single motion
model: they can stop, suddenly turn on spot, invert their trajectory etcrefdre, we use a
pedestrian tracker in which each track is described by multiple Kalman Filters, providing
a different motion model. The advantage of this method is that the number of estimatisg filte
scales linearly with the number of objects to track. Moreover, multiple hypethesgarding
object motions are produced for each time step. For this work we employekind@f mo-
tion models, described by linear velocity and Brownian motion. The motivatiosdi@cting
Brownian motion is the ability to model sudden direction and speed changesddian that
occurs especially in case of people tracking. Nevertheless, a coustaaity model, in short
intervals, well approximates a variety of smooth curved trajectories. Towoped tracking
technique is a way of combining tracking filters and it is very generic: Aniitléd Kalman
Filter (EKF), as well as other motion models, linear and non-linear, couldsbeuaed.

Tracks are managed bytecking managethat solves data association, and creates or
deletes tracks. We assume that each track is associated at most to onsegsinggatN is the
number of laser segments present in a laser $&éme number of tracks anid is the number
of Kalman Filters present for each track, each withféedént motion model. Data association,
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i.e. the problem of assigning laser segments to tracks, is solved in two stepdirst step
is to compute which motion model to use for each track. In each track, the cistetween
the Kalman Filters (KF) prediction and th¢ laser segments centroids are computed. This
process generates for each trddékahalanobis distances for each observalMahalanobis,
1934d. In each track, the closest distance for each observation is takeneKd thenerating
that prediction is tagged. At the end of the first step of the associationesfdagments, every
track obtains a set dfl distances froniN observations.

The second step of data association is used to select which observasisigiteal to which
track. We want to assigN hypotheses t& tracks (whereN # R). A rectangular matrix of size
Rx N is generated in which rows represent track indices and columns obearvalices. The
previously computed distances are inserted as values of the assignmenxt fiagr solution
of the combinatorial minimal weight assignment has been found with the exteotite
Munkres method for rectangular assignment matrices propos¢Bdaygeois and Lassalle,
1971. If there are more segments than tracks tRenN new tracks are created. Instead, if
more tracks than segments are present in a certain moment, the tracks that apelated
with a new observation are maintained until their variancexjg)(reaches a fixed maximum
thresholdsyy.

We now give a mathematical formulation for the tracks and for the fusion adékextion
outputs. We track cluster centroids in 2D range data using two KF, each diiieeent motion
model:

xmm = ((&5.9%).5.9%).(p1..... pc)) (22)
((%5.9%).(p1..... pc)) (23)
(%5,9°) are the coordinates of the cluster centroi?, §°) is its velocity andps, ..., p, are the

probabilities of allC classes. The observation vecfk);, at timek, consists of the position
of the cluster centroid and the categories probability estimates for eachiolet@odality:

zi = (%2.9°.(cr.....c)hs . (P PC)S). (24)

Here, §&,9°) is an observation of a cluster centroid andenotes the number of sensors. Each
block (ps1,..., pc) is the estimate given by the range or image based classifier.
Kalman Filter is formulated by prediction and update step. Prediction aktimmeomputed

by:

Xm2

X(K) i = AmiX(K— 1) (25)
We write the state matriA,; in the case of two motion models and two classes:
1 0Ak O OO
01 0 Ak O O 1 000
00 1 0 00O 0100
Am=160 0 1 00| A 00 1 0 (26)
00 O O 10 0 001
00 0O 0 01
21
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If the matrixV/! indicates the state covariance matrix &ffcthe sensors covariance matrix, we
compute:
P(K)ri = AmiP(k—1)Al + V! (27)

The tracker manager selects which KF of each track is closer to the atiserz. Then it

solves data association between winning KF of each track and obsesvayiarsing Munkres
assignment optimization. Observations are assigned to track and filterpdaed. The
observation is used to update all the filters of the track. The update stefrigated by

computing the Kalman gai@, then updating(k)mi and the covariance matrk

Km = PRmGT (GPKRmGT+V?) " (28)
PRmi = (I =KmiG)P(K)p (29)
X(Wmi = XK+ Kmi (2()a— GX(K)py1) (30)

wherez(k), represents the assigned observation vector to the track. The ratmrdels
the mapping from states to the predicted observation and is defir@d-4S;GL,...GL)",
whereGy maps to pose observations and thg map to class probabilities per sensor. For
example, for one laser, one camera and constant velocity we have:

100000 000010
Ga = 10000) G51‘(352‘(000001)' (31)

0

7 Experimental Results

In this section, we present experimental results and quantitative compevisin other tech-
niques in order to validate our method.

7.1 Experimental Platform

To acquire the data, we employed our urban mobile platfBmartter The robot is based on
a standard Smart car that has been equipped with distance laser seaismias, a dierential
GPS unit, an Inertial Measurement Unit (IMU), an optical gyroscopksaveral processing
computers. In this case we acquired data by using a camera equipped weleastand a
2D laser range finder mounted in front. The camera has been mounted dalaigien the
rooftop of the vehicle and the logging system has been optimized to recume ffrops.

7.2 Real World Dataset: Urban Scenario

We evaluated our technique on a challenging urban scenario datasetavd/sdt the laser
angular resolution to .25 degrees in order to obtain a high resolution laser dataset. Data
is collected around drich, Switzerland in a loop of circakin length for retrieving cars and
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Num Frames 1675

Laser range data resolutigr0.25deg

Image resolution 640x 480px

Laser positioning horizontal, 48cm from ground
Camera lens Telelens, 45deg f.o.v.

Num of car samples 510

Num of people samples | 376

Table 1: Urban Scenario testing dataset, collected in demmirich, Switzerland

pedestrians in a real busy urban environment. We synchronized canttia@ser data for a total
of 1675 frames. The imagery is manually labeled with rectangle boxes indigegofestrians
and cars. Annotations in images are marked if at least half of an objeatwssir the object
width in the image is greater than 80 pixels. Laser range data has been mdabalgd
by using associated image frames as reference for the ground truthlirigats obtained by
manually selecting and assigning a class label to the segments in the rang@& daite of
MATLAB scripts has been used to simplify this process.

7.3 |SMeimage detector training

Several ISM codebooks need to be trained due to the complexity of the mdticks, pedes-
trians) classification task. Experience shdwsibeet al,, 2007 that lateral views of pedestri-
ans generalize well to frofitack views. Therefore, we used a set composed of 400 images of
persons with a height of 200 pixels afférent positions, dressed withfidirent clothing and
accessories such as backpacks and hand bags in a typical urlda@me@nt. The category
‘car’ has been learned from 7ftrent viewpoints as ifLeibeet al, 2007 (see also Figure 7,
left). 200 training images are used for each view. Car codebooks anetkasing Shape Con-
text (SC) descriptorfBelongieet al., 2004 at Hessian-Laplace interest poiftdikolajczyk

and Schmid, 2005 The pedestrian codebook uses lateral views and SC descriptorssaaihte
Laplace and Harris-Laplace interest points for more robustness. Métexk SC due to their

low dimensionality (36D): this shortens the time for feature extraction, for giggoanerative
clustering of the codebook generation and for feature matching with co#teb In the work

of [Leibe et al,, 2004, the authors compare several descriptors for object detection and they
show that SC descriptors are very good features for object detection.

7.4 Boosted CRF range detector training

Our laser training data consists of 600 annotated scans containing peuestars and back-
ground randomly sampled from a typical urban scenario. 5158 car daitsp2379 people
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o
w |

N

Figure 7: Left: For car classification, we use codebooks from ffedént views. For training,
mirrored images are included for each view to obtain a widsectage.Right: For pedestrians
we use a codebooks of side views with mirroring. Lateral gidwve sfiicient information to
generalize frontd@back views.

data points and 25251 background labeled points have been usedrfmgirdhere is no dis-
tinction of car views in the laser data as the variation in shape is low. The datgés limited

to a maximum range of 1B As a first step, the AdaBoost classifier of range data features
is trained on this set. Then we use the output of the trained classifier toqerodale feature
values for the CRF. Then, the CRF is trained in order to set the node gedesttures weights.

7.5 Quantitative and Qualitative evaluation

In this section we present results in form of precision-recall curvelsey lsummarize the
complete performance of a classifier:

. TruePos
Precision= - Recall= TruePos (32)

TruePosr FalsePos TruePosFalseNeg
Precision-recall curve has the advantage of computing a classifierpearice measure with-
out knowing the number of true negatives. Specially in case of image agé data classifi-
cation, setting this number can be ambiguous because the quantity of posshiegatives
in such data is not easy to define.
We run a comparison of the proposed multiclass image detection algorithms wjilewisr
ous work[ Spinelloet al., 20084, as shown in Figure 13. Our vision based multiclass detection,
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named ISMe2.0 in the plots, is compared to the standard ISM, our previals siass detec-
tor ISMel.0 and with an AdaBoost detector trained on Haar features JABEl can see that
our method yields the best results. It is important to see that the multiclass mditaiaso
higher recall values than the previous ISMe1.0, mostly due to the refineimgouced in
the hypothesis selection step, namely the object subparts and the shapégempla

We then run the system for the challenging Urban Scenario dataset.tfaddstection
with camera is shown in Fig. 8-left.

In the evaluation of results we compare the performance of severatatstby using equal
error rate (EER) error metric on a precision-recall graph. EER is auneas compare the
accuracy of classifier. This measure is often used, specially in biompfriesLi, 1989 and
in computer visiorfLeibeet al., 2005. In general, the classifier with the lowest EER is most
accurate. EER is the point in which false positive rate and false negateédave the same
value. The lower the EER, the more accurate the system is considered fBhbehigher
the diagonal crossing point in the precision-recall curve, the lower,Ei#Rless the errors
computed by the classifier.

We compared our image detector with respect to an Haar-AdaBoostdtlassifier and, in
case of the pedestrian detector, with the Histogram of Oriented Gradiehtégee developed
by [Dalal and Triggs, 2005 In case of HOG and ABH we used the early fusion technique
explained in Section 6.1 in order to reduce the image search space. Our reslitelzctor,
shortly named ISMe, clearly outperforms the other methods. Precisionuat egror rate
(EER) is: 6001% for ISMe, 521% for HOG, 1117% for ABH. In general, if one is willing
to accept a high rates of false positives, the ISMe detector could achiev®% Recall. At
that values the dlierence with respect to the other methods is even more evident. We then
evaluated the laser based detector for pedestrian detection in Figuite.8fithgre we show a
comparison between the Boosted CRF and a standard AdaBoost cléissiitdd DC segments
(AJDC) in order to visualize the introduced performance enhancemedBC Alassifies JDC
segments regardless of the neighboorhood state. It is interesting to natitieetisonsideration
of the segments’ neighborhood in the CRF plays an important role in the abilitgrigsise the
detection rate and reduces the number of false positives, the AJDCiswalveays below the
CRF one and it decreases earlier than the CRF curve. In this caseq@retiEER is 64£23%
for the CRF and 509% for AJDC.

We then evaluated the performance of our system in case of car deteg®FRigure 10).
The ISMe car image detector outperforms the ABH detector. The latter leasttz@ned on
trunks, sides and frontal views of cars. It is important to remark thatdkelts shown in
Figure 10-left are averaged between the 7 car views of ISMe. thel Equa Rate is crossed
at 7254% for ISMe and 183% for ABH. The performance of the laser based classifier is
compared with AJDC in Fig. 10-right and also in this case CRF has bettédtsrasth respect
to AJDC. Precision at EER is /8B% for CRF and 7&7% for AJDC. It is interesting to notice
that cars are in general easier to detect with respect to pedestriamisivéty, cars are rigid
objects with much less geometrical and visual variability than visually complesgbeains.

Tracking and fusion for the pedestrian category is evaluated in Fig. 9.shWe the
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P-R: Camera based PED detection P-R: Laser based PED detection
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Figure 8: Quantitative evaluation for pedestrian detecti®ur approach outperforms the other
methods for both sensor modalities. The image based dateistcompared with Histogram of
Oriented Gradients detector (HOG) and an AdaBoost classifielgy Haar features (ABH). We
show a comparison between Boosted CRF and AdaBoost classiiicdtiidC segments (AJDC)
in order to visualize the introduced performance enhanogsne

P-R: Tracking and fusion PED class R-FPP: Tracking and fusion PED class
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Figure 9: Quantitative evaluation of tracking and fusiongedestrian detection. Precision-Recall
graph (left) and 'Recall-false positives per frame’ showt tha fusion method enhances the results
of single classifiers.
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precision-recall graph and a 'Recall-false positives per frame’ plarder to show the per-
formance increase. It is interesting to see in the plot of Fig. 9-left thataheera and laser
detectors are very complementary sources of information: their combimaidbegion allows
to have a fused detection that is higher that each single one; this phenoisewen more evi-
dent when precision is low. The tracked and fused precision at EER8%69n Figure 9-right
we show that we improved also that: by fixing a certain false positive rategree, we obtain
a higher Recall value. Tracking and fusion for cars is shown in Fig.Sirhilar conclusions
to the sensor fusion on pedestrians could be given. Tracking allowtses Hetection rate than
each single classifier and a reduced number of false positives per; fpaentsion at EER is
78.4%. This value of precision is significantly higher than the pedestrian aytege to the
higher performances of vision and laser detectors.

From this experiments we can draw some interesting conclusions. Imagereyeddata are
two very diterent sensor modalities, with veryfiidirent characteristics. With this experiments
we proved that image and range based detectors can be combined foingiddused detector
that is more robust than its components. Range data has the advantage@$a @and instan-
taneous target localization and it helps to distinguish objects that have a low infagmation
content, for instance people in shadow areas, or partial views oflogage, instead, plays an
important role when range data is ambiguous, for instance when a perdwseived from the
side or in presence of clutter. Both of this examples show how single semtalities could
fail and how the multimodal fusion overcomes this flaws. Moreover it is intieigg$o notice,
that in case of limited visibility, pogno light conditions or camera failure, this approach still
produces a usable output, see for instance Figure 12-middle or Figioetttin.

Certainly, this approach presents shortcomings. The technique is limited taripe of
15m due to sparsity of the retrieved laser data points. At such distance dhrspanially
people are described by too few points to obtain good range data clagsifiesults. Severe
street slopes could also contributestwort-sightednessf the fused detector. This aspect has
been addressed in a previous wf8pinelloet al., 20084 by using 3D ground plane estimate
with a 3D laser.

Some qualitative results are shown in Figure 12 where a passing car evgkang pedes-
trian are correctly detected and tracked. It is important to notice that evegltimages and
laser data show very low contrast, partial occlusions and clutter, thersysémages to detect
and track the objects in the scene. For a video extracted from the expeyiseenExtension 1
(Appendix A).

8 Conclusions

We have presented a method to reliably detect and track multiple object classeatsloor
scenarios using vision and 2D laser range data. We showed that tlal @esformance of
the system is improved using a multiple-sensor system. We have introduceal setensions
to the ISM based image detection to cope with multiple classes. We showed thatdtse
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Figure 10: Quantitative evaluation for car detection. Capraach outperforms the

other methods

for both sensor modalities. The image based detection iaced with an AdaBoost classifier
using Haar features (ABH). We show a comparison between B @R# and AdaBoost classifi-
cation of JDC segments (AJDC) in order to visualize the inioadl performance enhancements.
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Figure 11: Quantitative evaluation of fusion for car detatt Precision-Recall graph (left) and
'Recall-false positives per frame’ show that the fusion rodtenhances the results of single clas-

sifiers.

tion based on Boosted CRFs performs better than a simpler AdaBoost elaasdipresented
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Figure 12: Cars and pedestrian detected and tracked undessiocg clutter and partial views.
In the camera images, left column, blue boxes indicate ctactens, orange boxes pedestrian
detections. The colored circlise on the upper left cornezawh box is the track identifier. Tracks
are shown in color in the right column and plotted with re¢pethe robot reference frame. Green
vectors show direction of motion for cars.
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Figure 13: Quantitative evaluation for pedestrian detectiFrom left to right we compared the
newly introduced multiclass technique with other appreschThe multiclass image based de-
tector, ISMe2.0 is evaluated for the pedestrian categodyitis compared with standard ISM
(ISMnaive), a previous single class pedestrian detectdel8SMel.0) and AdaBoost with Haar
features (ABH) classifier.

tracking results on combined data. Finally, we showed the usefulness approach through
extended experimental results and comparisons on real-world data.

Future developments of this research are concerned specially with theatrdagf long
range people detection. People in long range is described by few pixele imdge and
few to none laser points. The idea is to integrate small scale detection m¢8midslloet
al., 2009 in the multimodal system by considering a more advanced tracking able to cope
with very unreliable hypothesis. Other research directions involve dewedot of robust data
association filters, like MHT or JPDAF modeled for the multimodal detection pnoble
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Extension Type Description

1 Video Multimodal detection and tracking of people and cars
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Semantic Categorization of Outdoor Scenes with Uncertainty Estimates using
Multi-Class Gaussian Process Classification
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Abstract— This paper presents a novel semantic categoriza-
tion method for 3D point cloud data using supervised, multi-
class Gaussian Process (GP) classification. In contrast to other
approaches, and particularly Support Vector Machines, which
probably are the most used method for this task to date, GPs
have the major advantage of providing informative uncertainty
estimates about the resulting class labels. As we show in
experiments, these uncertainty estimates can either be used to
improve the classification by neglecting uncertain class labels
or - more importantly - they can serve as an indication of
the under-representation of certain classes in the training data.
This means that GP classifiers are much better suited in a life-
long learning framework, where not all classes are represented
initially, but instead new training data arrives during the
operation of the robot.

1. INTRODUCTION

To be able to perform complex tasks in its environment
and at the same time communicate with a human user on
a semantic level, any mobile robotic system needs some
kind of semantic information about the environment. In most
cases, and also in the context of this work, this semantic in-
formation is given in terms of object or class labels attached
to sensor data that was acquired by the robot. To obtain such
a labeling automatically, a mapping is usually learned from
a set of feature vectors extracted from the sensor data into
a given set of class labels. This can only be done using su-
pervised learning methods, where a human expert manually
annotates training examples which are then presented to a
classification algorithm. The reason is obvious: class labels
are defined by humans and can therefore not be “discovered”
with unsupervised or similar learning techniques. In the
robotics literature, a large body of work is already available
on supervised learning methods for semantic annotation (e.g.
object detection, scene analysis). Most of them use learning
methods such as AdaBoost [1], Support Vector Machines
(SVMs) [2], Probabilistic Graphical Models [3], [4], or other
techniques such as Implicit Shape Models (ISM) [5]. Despite
the impressive results of some of these systems, they all have
one major drawback, which is of particular importance in
mobile robotics: They assume the number of different class
labels to be known beforehand. This means that the training
data has to contain examples of all classes that can potentially
be encountered during operation of the robot. All instances
of unknown classes are then forced to correspond to one of
the known classes, which leads to incorrect classifications.

In this paper, we propose a supervised learning method that
has the potential to overcome this drawback.

We achieve this with a classifier that is based on a multi-
class Gaussian Process (GP) classification algorithm. As we
will show in experiments, our GP classifier can report uncer-
tainty estimates about class labels in cases where the training
data contained less classes than encountered in the test set.
Thus, from these uncertainties there is implicit evidence that
the classifier was trained with too few classes. Furthermore,
these uncertainties can be used to select the next sensor
observation that should be annotated by the human and
added to the training data. This is a key requirement for
an active learning system that is able to adapt its knowledge
as it moves into new environments and thus learns during
operation. Such an active and life-long learning system is
currently the major goal of our line of research, which is the
motivation for the need of the multi-class GP classification
approach presented in this paper.

II. ReELATED WORK

Several methods for classification and labeling of 3D point
cloud data have been presented in the literature. Here we
review some related efforts. Anguelov et al. [3] proposed a
classifier based on an undirected graphical model (UGM),
that automatically distinguishes between buildings, trees,
shrubs and ground. This was later extended and applied to
indoor data by Triebel et al. [4]. Posner et al. [6] present a
multi-level classification framework for semantic annotation
of urban maps using vision and laser features. The algo-
rithm combines a probabilistic bag-of-words classifier with
a Markov Random Field (MRF) model to incorporate spatial
and temporal information. Xiong et al. [7] explicitly avoid
the use of graphical models and suggest learning contextual
relationships between 3D points based on logistic regression.

In contrast, Niichter and Hertzberg [2] use a Support
Vector Machine (SVM) to classify indoor objects in 3D range
data. Marton et al. [8] introduce global radius-based surface
descriptors (GRSD) and then use also an SVM for object
classification. Golovinskiy et al. [9] segment 3D point clouds
and compare several classifiers such as SVMs and random
forests to detect objects in urban environments.

Several researchers have applied GPs in robotics mostly
for regression applications rather than classification prob-
lems. For example, Plagemann ef al. [10] and Vasudevan
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et al. [11] use GPs for terrain modeling. Krause et al. [12]
use GP regression for the problem of optimal placement
of sensors and present a near-optimal mutual information
based selection criterion. Stachniss et al. [13] employ a GP
regression to determine a two-dimensional spatial model of
gas distributions.

Classification using GPs has been addressed by Murphy
and Newman [14], who present an approach for planning
paths using terrain classification information from overhead
imagery. Image regions are first classified using a multi-class
GP classifier followed by spatial interpolation of uncertain
terrain costs. Furthermore, Kapoor er al. [15] use GPs
in an active learning framework for object categorization.
However, in contrast to our approach, the problem there is
not explicitly modelled as a GP classification problem, but
rather as a GP regression where the labels are determined
by least-squares classification. Also, the authors use a one-
vs-all strategy based on binary classification rather than an
explicit multi-class classifier.

III. SEGMENTATION AND FEATURE EXTRACTION

Our algorithm operates on 3D point clouds acquired with
a rotating laser scanner device. The first step in our tool
chain after acquiring a new 3D point cloud, is to produce a
triangular mesh by connecting neighboring data points if they
are closer than a given threshold. We then compute normal
vectors for all triangles and apply a segmentation algorithm
based on the work of Felzenszwalb and Huttenlocher [16],
where the similarity of two adjacent triangles is defined
by the angles of their normal vectors. Each resulting mesh
segment consists of a single connected component and is
consistent with respect to the orientation of the triangles it
contains. Thus, segments are consistently shaped, e.g. all
triangles are all mostly co-planar or they are all similarly
distributed in orientation. An example result of our segmen-
tation algorithm can be seen in Figure 1.

In the next step, we compute feature vectors for all mesh
segments. We use similar features as in earlier work [17],
namely shape factors, shape distributions based on Euclidean
distance, on angles between normal vectors and on the
elevation of the normal vectors, and finally spin images,
where the latter are computed per data point and then an
average is computed per mesh segment. As a result, we
obtain a 113 dimensional feature vector for each mesh
segment, where 50 account for the 5 X 10 spin image, 20 for
each shape distribution (i.e. the number of histogram bins)
and 3 for the shape factors. These feature vectors, together
with a set of ground truth class labels are then fed into the
training algorithm of the GP multiclass classifier as described
next.

IV. Mutri-cLAss CLASSIFICATION USING GAUSSIAN PROCESSES

Let x = xj,...,X, be a given set of n feature vectors
with dimensionality d and y = yy,...,Y, corresponding class
labels where y; € {1,...,k} and k is the number of classes.
To formulate the multi-class classification problem using a
Gaussian Process (GP), a latent function f;(x) is introduced

Fig. 1: Mesh segmentation. Every segment has a different color assigned.
In this example, the mesh has self-overlapping parts, which is why e.g. the
building is split into several segments. Note that “rough” surfaces such as
those on the trees are segmented as well as smoother regions such as the
ground.

for each class along with the probit regression model. The
probability of a class label y; for a given feature vector x; is
defined as:

pOi=Jjlx) =0(fix)) i=1....n j=1....k (1)

where @ denotes the standard normal cumulative distribution
function, i.e. ®(z) = f_ LN(x 10, dx. The latent function
f is represented by a Gaussian Process. determined by a
mean function — which in our case is the zero function —
and a covariance function k(x,,X,), usually denoted as the
kernel function. Several different kinds of kernel functions
are used in the literature, where the most common ones
are the squared exponential, which is also denoted as the
Gaussian kernel function. It is defined as

p.gq=1,...,n,

@)
where D is a d X d diagonal matrix. The diagonal entries of
D are known as the hyper-parameters of the model.

In contrast to other supervised learning methods for classi-
fication such as Support Vector Machines (SVMs), Gaussian
Processes are non-parametric, which means that there is no
explicit computation of model parameters in the training
step. However, in GP classification there still needs to be
done some training to obtain the hyperparameters of the
covariance function and the posterior distribution of the latent
function. More specifically, the aim of the classifier is to find
the distribution over values of the latent function given the
training data and some test input X", i.e.

k(x,,X,) = exp ((xp - Xq)TD(Xp - xq))

P(fIXis s X0, Y, X5)
= 3)
fp(f*lxl,...,xn,X*,f)p(flxl,...,xn,y)df,
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where we use the notation x*, f* to refer to the test input and
its function value. This distribution is then used to compute
the class probabilities:

PO = jIXi, .., X, Y, X)) =

f PO KL - X VS
@

The main problem here is that the latent posterior p(f |
X[,...,X,,y) is not Gaussian and hence Equation (3) can
not be computed in closed form. Therefore, approximations
need to be done, and the main approaches to do this are
the Laplace approximation and Expectation Propagation, as
described in [18]. In this paper, we follow the approach
of Girolami and Rogers [19], where a variational Bayes
formulation is used. During training the hyperparameters
are learned by gradient ascent on the estimated marginal
likelihood. Once the hyperparameters and the latent posterior
are obtained from training data, inference is performed on
new test input by applying Equation (4).

The full GP classification procedure scales as O(kn®)
where k is the number of classes and n is the total number
of sample points. The scaling is dominated by the cubic
dependence on n due to the matrix inversion required to
obtain the posterior mean for the GP variables. The varia-
tional bayes multi-class GP formulation [19] is amenable to a
sparse approximation by constraining the maximum number
of samples s included in the model. This results in an O(kns?)
scaling where s <« n. The informative points are picked
according to the posterior predictive probability of the target
value, intuitively picking points from class boundary regions
which are most influential in updating the approximation of
the target posteriors. For a detailed exposition please refer
to [19], [20] and [21].

Compared to a discriminative classifier like SVM, the
GP classification framework offers certain benefits making
it particularly suitable for our application. GPs possess a
probabilistic formulation and express belief over the latent
function via marginalization as opposed to minimization
in SVMs and hence provide uncertainty estimates for the
distribution over classification labels [22]. This is more
principled than a heuristic approach of using the distance
from the classification boundary (margin). A high uncertainty
in the GP classification output distribution can give evidence
for a category not modeled during training and hence can
be used to actively seek examples for incremental training.
Additionally, the GP kernel parameters and noise models are
interpretable and can be learned without cross validation,
which is significant if less data is available for a rare
category.

V. EXPERIMENTAL RESuLTS

In the following experiments, four statements will be
shown. First, the multi-class GP classifier gives very good
classification results on our 3D outdoor data. Second, mis-
classifications can be detected, because the GP classifier
provides uncertainty estimates about the resulting labels. This

Fig. 2: Our robotic car, equipped with a 3D laser range finder on the top
of the roof.

Fig. 3: Mesh representation of our test site. The area mainly consists of
buildings, trees, hedges, and roads. The data was acquired with our robotic
car “Wildcat”, which is equipped with a 3D laser scanning device and very
accurate positioning sensors.

can be used to improve the precision of the classifier even
further. Third, in comparison with SVMs, which are probably
the most often used method in robotics, GPs perform at least
equally well, even if they are chosen to be sparser than
the SVM. And finally and most importantly, when trained
with too few classes (in our case two instead of six), the
estimated class label uncertainties are much higher when
using GPs, making them much more useful for detecting
unknown classes in the training set.

A. Data sets and training

We acquired data with our autonomous car Wildcat (see
Figure 2), equipped with a 3D scanning device consisting
of three SICK LMS-151 laser scanners that are mounted
vertically on a rotating turn table. The rotation frequency
was set to 0.1Hz. For our experiments, we drove the car
slowly (=~ 15km/h) around our research site at Begbroke
science park in Oxfordshire. A mesh representation of the
acquired data is shown in Figure 3. The data we obtained is
comparably dense: each point cloud consists of 100,000 to
150,000 points.

PCA was used for dimensionality reduction retaining 10
principal components from the original 113 dimensional
feature vector. Figure 4 (left) plots the eigen magnitudes
obtained. Note that very few principal directions capture
most of the data variance. To perform the multi-class GP
classification we used the Variational Bayes Sparse Gaussian
Process approach by Girolami and Rogers [19]. During
training the (in-sample) marginal likelihood was monitored
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Fig. 4: Left: Plot of eigen value magnitudes after PCA on 113 dimensional
feature vectors. Note that very few principal directions capture most of the
data variance. Right: F s-measure comparison of GP classifier with a naive
classifier making random decisions based on relative sample frequency. The
random classifier performs much worse than the GP classifier.

for convergence within 1% increase tolerance. The process
converged for all runs within 45 conjugate gradient iterations.

For evaluating the classification performance of the sys-
tem, a subset consisting of 1497 segments from 53 lidar
point clouds was hand-labeled into six categories frequently
encountered in outdoor urban scenes: building, tree, ground,
hedge, car and background. The data set was randomly
split into test and training with test fractions varying as
0.3, 0.5 and 0.8. Note that our test data was unbalanced,
there were more segment instances for some classes like
trees and ground compared to building and cars due to
their shape complexity (reflecting in the number of segments)
and natural occurrence frequency in the environment. As
suggested in [6], for a more realistic evaluation of the
classifier in real settings the data set was not equalized. Thus,
we report classifier performance per-class instead of average
due to unbalanced class sizes.

B. Quantitative results

The GP classifier gives a distribution over labels for test
data. By taking the maximum-likelihood class assignment,
the per-class precision and recall values were estimated
and listed in Table I for the run with test fraction 0.5.
Precision and recall can be combined into a Fg-measure as
given in Equation 5. Here, parameter S refers to the relative
importance assigned to recall performance over precision. As
suggested in literature [6], we use S = 0.5 assigning greater
importance to precision accuracy over recall.

Foo= (1 + B*)(precision x recall) )
B (B2 precision + recall)

The classifier attains high Fjs-measure performance for
ground (0.98) and building (0.95) and lower accuracy for
classes hedge (0.89), car (0.82) and background (0.77).

Figure 4 (right) compares the GP classifier performance
(Fos-measure) with a naive classifier making random de-
cisions based on class frequencies in training data. The
accuracy of the random classifier is much worse than the
GP classifier.

Figure 5 visualizes the confusion matrix where values are
normalized along rows. Hence, diagonal values represent
per-class recall, indicating the extent to which the ground
truth assignments are retrieved. Note that categories car,
background and hedge are confused in recall with the free
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Fig. 5: Confusion matrix (normalized) resulting from the GP classifier.
Recall values appear along the diagonal. Results with test fraction: 0.5.
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Fig. 6: Confusion matrix (normalized) resulting from the GP classifier.
Precision values appear along the diagonal. Results with test fraction: 0.5.

class. Figure 6 presents the confusion matrix with values
normalized vertically. Each column represents the accuracy
of the classifier labeling and the diagonal values represent
precision. Overall, the classifier shows good precision per-
formance. Some confusion is observed between hedge and
car categories.

Next, we calculated the entropy values for each label
distribution for a segment to quantify the uncertainty in
the classification of that segment. This was normalized to
0 to 1 range by dividing by log(k) the maximum entropy
of a uniform distribution over k class labels. An incorrect
maximum likelihood assignment frequently results when the
label distribution entropy is high. By thresholding the nor-
malized entropy in increments from O to 1 and considering
assignments only where the classifier is certain above the
threshold, the class-specific precision and recall values are
calculated. Figure 7 plots the precision-recall curves for two
runs with test fractions 0.5 and 0.8. For the case with test

TABLE I: Precision, Recall and Fys-measure peformance for GP classifi-
cation for all six categories in the data set. Test fraction: 0.5

\ Name | train:test | Precision | Recall | Fos e |
Buildi: 70 : 62 0.94 1.00 0.95
Tree 362 : 357 0.90 0.98 0.91
Ground 114 : 115 0.99 0.96 0.98
Hedge 91 : 100 0.90 0.86 0.89
Car 7475 0.88 0.64 0.82
Background 37:45 0.82 0.62 0.77
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Fig. 7: Precision-recall curves (per-class) obtained by thresholding on the
normalized entropy of the label distribution for classes. Left: Classes tree,
car and background. Right: Classes building, ground, and hedge. Top: Plots
with test fraction: 0.5. Below: Plots with test fraction: 0.8. Note the scale
on y-axis.

fraction 0.5, Figure 7 (top), classes ground, building and
hedge attain 100% precision at a maximum recall of 93%,
56% and 54% respectively. By accepting a slightly lower
precision of 90%, nearly 100% of the ground truth can be
retrieved for building and ground classes and 86% for class
hedge. The curves for classes car and background are lower.
At 90% precision both classes have a lower recall of 60%.

When the GP is trained with a higher test fraction of
0.8 a general decline is observed in the precision-recall
performance as shown in Figure 7 (bottom). The decrease is
small for classes like building, ground and hedge and is more
significant for the class car for which recall decreases from
60% to 27% at 90% precision level. In both experiments,
class tree displays a gradually declining curve which may be
attributed to significant variation in the entropy values from a
large number and varied segments obtained as category sam-
ples. In general, using a lower normalized entropy threshold
was found to improve precision at the cost of lowering recall
since uncertain true positive class labels are also suppressed.
This allows the user to obtain an application specific value
of the entropy threshold.

C. Qualitative results

Figure 8 shows an example of the classification result for
one triangle mesh from our data set. The left image shows
the ground truth labeling obtained from manual annotation.
The center image depicts our classification result using the
multi-class GP classifier. One can clearly see that there are
only minor classification errors. The most obvious ones are
in the front on the hedge surrounding the car park. Here,
the classifier generated the label car. However, the labels
in that area are not very certain, which can be seen from
the right image in the figure. Here, the normalized entropy
is visualized with color values between green (no entropy)
and red (entropy equal to 1). We can see that the class
label distributions of the segments in the front have a much
higher entropy than others such as those on the ground. This

means that the classification result can be improved even
further, if required, by neglecting all label assignments where
the entropy of the label distribution is too high. Of course,
such a conservative classifier will have a weaker recall
performance (as shown in the previous section), but in some
applications the reduction of false-positive classifications is
more important.

Figure 9 shows the classification result of 9 consecutive
meshes in one common image. We note that there are slight
labeling errors even in the ground truth (left image). This is
caused by imperfections in the segmentation process, which
lead to under-segmentation. For example, some few segments
contain sensor readings from the building and the ground.
As it is impossible to determine a single true label for these
segments, we decided to assign the ground truth label based
on a majority voting during annotation. From the figure we
can see that the qualitative result corroborates the outcome
of the quantitative evaluation: in general, the classification
is very good, only the under-represented classes such as car
and hedge are classified slightly worse.

D. Classifier Comparison

We compared the generative GP classifier with a discrim-
inative SVM classifier using the LIBSVM implementation
of Chang and Lin [23]. In all cases, we employed the
squared exponential kernel to facilitate comparison. Table 1I
compares the Fj s-measure performance of the two classifiers
with test fractions: 0.3, 0.5 and 0.8. The total number of
support vectors (indicating model sparsity) obtained during
SVM training were noted for each run. The GP classifier
sparsity parameter S was set to a value close to but smaller
than the number of support vectors used by SVM. The Fy s-
measure performance for the GP and SVM classifiers was
very similar, even with a sparser representation used for the
GP. The experimental result accords with similar findings by
Naish-Guzman et al. in [24].

Next, we compared the uncertainty estimates of the proba-
bilistic classification output of the two classifiers to new ob-
ject classes not used in training. We trained the GP and SVM
classifiers only on segments from two classes (randomly
picked): building and ground. Data from the remaining
un-modeled classes was presented to both classifiers for
inference, resulting in a classification distribution over binary
labels. The normalized entropy values measuring uncertainty
in the classification decision were computed for each label
distribution.

Figure 10 presents the normalized entropy histograms for
the inference set. The SVM classifier commits a large major-
ity of the un-modeled points to one of the modeled classes
with high certainty, resulting in a peaked distribution over
one of the two labels. As a result, for a majority of the data
points, the label distribution has lower normalized entropy. In
contrast, the GP classifier assigns higher normalized entropy
for a majority of the test points. The same pattern was found
consistent for other choices of training and testing classes.
The classifier uncertainty for the test points from new classes
is expressed as a more uncertain (uniform) distribution over
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Fig. 8: Classification result and normalized entropy for one example mesh. Left: Ground truth labeling. In this scene, no background objects were present.
Center: Classification result using multi-class GP classification. Note the classification error of the hedge in the front, which is classified as car. Right:
Normalized entropy of the class label distributions for each mesh segment. For most segments the classifier is very confident. For some, such as the (wrong
classified) hedge in the front, the normalized entropy is high and thus the classification confidence low.
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Fig. 9: Classification result after 9 point clouds (time steps). Left: Ground truth. Note that even in the ground truth some areas are not labeled correctly,
e.g. on the ground close to the building. This is due to the fact that the mesh segmentation is not perfect and a correct manual labeling of segments that
actually correspond to more than one class is not possible. In our evaluation we abstract from such segmentation errors. Right: Classification result. Only
minor errors are visible. Note again the hedge in the front, but also on some cars.
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Fig. 10: Histogram of normalized entropy values of the label distribution
for SVM and GP classifiers. Both classifiers were trained explicitly on two
classes. The data from the remaining classes was presented for inference.
Left: SVM classifier assigns a majority of the points to a particular class
with high certainty. Right: As a contrast, GP classifier assigns greater
classification uncertainty to a majority of the points, providing evidence
for a potential new class. Note the scale on y-axis.

labels, indicating the presence of one or more potentially
un-modeled classes.

VI. ConcLusions AND FUTURE WORK

The mid-term goal in our current research is an actively
learning mobile robotic system that acquires semantic knowl-
edge by supervision, but during system operation, i.e. in a
life-long learning framework. However, this knowledge needs
to be added incrementally and selectively, because no human
would be willing to annotate all new sensor observations
from the robot. Unfortunately, none of the currently used
supervised learning algorithms can provide sufficient means

to select the next observation that needs human annotation.
In this paper, we show that when using multi-class GP
classification this selection actually can be done based on the
uncertainty estimates of the class labels that the GP classifier
inherently provides. We also show that there is no loss in
performance when using a GP classifier, even if a higher
level of sparsification is chosen. These results demonstrate
the power of the GP classifier for this purpose, and thus
provide an important step towards life-long learning robot
systems.
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Abstract— Classification precision and recall have been
widely adopted by roboticists as canonical metrics to quantify
the performance of learning algorithms. This paper advocates
that for robotics applications, which often involve mission-
critical decision making, good performance according to these
standard metrics is desirable but insufficient to appropriately
characterise system performance. We introduce and motivate
the importance of a classifier’s introspective capacity: the
ability to mitigate potentially overconfident classifications by an
appropriate assessment of how qualified the system is to make
a judgement on the current test datum. We provide an intuition
as to how this introspective capacity can be achieved and
systematically investigate it in a selection of classification frame-
works commonly used in robotics: support vector machines,
LogitBoost classifiers and Gaussian Process classifiers (GPCs).
Our experiments demonstrate that for common robotics tasks
a framework such as a GPC exhibits a superior introspective
capacity while maintaining commensurate classification perfor-
mance to more popular, alternative approaches.

1. INTRODUCTION

The semantic mapping of a robot’s workspace has become
a popular line of research in recent years. A rich body of
work now exists in which semantic labels are generated
based on a variety of sensor modalities and classification
frameworks (see, for example, [1]-[7]). Often, this is done
with an implicit understanding that the application is agnostic
to the classification method used: after all, for a number of
classification frameworks the resulting precision and recall
— quantities commonly used to characterise performance —
are often commensurate across a wide variety of applications.

Contrary to this now established status-quo, we advocate
that high precision and recall are desirable but do not suffice
to fully characterise classification performance in robotics.
The dimension missed is that spawned by a robot’s ability
to take action in ambiguous situations. For example, the
robot may query a human operator or seek additional data
for disambiguation rather than committing to a potentially
incorrect class decision. Crucially, and central to this paper,
this requires the classifier output to reflect an amount of
ambiguity appropriate to a given situation. Even when hard
class assignments are avoided by optimising an expected cost
or reward, as is the case for most mission-critical decision
making, a realistic estimate of uncertainty when modelling
the state of the world is crucial; an autonomous car that
misses a single traffic light with high confidence can suffer
disastrous consequences (see, for example, Fig. 1).

We argue that a classifier which is uncertain when it
makes mistakes but certain when classification is correct,
is more desirable than a classifier which makes correct and

Normalised Entropy
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Fig. 1: Uncertainty in classification output as measured using normalised
entropy for traffic light detectors based on five different classification
frameworks applied to the window shown in green. Note that all classifiers
incorrectly label this window as background (class decisions are not shown).
However, the GPC variants do so with a significant amount of uncertainty
while the others are inappropriately overconfident. Mission-critical decisions
based on overconfident output will lead to catastrophic failure while an
appropriately high amount of uncertainty when committing a mistake allows
for remedial action to be taken. Providing this more germane output is the
introspective quality we seek.

incorrect decisions with similarly high confidence. We are
therefore looking for a classifier’s capacity to mitigate its
assessment by an appropriate measure as to how ‘qualified’
it is to make a call given its own prior experience, usually
in the form of training data. Following classical decision
theory (e.g. [8]), mistakes are penalised by means of a loss
function. However, if the underlying classification framework
leads to an overconfident estimate of the class label, then
it will often be ineffective regardless of the high costs
imposed. Our work investigates this introspective capacity
in a number of classification frameworks commonly used
in robotics: support vector machines (SVMs), LogitBoosting
and Gaussian Process classifiers (GPCs). Our treatment and
findings apply to any aspect of robotics where action is
required based on inference driven by raw sensor data.
Here we choose to frame our exposition in the domain of
autonomous driving, where mission-critical decisions equate
to safety-critical decisions. To the best of our knowledge this
is the first work in robotics characterising the introspective
properties of commonly used classification frameworks.
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II. ReELATED WORKS

For a number of years now robots have routinely generated
and consumed higher-order abstractions from raw sensor
data. Successful applications are as diverse as the detection
of ground traversability (e.g. [9]), the detection of lanes for
autonomous driving (e.g. [10]), the consideration of classifier
output to guide trajectory planning and exploration (see,
for example, [11], [12]) or the active disambiguation of
human-robot dialogue [13]. These works commonly exploit
classification output on a model-trust basis: systems are opti-
mised with respect to precision and recall and egregious mis-
classifications — including vastly over-confident marginal
distributions obtained from some classification frameworks
— are accepted as par for the course. However, the suitability
of the classification framework employed with respect to its
introspective capacity has not previously been considered
in robotics. Thus, we consider motivating, defining and
investigating introspection in a robotics context to be the
primary contribution of our work.

The concept of introspection as introduced here is closely
related to considerations in active learning, where uncertainty
estimates and model selection steps are often employed
to guide data selection and gathering for an incremental
learning algorithm. Kapoor et al. [14], for example, present
an active learning framework for object categorization using
a GPC where classifications of large uncertainty (as judged
by posterior variance) lead to a query for a ground-truth
label and are subsequently used to improve classification
performance. Joshi et al. [15] address multi-class image clas-
sification using SVMs and propose criteria based on entropy
and best-versus-second-best measures (see Section III) for
disambiguating uncertain classifications. Holub et al. [16]
propose an information-theoretic criterion that maximises
expected information gain with respect to the entire pool
of unlabeled data available. Hospedales er al. [17] discuss
optimising rare class discovery and classification using a
combination of generative and discriminative classifiers.

Our treatment of introspection is further informed by
an ongoing discussion in the machine learning community
regarding how to best account for variance in the space of
feasible classifier models when training on, essentially, an
incomplete set of data. For example, Tong and Koller [18]
present an incremental algorithm for text classification using
SVMs and the notion of a version space, the set of consistent
hyperplanes separating the data in a feature space induced
by the kernel function. Zhang et al. [19] introduce a max-
margin classifier achieving better generalisation to unseen
test data given a limited training corpus. Here, distinctiveness
of training instances is assessed using the local classification
uncertainty. A global classifier then incorporates these un-
certainties as margin constraints, yielding a classifier that
places less confusing instances farther away from the global
decision boundary. We share the intuition that accounting for
variance in version space when selecting a model leads to
an increased introspective capacity. As a secondary contri-
bution, therefore, our results serve to further corroborate this
intuition.

III. INTROSPECTION AND UNCERTAINTY

Introspection concerns not the final class decision but
rather the confidence with which this decision is made. The
concept is motivated by the desire to take appropriate action
when a classifier indicates high uncertainty. Our approach
to introspection is grounded in the fact that the often cited
assumption of independent and identically distributed (iid)
training and test data is routinely violated in robotics: in
the limit of continuous operation in the real world, one-shot
classifier training is unlikely to be performed on a complete
(or even fully representative) set of data.

Let a classifier map an input x € R? to one of a set of
classes C = {Cy,...,Cig} via an associated label y € C.
Prior to training, domain specific knowledge is often used to
constrain the family of classification models employed (for
example in the form of a kernel, a covariance function or
a type of base classifier). Classifier training then involves
learning a set of (hyper-) parameters given a training dataset
{X,Y}, where X = {x;,...,X\y} denotes the set of feature
vectors and Y denotes the set of corresponding class labels.
The training data implicitly give rise to a probability distri-
bution over the set of all possible models within the chosen
family, M, such that

(X, Y} - pim | X,Y), me M. @)

With a slight abuse of notation, m here denotes any member
of the family of possible models, M. In reality it is a
function of the datum evaluated. In the following we make
this relationship explicit by conditioning on both a model (or
family of models) as well as on a test datum x,. Typically,
training leads to the selection of a single model, /i from M
such that a prediction y, for a new, unseen feature vector X,
is obtained by approximating

PO 1 X Y. %) ~ p(y. | i, X.), e M. @)

This is illustrated in Figure 2(a). Common examples of this
type of classification framework include SVMs and Boosting
classifiers, where an optimisation is performed to select the
best model given the training data (see Section IV). The
iid assumption here is inherent since it is assumed that m
remains the best model for all predictions of unseen data.
Breaking this assumption therefore often renders the chosen
model suboptimal.

An alternative to the single model approach are classifi-
cation frameworks which take into account the entire set of
possible models in the specified family, such that

PO« 1 X, Y, x.) = p(y. | M, x.). (3)

This case is illustrated in Figure 2(b). Here the shading
indicates the distribution p(m | X,Y) with darker shades
indicating increased probability. To aid intuition, predictions
of four randomly selected members of M are also illustrated.
Final predictions are made by taking into account opinions
from all members of M, often via the computation of an
expectation such as for a GPC (see Section IV). Crucially,
when considering an expectation over all of M, the increased
variance in feasible (and therefore likely) models at a dis-
tance from the training data leads to a moderation of the
class predictions. This is the introspective quality we seek.
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(@)

(b)

Fig. 2: An illustration of the two types of classification frameworks considered: (a) during training a single model is selected to classify an unknown
datum x, some way removed from the training data; (b) training leads to a distribution over models which is considered entirely to arrive at the final
prediction. This illustration is for the family of linear models (indicated by solid (a) and dashed (b) lines). Each predictor is further annotated with its
individual prediction. The overall predictive distribution is shown in the bottom right of each subplot. The shading in part (b) indicates the probability
weights associated with individual models. Darker regions contain more weight. Note that the overall predictive distribution in (a) stems from the single
model used and is, in this case, inappropriately confident. In part (b), however, the overall predictive distribution is moderated by computing the expectation
over all models. This gives rise to a much more appropriate uncertainty estimate — the introspective quality we seek. (Best viewed in colour.)

A. Quantifying Introspection

In order to characterise the introspective capacity of a clas-
sification framework a transferable measure of the inherent
uncertainty in the classification output is required. For this
purpose, we use an information-theoretic quantity known as
normalised entropy, Hy, defined as

=2 PO =Ci10logg [Py =Ci X)) (4)

CieC

HN =

This is equivalent to the Shannon entropy measure nor-
malised by its maximum, which is the entropy of the |C]-
dimensional uniform distribution, log(|C|). The result is a
measure ranging between 0 and 1 where a higher value
indicates greater uncertainty in the classifier’s belief.

An alternative uncertainty measure proposed in the active
learning literature is the best-versus-second-best (BvSB)
heuristic [15] calculated as the difference between the largest
and the second largest class likelihood estimates. This mea-
sure attempts to characterise the reliability of the maximum
likelihood estimate rather than encoding the shape of the full
distribution over class labels. The BvSB and normalised en-
tropy measures are closely related in the binary-classification
setting which is the case in this paper. We use normalised
entropy throughout the remainder of this work due to its
appealing information-theoretic interpretation.

IV. CLASSIFICATION FRAMEWORKS

We now present a brief overview of the specific classifica-
tion frameworks considered in this work: SVMs, LogitBoost
classifiers and GPCs. We focus on properties pertinent to
introspection. Specifically, we describe the mechanism by
which parameters are learned and how probabilistic output
is obtained. For simplicity, but without loss of generality, this
work considers predominantly binary classification such that
C = {Cy, C,}. For consistency we adhere to notation com-
monly found in the literature where a discriminant function

is often denoted as f(-). We note that this is equivalent to a
particular model m as described in the previous section.

A. Support Vector Classification

SVM classification is well established in robotics so that
we provide here only an overview!. SVMs are based on a
linear discriminant framework which aims to maximise the
margin between two classes. The model parameters are found
by solving a convex optimisation problem, thereby guaran-
teeing the final classifier to be the best feasible discriminant
given the training data. Once training is complete, predictions
on future observations are made based on the signed distance
of the observed feature vector from the optimal hyperplane,
such that

N
Fx) = ) aiyik(xi,x.) + b, ®)
i=1

where N is the size of the training set, a; refers to a Lagrange
multiplier associated with datum i, b denotes a bias parameter
and k(x;,x;) denotes the kernel function. Both @; and b are
obtained by training, and «; is then non-zero only for support
vectors X;. The kernel function amounts to a scalar product
between two data, which have been transformed from d-
dimensional feature space into some higher dimensional
space. The nature of this mapping between spaces is inherent
in the choice of kernel and need not be specified explicitly
(the kernel trick). The regularization and kernel parameters
are learnt using cross-validation. We discuss our choices of
kernel functions in Section IV-D.

In its original form, the SVM classifier output is an
uncalibrated real value. A common means of obtaining
a probabilistic interpretation is Platt’s method [21]. Here,
using a hold-out set not used for classifier training, a para-
metric sigmoid model is fit directly to the class posterior

IFor a detailed account the reader is referred to, for example, [20].
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p(ys = Ci | f(x.)), such that

1

Py =Ci | f(x) = T+ explafx) 7 D)’ 6)
The sigmoid parameters a and b are chosen via cross-
validation using a model-trust optimisation procedure. Note
that class likelihoods are derived here using only a single
estimate of the discriminative boundary obtained from the
classifier training procedure. No other feasible solutions
are considered. Hence, the predictive variance of the dis-
criminant f(x) is not taken into account while determining
probabilistic output [22]. Further, no guarantees exist that the
optimisation itself is well-behaved?.

B. LogitBoosting Classifiers

Boosting is a widely used classification framework which
involves training an ensemble of weak learners in sequence.
The error function used to train a particular weak learner
depends on the performance of the previous models [8].
Each weak learner, A(x) is trained using a weighted form
of the dataset in which the data weights depend on the
performance of the previous classifiers. Predictions from a
boosted classifier are obtained using a weighted combination
of the individual weak learner outputs such that

M
sgn [Z w,-h,-<x*)), @)
i=1

where M is the number of weak learners used.

LogitBoost [24] is a popular choice for a boosting-based
classifier as it directly outputs class probability estimates.
Weak learners are often chosen to be decision trees and
training is conducted by fitting additive logistic regression
models by stage-wise optimisation (using Newton steps) of
the Bernoulli log-likelihood. The algorithm works in the
logistic framework and yields a predictor function f(x) learnt
from iterative hypothesis training. Cross-validation is used
to set hyper-parameters like the learning rate, tree depth,
and the number of boosting rounds. The class-conditional
probabilities are obtained from the predictor function as

exp(f(x.))

Pon= G = Ge rewray
The procedure possesses asymptotic optimality as a maxi-
mum likelihood predictor [24], [25]. However, the method
of converting the output of the predictor function to class-
conditional probabilities is not fully probabilistic and does
not account for variance in the underlying predictor func-
tion.

sgn(f(x.) =

C. Gaussian Process Classification

Binary classification using a Gaussian Process (GP) [22],
[26] is formulated by first introducing a latent function
f(x) and then applying a logistic function o to obtain
the prediction p(y. = C; | x.) = o(f(x.)). A GP prior

2Throughout this work we use LIBSVM [23] for SVM training, calibra-
tion and testing.

3Throughout this work we use the Matlab implementation of LogitBoost
for classifier training and testing.

is placed on the latent function f(x) ~ GPWu(x),k(x,X))
characterized by a mean function p(x) and a covariance
(or kernel) function k(x,x). GPC training establishes values
for the hyper-parameters specifying the kernel function k by
maximising the log marginal likelihood of the training data.

Probabilistic predictions for a test point are obtained in
two steps. First, the distribution over the latent variable
corresponding to the test input is obtained using Equation (9).
Here, p(f | X,¥) = p(Y | Hip(f | X)/pY | X) is the

posterior distribution over latent variables.

p(fe IX,J/,X*)=fp(f* [ X%, Np(f1 X Ddf. 9)

This is followed by marginalising over the latent f, to yield
the class likelihood p(y.=C, | X, Y, x.) as

pO:=C1 | X, Y.x,) = fO'(f*)p(f* | X, Y.x.)df.. (10)

Exact inference is analytically intractable due to the non-
Gaussian logistic likelihood function. Instead we leverage
expectation propagation (EP) [27], a method widely used
for this purpose.

The GPC framework offers two key benefits over the other
approaches discussed here [22]. Firstly, the classification
output has a clear probabilistic interpretation as it directly
results in the class likelihood. In contrast, neither the SVM
nor the Boosting framework provide inherently probabilistic
output but instead estimate a suitable calibration. Secondly,
and crucially, the GP formulation addresses uncertainty or
predictive variance in the latent function f(x) via marginali-
sation (or averaging) over all models induced by the training
set resulting in the estimate p(y.=C) | X, Y, x.) from Equa-
tion (10)*. Again this is in contrast to the SVM or Boosting
estimate p(y = C; | f, x,) that rely on a single discriminant
estimate f : X = Y learnt via minimisation. In the context
of introspection, the ability to account for predictive variance
is a key advantage of generative classification approaches’.

D. Kernel Types

Evaluation of the discriminant function for an SVM and
the covariance matrix for GPC inference both require the
specification of a kernel function, k(-,-). A rich body of
literature exists on different choices of kernels for both
frameworks. However, since our focus here is on a like-
for-like comparison of different classification frameworks
we choose two representative kernels rather than performing
exhaustive model selection to optimise performance for a
particular application. Firstly, as an example of the simplest
kernel function available, we consider the linear kernel
defined as

an

where ¢ is a constant real number. The linear kernel is an
apt choice where a linear separation of the data in feature
space leads to adequate performance or where computational

T .
kX, Xj) = X Xj+c,

“This process also gives rise to the well known property of increased
variance while far away from the data in GP regression.

SThroughout this work we use the GPML toolbox [28] for GPC training
and testing.
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efficiency is of the essence. Often, however, a more sophis-
ticated, non-linear kernel is required. In this category we
use the squared exponential (SE) function as a canonical
representative. The SE kernel with length scale parameter /
is defined as
keix) = exp(-=lx-xlF).  (2)
In the context of an SVM, the SE function is more
commonly known as a radial basis function (RBF). In the
following we will adhere to convention and refer to SE GPCs
and RBF SVMs.

V. EXPERIMENTAL RESULTS

Our experiments investigate the introspective capacity of
the classifiers introduced in Section IV in an autonomous
driving setting. Specifically, we focus on the classification of
road signs and the detection of traffic lights. In investigating
both classification and detection we aim to address the full
spectrum of applications commonly encountered in robotics.
The two are distinct in that classification addresses the case
where a decision is made between two, well-defined classes
(e.g. two types of traffic signs) and investigates classifier
performance as a third, previously unseen class is presented.
The detection case is arguably the more common one in
semantic mapping where a single class is separated from
a broad (in terms of intra-class variation) background class.
Here, the concept of a previously unseen class does not exist
but the inherent assumption is that the data representing the
background class are sufficiently representative to capture
any non-class object likely to be encountered. In practice,
this is often not the case, leading to a significant number of
misclassifications. While it could be argued that this problem
is ameliorated somewhat by expanding the dataset used for
training, we propose that the complexity of the workspaces
encountered during persistent, long-term autonomy will keep
perplexing even the most rigorously trained classifier.

A rich body of work on the detection and classification
of road signs and traffic lights has established a successful
track record of template-based features for this purpose.
Specifically, we leverage the approach proposed by Tor-
ralba ef al. [29] in which a dictionary of partial templates
is constructed, against which test instances are matched. A
single feature consists of an image patch (ranging in size
from 8% 8 to 14x 14 pixels) and its location within the object
as indicated by a binary mask (32x 32 pixels). For any given
test instance, the normalised cross-correlation is computed
for each feature in the dictionary. Therefore, per instance (or
window, in the detection case) a feature vector of length d
is obtained, where d is the size of the dictionary. We found
empirically that d > 200 leads to negligible performance
increase in classification. Throughout our experiments we
therefore set d = 200.

A. Introspection in Classification

This section investigates classification output when a third,
previously unseen class is presented to the classifier. As
examples of classes typically encountered in autonomous
driving applications we use a subset of the German Traffic

N vt

o - e

roadworks ahead  right ahead stop keep leﬁ
(1500) (688) (780) (298)

lorries prohibited
(420)

speed limit
(1980)

yield
(2159)

TABLE I. The seven classes of the German Traffic Sign Recognition
Benchmark dataset considered in our work. The numbers in brackets indicate
the number of data available per class.

[ Classifier | Precision | Recall | F| |
SE GPC 1.000 0.990 0.995
RBF SVM 1.000 0.995 0.997
Linear GPC 1.000 0.990 0.995
Linear SVM 1.000 0.990 0.995
LogitBoost 1.000 0.965 0.982

TABLE II: Classification performance when separating stop sign from the
lorries prohibited signs. Note that different class combinations were found
to yield classifiers of similar quality.

Sign Benchmark (GTSRB) dataset [30], which comprises
over 50,000 loosely-cropped images of 42 classes of road
signs, with associated bounding boxes and class labels. From
this dataset we specifically focus on the seven classes shown
in Table I. We arbitrarily select two classes for training: stop
and lorries prohibited. To investigate the efficacy of the fea-
tures used and training procedures employed, classifiers were
trained separating these two classes using a balanced training
set of 400 data (200 per class) and applying a canonical
training procedure for each classifier type, including five-fold
cross-validation where appropriate. Classifier performance
was evaluated using standard metrics on a hold-out set of
another 400 class instances (200 of each class) of the same
two classes. The results are shown in Table II. Classification
performance is commensurate across all classifiers. The cor-
responding precision-recall curve confirms the near-perfect
separation of the classes and has been omitted here as it is
otherwise uninformative. The classifiers are next retrained
using the full 800 training data (400 per class) and the same
canonical training procedures. They are then applied to 500
instances of the previously unseen class roadworks ahead.
The resulting normalised entropy histograms are shown in
Figure 3. The mean normalised entropies for the GPC-based
classifiers are significantly higher than those of the other
classification frameworks, indicating that the the GPC-based
classifiers exhibit greater uncertainty in their judgement.
Conversely, the RBF SVM and the LogitBoost classifier are
extremely confident in their classifications with a very narrow
distribution around a relatively low value of normalised
entropy. This was an effect consistently observed throughout
our experiments, which we attribute to the relatively gradual
decay of the estimated class posterior probabilities through
feature space often encountered far away from the decision
boundary. Features from an unseen class which are located
in feature space at a distance from the decision boundary
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Fig. 3: Normalised entropy histograms of the marginal probabilities for five classifiers trained on the road sign classes stop and lorries prohibited and
tested on 500 instances of the unseen class roadworks ahead. Higher normalised entropy implies more uncertainty in classifier output. Note that the mean
normalised entropy for the SE GPC is higher than that of the others.

‘ Test Class ‘ Classifier ‘

Normalised Entropy

p std. err. | o+ std. err.
SE GPC 0.504 + 1.92E-03 0.110 + 9.35E-05
‘ [/ RBF SVM 0.313 + 1.33E-04 0.012 + 2.12E-06
! Lin GPC 0.245 + 9.34E-04 0.173 + 9.19E-05
‘ y Lin SVM 0.106 + 4.77E-04 0.107 + 2.51E-04
l Logit 0.015 + 2.72E-05 0.009 + 4.11E-05
—— SE GPC 0.487 + 1.70E-03 0.139 + 7.67E-05
® | RBF SVM 0.310 + 1.13E-04 0.017 + 3.72E-06
4 Lin GPC 0.286 + 8.09E-04 0.179 + 6.24E-05
‘ Lin SVM 0.076 + 3.72E-04 0.097 + 2.43E-04
— Logit 0.012 + 1.79E-05 0.007 + 1.27E-05
SE GPC 0.723 + 4.91E-04 0.186 + 1.59E-04
RBF SVM 0.306 + 1.03E-04 0.095 + 7.96E-05
Lin GPC 0.680 + 4.75E-04 0.235 + 1.11E-04
Lin SVM 0.634 + 7.29E-04 0.267 + 4.28E-05
Logit 0.021 + 1.07E-04 0.031 + 7.10E-04
. | SE GPC 0.804 + 6.08E-04 0.163 + 1.72E-04
RBF SVM 0.335 + 1.43E-04 0.050 + 1.26E-05
Lin GPC 0.811 + 4.39E-04 | 0.184 + 1.66E-04
Lin SVM 0.642 + 3.24E-04 0.294 + 9.19E-05
— - Logit 0.017 + 3.62E-05 0.018 + 2.06E-04
o SE GPC 0.259 + 2.36E-03 0.116 + 1.37E-04
RBF SVM 0.255 + 1.28E-04 0.027 + 5.26E-06
Lin GPC 0.155 + 9.27E-04 0.140 + 2.61E-04
Lin SVM 0.043 + 7.82E-05 0.059 + 1.26E-04
Logit 0.007 + 1.29E-07 0.007 + 2.31E-05

TABLE III: Mean and standard deviation normalised entropies (including
standard errors) from ten iterations of classifier training and testing, each
with a randomly created dictionary and both training and test datasets
resampled. Results are presented for classifiers trained on the road sign
classes stop and lorries prohibited and tested on five different unseen classes
as shown.

therefore only span a very narrow range of estimated class
posterior probabilities.

In order to mitigate any influences of the specific feature
set used and the specific training and test data selected we
repeated the above experiment across a number of random
dictionaries, data samples and unseen classes. Specifically,
for each of five different unseen classes, we perform ten
iterations of classifier training and testing with a random
dictionary and training and test datasets resampled for each
run. The results, presented in Table III, are consistent with
those in Figure 3 in that the GPCs tend to be more uncer-
tain while SVM and LogitBoost are more confident with
an often significantly narrower distribution of normalised
entropy values. The results in Table III indicate that the
gap in uncertainty between the different frameworks is more
pronounced for some unseen classes than for others. We
attribute this to the varying degree of similarity in feature
space between the unseen class and the classes in the training
set. A more in-depth analysis of this phenomenon remains
future work.

[ Classifier | Precision | Recall | F| |
SE GPC 0.976 0.909 0.941
RBF SVM 0.982 0.931 0.956
Linear GPC 0.970 0.912 0.940
Linear SVM 0.979 0.929 0.953
LogitBoost 0.963 0.928 0.945

TABLE IV: Performance on a holdout set of 2000 instances of classifiers
trained on data from the TLR data set.

B. Introspection in Detection

We investigate the same classification frameworks as be-
fore on the task of traffic light detection. To this end we use
the Traffic Lights Recognition (TLR) dataset [31], which is
a sequence of colour images taken by a monocular camera
from a car driving through central Paris. The TLR dataset
comprises of just over 11,000 frames, where most of the
traffic lights have been labeled with bounding boxes and
further metadata such as the status of the signal or whether
a particular label is ambiguous (e.g. the image suffers from
motion blur, the scale is inappropriate or a traffic light is
facing the wrong way). A few traffic lights have been omitted
altogether. As suggested by the authors of [31], we exclude
from our experiments any labels of class ambiguous or
yellow signal and any instances which are partially occluded.
We also remove any section of the sequence where the car
is stationary and the lights are not changing. We split the
dataset into two parts (at frame 7,200 of 11,178), with an
approximately equal number of remaining labels in each
part and with no physical traffic lights in common. Positive
data are extracted as labeled. Negative background data are
extracted by sampling patches of random size and position
from scenes in the dataset while ensuring that the patches do
not overlap with positive instances. The data are then split
into training and test sets and classifiers are trained as before.

Again, we first verify the efficacy of the features selected
and the training procedures employed. Table IV shows the
classification performance for classifiers trained on 1,000
examples and evaluated on a hold-out set of 2,000 data. For
completeness, Figure 4 shows the corresponding precision-
recall curve. As before, classification performance accord-
ing to conventional metrics is commensurate across all
frameworks. In Figure 5, however, we demonstrate how the
lack of introspection can impact classification performance
when accept/reject decisions are guided by classification
confidence. Specifically, we show the cumulative effect of
accepting classifications below a given uncertainty threshold.
First we note that when classifications are accepted at any
level of uncertainty (i.e. up to and including unity normalised
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Fig. 5: Cumulative frequency plots of classification confusion (true positives, true negatives, false positives, and false negatives) against normalised entropy.
The classifiers have been trained on 500 traffic lights against 500 background patches, and tested on 1,000 instances of each. Note that lower normalised
entropy implies more certainty in classification. A more introspective classifier is one that exhibits higher uncertainty (as witnessed by larger normalised
entropy in its output) when processing difficult instances. Consequently, class decisions on output above a given normalised entropy threshold are deferred
since the output is deemed ambiguous. This is desirable since a single bad decision can have disastrous consequences. (Best viewed in colour.)
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Fig. 4: Precision-recall graph for traffic light detection. Classifier perfor-
mance is commensurate for all frameworks. (Best viewed in colour.)

entropy) all classification frameworks are commensurate
in terms of true positives and true negatives (top row of
Figure 5). This further corroborates the accuracy figures in
Table IV. However, true positive and negative classifications
occur generally at higher certainty (i.e. as normalised entropy
tends to zero) for SVMs and LogitBoost classifiers than for
the GPC variants. The latter are overall less certain about a
significant number of correct classifications. The bottom row
of Figure 5 indicates that SVMs and LogitBoost classifiers
are also significantly more confident when misclassifying
data (an example of this is also shown in Fig. 1). Significant
numbers of mistakes are made at relatively low normalised
entropy thresholds. The GPC variants, in contrast, accu-

mulate comparable numbers of classification errors only at
higher normalised entropy thresholds. The price paid for this
more realistic assessment of the classification output is a
reduction in correct classifications above the normalised en-
tropy threshold. Note that this does not mean that subsequent
samples are misclassified. It only implies that some other
remedial action might be taken — for example obtaining
label confirmation from a human or gathering otherwise
additional data to aid disambiguation.

VI. CONCLUSIONS

This work demonstrates how performance metrics tra-
ditionally used in machine learning for classifier training
and evaluation may be insufficient to characterise system
performance in a robotics context, where a single misjudge-
ment can have disastrous consequences. To remedy this
shortcoming, we propose the concept of introspection: the
ability to mitigate potentially overconfident classifications by
a realistic assessment of predictive variance. Our experimen-
tal results imply that, despite commensurate performance
as measured by more conventional metrics, GPCs possess
a more pronounced introspective capacity than other clas-
sification frameworks commonly employed in robotics. We
attribute this to their accounting, at test time, for predictive
variance over the space of feasible classification models. This
is in contrast to other commonly employed classification
frameworks which often only consider a one-shot (ML or
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MAP) solution. GPCs appear therefore better suited than
the other frameworks investigated to applications where a
realistic assessment of classification accuracy is required.
Crucially, this includes many decision-making problems
commonly encountered in robotics.

We have not, at this stage, considered the computational
complexity of the approaches presented. Though GPCs in
their basic form are notoriously expensive, more elaborate
schemes exist which reduce the computational burden re-
quired for GPC inference. Our future work will investigate a
variety of these schemes for suitability for real-time perfor-
mance in autonomous driving tasks. Our work also holds
implications for robotic active learning and exploration,
which opens up additional avenues of research we intend

to explore.
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Confidence Boosting:
Improving the Introspectiveness of a Boosted Classifier for
Efficient Learning

Rudolph Triebel Hugo Grimmett Ingmar Posner
Mobile Robotics Group, Dep. of Engineering Science, Univ. of Oxford, OX1 3PJ Oxford, UK
{rudi, hugo, ingmar}@robots.ox.ac.uk

Abstract— This paper concerns the recently introduced no-
tion of introspective classification. We introduce a variant of the
point-biserial correlation coefficient (PBCC) as a measure to
characterise the introspective capacity of a classifier and apply
it to investigate further the introspective capacity of boosting
— a well established, efficient machine learning framework
commonly used in robotics. While recent evidence suggests
that boosting is prone to providing overconfident classification
output (i.e. it has a low introspective capacity), we investigate
whether optimising this criterion directly leads to an improved
introspective capacity. We show that with only a slight modifica-
tion in the AdaBoost algorithm the resulting classifier becomes
less confident when making incorrect predictions, rendering
it significantly more useful when it comes to efficient robot
decision making.

1. INTRODUCTION

Machine learning algorithms are changing the face of
mobile robotics. Their reach now extends to a significant
number of robotic tasks including perception, planning,
navigation, and manipulation. As a result, most modern
mobile robotic systems already rely to a significant degree
on machine learning methods. However, for these methods to
be useful in robotics, some very specific requirements have
to be beyond those commonly considered in other research
areas. In particular, these requirements include efficiency
in terms of memory requirements, computation time and
energy consumption as well as plasticity and robustness in
order to provide true long-term autonomy. Algorithms that
particularly meet this latter criterion are often identified as
online or life-long learning methods.

In this work, we focus on boosting, a machine learning
framework commonly used in robotics both for its efficiency
and often competitive classification performance. Here we
investigate its usefulness in mission-critical applications,
where a single error in the classification can have desastrous
consequences for the entire mission. As an example, consider
an autonomous car that fails to detect a red traffic light.
As was shown by Grimmett et al. [1], these applications
require, in addition to a low rate of false detections (espe-
cially false negatives), a classifier that is able to provide a
realistic estimate of its classification confidence along with
the predicted class label. Classifiers with this capability are
denoted as introspective. In this work, we investigate this
further and particularly address two main questions. Firstly,
what could be a good measure of this relationship between
confidence and correctness? And secondly, can we use such

a measure to improve the introspective capabilities of one
of the most prevalent classification algorithms in robotics?
The preliminary findings we present here suggest that while
boosting may not be as intrinsically introspective as, for
example, a Gaussian Process Classifier (GPC) [1], its intro-
spective capacity can be increased significanly by optimising
it explicitly as part of the standard Boosting framework. We
point out that we do not provide any theoretical proofs here,
but instead present empirical results along the lines of those
presented in [1].

Our modification specifically applies to the standard Ad-
aBoost [2] algorithm. However, our findings are also likely
to be replicable for other variants of boosting such as
LogitBoost, GentleBoost [3], or robust variants [4].

A. Related Work

Apart from the seminal work on boosting in general [2]-
[4], most of the references related to this work are already
given in [1]. Boosting has a long and successful track
record in mobile robotics (see, for example, the work of
Martinez Mozos et al. [5], [6]). Introspection has been
recently introduced by Grimmett et al. [1].

This paper further investigates the introspective capabili-
ties of one particular classification framework.

II. APPROACH

In this section we first describe the standard binary Ad-
aBoost [2] algorithm (see Algorithm 1). Then, we introduce
Confidence Boosting, our new introspective variant of Ad-
aBoost. It uses an empirical measure of “introspectiveness”,
which is a new idea to quantify and assess this property
in classifiers. We propose a variant of the point-biserial
correlation coefficient (PBCC) for this measure, which we
briefly explain.

A. Standard Boosting

The main principle of boosting is to assign weights to
the n training data points X = {xi,...,x,} with x; € R4
and to run a given number m of training rounds through the
data, where at each training round a classifier is obtained that
particularly focusses on the misclassified samples from the
previous rounds. This is done by updating the data weights
according to a classification loss function, which is usually
the Ol-loss. In more detail the steps are: first, the weights
are all equally initialized with 1/n. Then, in each round a
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weak classifier f; : R — {—1, 1} is learned from the weighted
training data, and its training error ¢ is computed. Here, /()
denotes the identity function, which is 1 if the argument is
true and O otherwise. From the training error the coefficient
a; is computed and the data weights are updated so that
the misclassified points obtain a higher weight while the
weights of the other points remain unchanged. The obtained
coefficients @; are then used to classify a new test datum x*
using the weighted sum Y/, a; fi(x*), which is simply tested
for its sign: if it is positive, the predicted class label is 1,
otherwise it is —1.

Algorithm 1: AdaBoost for binary classification

Data: training data (X,y) consisting of n labeled
feature vectors, where y; € {-1,1}
Input: Number m of training rounds
Output: coefficients (ay,...,a,)
1w — (1/n,...,1/n)
2 for i — 1 to m do
3 f; « LearnWeakClassifier (w,X,y)
S wPIGi)A)
4 € — —v—T —

W
=1V

; — ln(%)

for j <1 to n do
| Wi w explail (i(x)) # ¥))
end

e ® 9 & w

end

B. Confidence Boosting

The main benefits of the boosting algorithm are its arbitrar-
ily small training error (it decreases monotonically with the
number of training rounds), and its very efficient inference
step. However, as was shown in [1], in terms of introspec-
tion the standard boosting algorithm performs much worse
than other classification algorithms such as the Gaussian
Process classifier (GPC), which means that it tends to be
overconfident in its class predictions. This can for example
be seen when the algorithm is first trained on two classes,
and then elements of a third, unseen class are presented in
the classification step. In that case, the algorithm returns
class predictions with a very high certainty, although all
predicted class labels must be incorrect. As a consequence,
standard boosting can not be used in situations where the
class label uncertainty is needed for further processing, e.g.
to detect potential misclassifications or for active learning.
In the experimental section, we will give more evidence for
this.

To address this issue, we first have a closer look at line 3
in Algorithm 1: Here, a weak classifier f; is determined that
assigns class labels to given input data. The only requirement
for f; to be a weak classifier is that the weighted training
error ¢ computed in line 4 is not larger than 0.5. One
simple example for a weak classifier, which is often used
in boosting, is the decision stump, which operates on a
projection of the data onto a single feature dimension k and
determines a threshold 6 and an orientation s € {—1,1} so

that most of the positively labeled training points are on the
positive side of the resulting decision boundary, i.e.

N V= 1..n | s(x) = 6) > 0> e

n
ok
where k is a fixed dimension of the feature vector x;, and
|.| denotes the size of a set. To find a weak classifier f;,
one common method is to loop over all feature dimensions
k=1,...,d and to use the decision stump that provides the
smallest weighted training error, i.e. € is then the smallest
over all dimensions. The benefit of this is that the number of
training points that need re-weighting is smallest and that the
overall training error decreases fast. However, for an intro-
spective classifier, one is more interested in a realistic relation
between a correct classification and one with low uncertainty,
rather than in a low training error. In the next section, we
will give more details how this “introspectiveness” relation
can be formulized. For now, we just state that all decision
stumps can be used as a weak classifier, because they all
return a weighted training error less than 0.5. Thus, if we
choose the one that is most introspective in a given sense,
instead of the one with the smallest training error, then the
strong classifier that results from boosting is more likely to
be introspective, too. This is the main idea of confidence
boosting.

Of course, this brings also some drawback: as we don’t
choose the optimal decision stump in terms of classification
performance, the resulting strong classifier will usually also
perform worse. However, this can be adressed by simply
increasing the number of used decision stumps, because the
training error still decreases in each training round, although
at a slower rate. Thus, the aim of obtaining an introspective
classifier is traded off with the need to reduce the training
error. This suggests a weighted sum of classification per-
formance and introspectiveness as an assessment method for
decision stumps, however in this first version of the algorithm
we only consider the introspective part to avoid introducing
a parameter for the algorithm. To measure introspectiveness,
we suggest a function similar to the point-biserial correlation
coeflicient, which is described next.

C. The Point-Biserial Correlation Coefficient

In many probabilistic reasoning applications the problem
arises how to measure the relation between two random
variables, and there are a number of different measures in
the literature that can provide such a relation. In principle,
these measures try to answer questions like: “how strong is
the statistical dependence between the variables?”, or “how
much information does one variable give about the other?”,
or “how much are the variables correlated?”. Examples of
these measures are the Kullback-Leibler (KL-) divergence,
the mutual information (MI), or the correlation coefficient.
However, most of these measures require both random vari-
ables to be continuous, whereas in our case we want to relate
the discrete, binary variable of “classification correctness”
with the continuous variable “classification uncertainty”. The
intuition behind this is that a classifier that is very often
correct when it is certain and only incorrect when it is
uncertain should be denoted as introspective. One way to
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determine such a relation is by using the Point-Biserial
Correlation Coefficient (PBCC), a variant of the standard
correlation coefficient. The PBCC is defined as follows:

2. @

where 1, and p; are the mean values of the continous variable
for those parts of the data, for which the binary variable is
either O or 1, respectively. In our case, these are the average
uncertainties for the incorrectly and the correctly classified
data points. Furthermore, o, is the standard deviation of the
continuous variable, i.e. the classification uncertainty, and n,
and n, are the numbers of incorrectly and correctly classified
samples with n = n; + n,.

While the PBCC provides a good measure of introspec-
tiveness in cases where there are enough correctly and
incorrectly classified samples, it has the drawback that its
range decreases when theses numbers are very unbalanced,
for example when there are no incorrectly classified samples.
In that case, the PBCC is 0, although the correctly classified
samples can all be very certain, in which case the classi-
fier would be more introspective than the PBCC suggests.
Therefore, in our experiments, we use a simpler version of
the PBCC, which only considers the first term, i.e.:

o H1LTH2

Tpp e 3)
In the following, we will refer to this measure as the
simplified PBCC (sPBCC).

To summarize, the modified version of the function
LearnWeakClassifier trains a decision stump for a pro-
jection of the training data onto each dimension k = 1,...,d
and chooses the one that maximises either r,, or r7,. This re-
quires a measure of uncertainty from a class laberprediction
returned from a decision stump, but these only return either
0 or 1, depending on whether the feature is on the positive
or the negative side of the decision boundary. To obtain a
probability value, we apply a sigmoid function to the distance
of the feature value from the decision boundary of the stump,
specifically we use the cumulative Gaussian function. As a
result, we obtain a probability of a given test point X; to
have label 1. From this probability we then compute the
normalized entropy to obtain an uncertainty estimate for the
predicted class label, as was already done in [1].

III. EXPERIMENTAL RESULTS

The aim of our experiments is two-fold: first we see
whether our simplified PBCC measure is consistent with
our intuitive notion of introspection. Secondly, we show that
ConfidenceBoost, our modified version of AdaBoost, leads
to a more introspective classifier. Our feature selection is
the same as presented in [1], namely a dictionary-based
correlation of randomly chosen image patches (originally
introduced by Torralba et al. [7]). We also use the GTSRB
data set, which comprises images of road signs in urban
environments.

In our first experiment, we compute the SPBCC value for
the classifiers that were already used in [1]: the GPC and
SVM, both with linear and squared-exponential (SE) kernels,

[ Classifier [ Precision | Recall | Accuracy [ sPBCC |
SE GPC 1.000 1.000 1.000 -0.720
RBF SVM 1.000 1.000 1.000 -0.959
Linear GPC 1.000 1.000 1.000 -0.863
Linear SVM 1.000 1.000 1.000 -1.270
LogitBoost 1.000 1.000 1.000 -196189.581
ConfBoost 1.000 0.995 0.997 9.113

TABLE I: Classification performance when separating stop sign from the
lorries prohibited signs. In addition to precision, recall, and accuracy, we
also report the sSPBCC value, which quantifies the introspective capabilities
of a classifier. We can see that the GP classifiers are more introspective
than the SVMs according to that measure, which underlines our findings
from [1]
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Fig. 1: Histogram of normalised entropies for the probabilities of the
predicted class labels, where an unknown class was shown to the AdaBoost
and the ConfidenceBoost classifier. Both classifiers are unconfident about
the given class labels, but ConfidenceBoosting shows this to a larger extent.
Note that the histograms are normalized so that the sum of all bins is 1.

LogitBoost, and our new ConfidenceBoost algorithm. We
train each on 200 instances of stop and lorry prohibited
sign, and test on an equally-sized set of the same classes.
The results are shown in Table I.

We can see that both GPCs have a higher correlation
between false classification and uncertainty than their SVM
equivalents, as we would expect given their already estab-
lished introspective capacity. We also see that the ConfBoost
algorithm also performs very highly in this regard.

In the second experiment, we train both the standard
AdaBoost and ConfidenceBoost on the same two classes
of road sign, and test on a novel third class — we use
the roadworks ahead sign — computing the histogram of
normalised entropies for both. These histograms compare the
distribution over the uncertainties in the class predictions of
the classifiers, and can be seen in Fig. 1. They show that
both classifiers are fairly uncertain about the predicted class
labels, which is reasonable given that the presented data are
from a class unseen during training. However, the labels
returned from ConfidenceBoost are even more uncertain,
leading to a more realistic assessment of the classification
result. Hence, we can conclude that the ConfidenceBoost
algorithm leads to a more introspective classifier.
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IV. ConcrLusions AND FUTURE WORK

The two contributions of this work are a way to quantify
the introspectiveness of a classifier — a notion that only
recently has been introduced, and a simple method to im-
prove the introspective capabilities of the standard AdaBoost
algorithm. However, many new questions arise from that,
where one is that of a more theoretical foundation for the
experimental results shown here. Another one addresses the
implications of our findings in a more general way, such as:
can this method be applied to other classification algorithms?
For example, one could think of using other established
methods for weak classification, thereby optimizing them in
the introspective sense. Our preliminary results at least justify
some further research along these lines.
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Abstract. Many man-made and natural structures consist of similar elements
arranged in regular patterns. In this paper we present an unswggeapproach
for discovering and reasoning on repetitive patterns of objects in a smglge.
We propose an unsupervised detection technique based on a votimgesohe
image descriptors. We then introduce the concepaticel ets. minimal sets of
arcs that generalize the connectivity of repetitive patterns. Latticeletssatkefor
building polygonal cycles where the smallest cycles define the soughpgiof
repetitive elements. The proposed method can be used for patterctioreednd
completion and high-level image compression. Conditional Random Faetds
used as a formalism to predict the location of elements at places wherarthey
partially occluded or detected with very low confidence. Model comess
achieved by extracting and efficiently representing the repetitive stescinithe
image. Our method has been tested on simulated and real data and tti@tjuen
and qualitative result show the effectiveness of the approach.

1 Introduction

Man-made and natural environments frequently containafetgmilar basic elements
that are arranged in regular patterns. Examples includgtactural elements such as
windows, pillars, arcs, or structures in urban environmesuch as equidistant trees,
street lights, or similar houses built in a regular distatweach other. There are at
least two applications where models of repetitive striediare useful pieces of infor-
mation: occlusion handling and data compression. For thradg pattern information
can be used to predict the shape and position of occludedvardafidence detections
of objects in the same scene. This introduces a scheme irhwdiclevel detections
are mutually reinforced by high-level model informatioor Fnodel compression, rep-
resenting the repetitive structure by a generalized oljedtpattern description makes
it possible to represent the structure of interest in thegenaery efficiently.

In this paper, we present a technique to find such repetiatems in an unsuper-
vised fashion and to exploit this information for occlustwandling and compression.
Specifically, we evaluate our method on the problem of bagdacade analysis.

The contributions of this paper are:

1. Unsupervised detection of mutually similar objects.gefb contours are extracted
and robustly matched using a growing codebook approaciréuspy the Implicit
Shape Models (ISM) [1].
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2. Analysis of pattern repetitions by the concepiaificelets: a selected set of fre-
guent distances between elements of the same object categtite Cartesian
plane. Latticelets are generalizations of the repetitiatbeon.

3. A probabilistic method to geometrically analyze cycliersent repetitions. Using
Conditional Random Fields (CRF) [2], the method infers imgwbject occur-
rences in case of weak hypotheses. Element detection plibbahd geometrical
neighborhood consistency are used as node and edge features

Our method is a general procedure to discover and reasorpetitiee patterns, not
restricted to images. The only requirement is that a metboddtecting similar objects
in a scene is available and that a suitable latticelet paenmation is available in the
space of interest, e.g. the image or Cartesian space.

To the authors’ best knowledge, there is no other work initeeslture that pursues
the same goals addressing the problem in a principled way.

This paper is organized as follows: the next section dissusdated work. Section 3
gives an overview of our technique while in Section 4, thecpss of element discovery
is explained. Section 5 presents the way we analyze repefiitterns and Section 6
describes how to use CRFs for the task of repetitive stradtfierence. Section 7 shows
how to obtain an high-level image compression with the psepganethod. In Section 8
the quantitative and qualitative experiments are presefolowed by the conclusions
in Section 9.

2 Related Work

In this work we specifically analyze repetitions from a sengtatic image. The work
of [3] uses Bayesian reasoning to model buildings by archital primitives such as
windows or doors parametrized by priors and assembledhegkke a 'Lego kit'. The
work of [4] interprets facades by detecting windows with &M\l approach. A prede-
fined training set is provided. Both works address the probléth a Markov Chain
Monte Carlo (MCMC) technique. Unlike our approach, they dbexploit information
on the connectivity between the detected elements. Our week ISM in an unsu-
pervised fashion without a priori knowledge. We considersed contours to create
codebooks that generalize the appearance of repeatednitefieereby, we are able to
recognize such elements with high appearance variabilayks to the Hough-voting
scheme. In the field of computer graphics, grammar baseag@uooal modeling [5-7]
has been formally introduced to describe a way of represgmtian-made buildings.
Most of these works do not discover patterns but reconsthec8D appearance of the
facade and require human intervention.

Approaches based on RANSAC [8] and the Hough transform [@¢ lheen used to
find regular, planar patterns. More sophisticated methelds ithe assumption of the
regular pattern using Near-Regular Textures (NRT) [10, $ithilar to our work is [12]
in which the authors propose a method to find repeated patiera facade by using
NRT with MCMC optimization using rules of intersection beten elements. They are
able to extract a single pattern based on a 4-connectivifigéa Our approach allows
detection of arbitrary patterns without relying on a fixedd®lo Further, it can detect
multiple object categories and associate for each categatyple repetition patterns.
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Fig. 1. Schematic overview of the algorithm.

3 Overview

The first step of our algorithm (see Fig. 1) is to compute a standard descriptors
on a given input image. Then, we compute closed contoursrépaesent the candi-
dates for repetitive objects such as windows or pillars. Réeidea is that we do not
classify these objects using a model that was previousipéebfrom training data, but
instead, obtain evidence of their occurrence by extradinglarities directly from the
given scene. The advantage of this is twofold: first, we adependent of a previously
hand-labeled training data set. Second, by grouping simigcts into categories and
considering only those categories with at least two objestiainces, we can filter out
outlier categories for which no repetitive pattern can bentb Our measure of mu-
tual similarity is based on the object detection approachdéipeet al. [1]. In the next
step, we analyze repetitive patterns inside each categbiy.is done by analyzing the
Euclidean distances between elements in the image acciedlitaa frequency map.
These relative positions are represented as edges inaelgtaph in which nodes rep-
resent objects positions. The most dominant edges by wHinbdes in this graph can
be connected are found using a Minimum Spanning Tree afgor@nd grouped into a
set that we call latticelet. For reasoning on higher-leegletitions we extract a set of
polygonal repetitions composed of latticelet arcs. Sudiigmmal repetitions are used
to build a graph for predicting the position of occluded orakly detected elements.
An inference engine based on CRFs is used to determine ifcitwi@nce of an object
instance at a predicted position is likely or not. In an imagepression application,
we use a visual template of each object category, the medaakgbound color and the
lattice structure to efficiently store and retrieve a givapuit image.

4 Extraction of Mutually Similar Object Instances

In this section we explain the process of discovering répetelements present in an
image based on closed contours. As first step of the algorifiirape Context descrip-
tors [13] are computed at Hessian-Laplace interest pdGastours are computed by
using the binary output of the Canny edge detector [14] eedoda Freeman chain
code [15]. We refer to the content in each contour as an objstdinceO.. Matching
contours in real world images can be very hard due to shadod/oa contrast areas.
We therefore employ an Implicit Shape Model-like (ISM) tejue in which the con-
tours act as containers to define a codebook of includedigess: This way, we can
robustly match objects. In summary, an ISM consists of afdetal region descriptors,
calledcodebook, and a set of displacements, usually nametes, for each descriptor.
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Interest points and Descriptors Canny-based contour extraction Codebooks creation Contour codebook detection

Fig. 2. Extraction of mutually similar objects. For each closed contour, a codedfaescriptors
is created that contains relative displacements to the object centers.(\idtes, the descriptors
of each object are matched against the descriptors in the image.

The idea is that each descriptor can be found at differeritipos inside an object and
at different scales. Thus, a vote points from the positioa ofatched descriptor to the
center of the object as it was associated in the codebookraatien. In our case all
the descriptors found inside a contour are included in tlielbook%: as well as the
relative displacement of the respective interest pointh véspect to the center of the
contour. To retrieve objects repetitions we match objatthe following way:

1. All descriptors found in the image are matched againstta@cts codebookse.
Those with a Euclidean distance to the best matctithat is bigger than a thresh-
old 64 are discarded.

2. \otes casted by the matching descriptors are collecta®ID voting space

3. We use mean shift mode estimation to find the object cerder &ll votes. This is
referred to as an object hypothesis.

To select valid hypotheses we propose a quality functiohtibkances the strength of
the votes with their spatial origin. Votes are accumulatea ¢ircular histogram around
the hypothetical object center. The detection quality fiamcis given by:

fa(ai, de) S

4 =W 7 (06, ae) W) 4l @)
whereae is the vote orientation histogram of the obj&é&t a; is the vote orientation
histogram of the hypothesis f;, is a function that applies aAND operator between
the bins of two histograms and sums the resulting not empiy. §i s are respectively
the score (number of votes received for the hypothesis) e@addore ofOe. w; is the
bias that is introduced between the two members. This is pli§ied version of the cost
function explained in [16]. Detected objects are selected bimple minimum thresh-
old 65 on the detection qualitg;. All the objects matching witkDe constitute the object
categoryt that is defined by a codebook composed by descriptors thatilmated to
each match and all the entries @§. Thus, a more complete description of the visual
variability of the initial object instanc®g is achieved. It is important to notice that it
is not required that every object in the image has a closetbuoas soon as there is
at least one of its category. In other words: if an image ofcad@ contains several
windows of the same type, only one of them is required to hatesed contour. In this
work we aim to match objects with the same scale. Same ohjeesent at different
scales in the image are treated as different object catjori
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Fig. 3. Latticelet discovery process. Objects of the same category are detéctedhplete graph
is built and the relative distances are accumulated in the Cartesian plane.

As a last step we use an hierarchical agglomerative clastevith average linkage
to group visually similar categories by using a measure ritgstt by their codebook

S L(t 1)
entriesd (1., 7)) = M whereL computes the number of corresponding de-
LA mln(\r H%)

scriptors from the two codebooks with a Euclidean distaridess tharfy and
number of codebook entries.

the

i
Ty

5 Analysis of Repetitive Objects

5.1 Latticelets

In this section we introduce the space frequency analysthéodiscovered object cate-
gories. We name the detected object locations in the imagedas. In order to analyze
the repetition pattern of each object category we build apgteta graph that connects
all the nodes. Our aim is to select in this graph edges tha haepeated length and
orientation. Moreover, we require our arc selection toudel all the nodes. Our pro-
posed solution is based on the use of a Minimum Spanning &Y. From the
complete graph we build a frequency map (see scheme Fig. Bignd), in which we
store the distanceslx|, |dy| in pixels between nodes of the graph. The map represents
the complete distance distribution between the nodes. @rfefidre have to select from
this map the most representative modes. In order to estilmeaé density maxima in
the frequency map we employ a two dimensional mean shiftrigfgo, with a simple
circular kernel. Each convergence mode is expressed bynaipaihe mapdX,dy and
its score repetitiveness that is given by the number of painntributing to the basin
of attraction. All the graph edges that contribute to eachienconvergency are then
labeled with their associated distance. At the end of thiz@ss we have obtained a
graph in which the distances between the nodes have beardddg averaging similar
consistent distances/orientations. Each edge is taggbdts/repetitiveness score.
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Fig. 4. Repetitive distances in x and y are clustered via mean-shift, the arenagghed by their
mode convergency score. The solid and dotted lines in the latticelet figpresent the possible
directions espressed by the seledtbd and|dy|.

As last step of this processing we employ Kruskal's algamifi7] to find the min-
imum spanning tree by using the nodes, their edge connigcéimd the weight of the
arcs. The resulting tree represents the most repetitieesarificient to connect all the
nodes. In order to compact the information we select eaahddiarc just once. We call
it latticelet, the minimal set of repetitive arcs that areded to represent the original
lattice. Each object category is associated to a latticakst generalize its repetition
pattern. Our method is able to cope with small perspectistodions thanks to the re-
laxation step. For larger deviations from a fronto-patatteage view, the problem of
perspective estimation can be naturally decoupled fronotigeof analyzing repetitive
patterns. The problem of image rectification could be add@vith many existing
methods (e.g. [18]) that are far beyond the scope of thisrpape

5.2 Cycles and chains

Latticelets contain very local information, they expldie tdirection of a possible pre-
dicted element from a given position. In order to incorpetagher level knowledge of
the repetitive pattern of the neighborhood, we use cyclesposed of latticelets arcs.
Our aim is to find minimal size repetitive polygons. They pdavthe effective object
repetition that is used in later stages to obtain predictiod simplification. For each
category we sort the the weight of its latticelet arcs and &lecs the one with highest
weight. We compose a new graph by using the selected arcltbdauinection between
nodes and compute the smallest available cycle by compitsiggrth (i.e. length)y.

A cycle " is computed by using an approach based on a Breadth-firstiSalgo-
rithm. Starting from a node of choice in the graph, arcs allevi@d once, and nodes
are marked with their number of visits. A cycle is found asrsas the number of visits
for a node reaches two. This is done for all the nodes presettiei object category
detection set. We then collect all the cycles, and we selfecbhe with the smallest
number of nodes. We create a graph by using the connectifféyed by~ and mark
as removed the nodes that are connected by it. Thus, we atltkatatticelet arc until
all the nodes are connected or all the latticelet arcs aré. W¥e obtained a polygon
set composed of frequent displacements suitable to desttréobject distribution in
the image (see scheme Fig. 5) and to generalize higher oreleesitions. An object
category is therefore associatecktsmall cycles¥ = {I1,...,}.
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Fig. 5. From the graph created by an incremental set of latticelet’s arcs, spalitive cycles”
are selected by using a Breadth-first Search algorithm. Chains atedi@n the remaining nodes
that have not been satisfied by any polygonal cy@es

In addition to what has been explained above, the algoritiesa to represent with
chains the nodes that cannot be described with polygontsythe procedure is anal-
ogous to the former one: chain arcs are selected by usingtleddatticelet set. The
procedure is run for each object category.

6 Structure Inference using Conditional Random Fields

So far, we showed our method to detect objects representeldsesd contours and to
find repetitive patterns in the occurrence of such objectsvéver, in many cases, ob-
jects can not be detected due to occlusions or low contratsteiimage. In general,
the problem of these false negative detections can not bkedas there is not enough
evidence of the occurrence of an object. In our case, we cathesadditional knowl-
edge that similar objects have been detected in the same ascehnthat all objects of
the same kind are grouped according to a repetitive pattégimg these two sources
of information, we can infer the existence of an object, e¥éts detection quality is
very low. We achieve this by using a probabilistic model:repossible location of an
object of a given category is represented as a binary random varidb(&) which is
true if an object of category occurs at positiox and false otherwise. In general, the
state of these random variables can not be observed, iyeatkdidden, but we can
observe a set of feature$x) at the given positiorx. The featureg here correspond
to the detection quality defined in Eqn. (1). The idea now ifirtd states of all binary
variabled; = {l;(x) | x € 2"} so that the likelihoo(l; | z) is maximized. In our for-
mulation we will not only reflect the dependence between t@bled andz, but also
the conditional dependence between variablel (x1) andl;(x2) givenz(x1) andz(xz),
wherex; andxy are positions that are very close to each other. The intuli&hind this
is that the occurrence probability of an object at positigis higher if the same object
already occurred at positiory. We model this conditional dependence by expressing
the overall likelihoodp(l; | z) as a CRF.

6.1 Conditional Random Fields

A CRF is an undirected graphical model that represents thegonditional probability
of a set of hidden variables (in our cals¢ given a set of observatiors A node in
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the graph represents a hidden variable, and an edge betweemotles reflects the
conditional dependence of the two adjacent variables. Tapctep(l; | z), we define
node potentials ¢ andedge potentials ¢ as

¢(z,15) ="M@l and @(z,z),yi,y)) = e¥ele@zililn), )

wheref, andfe are feature functions for the nodes and the edges in the dsmeh
below), andw,, andwe are the feature weights that are determined in a traininggha
from hand-labeled training data. Using this, the overi#lihood is computed as

1 N
I;12) === zZi,l4i Zi,zi,l4,170), 3
p(r| ) Z(Z) |I:l¢( i rl)(ivﬂglﬂ( iyZj,lti TJ) (3)
whereZ is thepartition function, N the number of nodes, anf the set of edges in the
graph. The computation of the partition functigrns intractable due to the exponential
number of possible statdg. Instead, we compute tHeg-pseudo-likelihood, which
approximates log(l; | z)

In the training phase, we compute the weighitsandw, that minimize the negative
log pseudo-likelihood together with a Gaussian shrinkage.gn our implementation,
we use the Fletcher-Reeves method [19]. Once the weightshtaeed, they are used
in the detection phase to find the that maximizes Eq. (3). Here, we do not need
to compute the partition functioB, as it is not dependent dp. We use max-product
loopy belief propagation [20] to find the distributions otlé;;. The final classification
is then obtained as the one that is maximal at each node.

6.2 Node and Edge Features

As mentioned above, the features in our case are directjetto the detection qual-
ity obtained from Eqn. (1). In particular, we define the nodatiires a$,(q;,lri) =
1—1¢i+ (2 — 1)q;, i.e. if the labell;; is 1 for a detected object, we use its de-
tection qualityq;, otherwise we use 4 q;. The edge feature functioila computes a
two-dimensional vector as follows:

1 .
T(fer  feo) if Irj = Iy - fel:max(fn(Qiy|Ti):fn(qj7|1j))
il ) =d Y
ot = {8 ) T i @)

where%; is the set of (maximal two) minimum cyclésthat contain the edge between
nodes andj, andn () is a function that counts the number of detected objectsalon
the cyclel, i.e. for which the detection quality is abodg.

6.3 Network Structure

The standard way to apply CRFs to our problem would consisbltecting a large
training data set where all objects are labeled by hand angbith object categorya
pair of node and edge features is learned so plilat| z) is maximized. However, this
approach has two major drawbacks:
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— For a given object categony there are different kinds of lattice structures in which
the objects may appear in the training data. This meanshbatdnnectivity of a
given object inside its network varies over the trainingregées. Thus, the impor-
tance of the edges over the nodes can not be estimated in angiehmway.

— In such a supervised learning approach, only objects ofostes that are present
in the training data can be detected. l.e., if the CRF is éghionly on, say, some
different kinds of windows, it will be impossible to dete¢her kinds of objects that
might occur in repetitive patterns in a scene. Our goal hewes to be independent
of the object category itself and to infer only the structofrthe network. In fact, the
object category is already determined by the similaritydiébdn described above.

To address these issues, we propose a different approackidénong the fact that
from the training phase we only obtain a set of node and edgghtgsv,, andw,, which
do not depend on the network geometry but only on its topglagycan artificially
generate training instances by setting up networks witlvangiopology and assigning
combinations of low and high detection qualitiggo the nodes. The advantage of this
is that we can create a higher variability of possible situestthan seen in real data and
thus obtain a higher generalization of the algorithm. Thpology we use for training
has a girthy of 3 and is shown in Fig. 6 on the left. Other topologies aresits for
training, e.g. using squared or hexagonal cycles, but foquegments we carried out it
turns out that the use of such topologies does not increasgdhsification result. The
graph in Fig. 6 right illustrates that. It shows the true pesiand the true negative rates
from an experiment with 100 test data sets, each consisfimgtaorks with a total
of 5000 to 10000 nodes. The training was done once only witieagular topology
(TriTop) and once also including square and hexagonal t@pes (MixTop), which
represent all possible regular tessellations of the plaa¢he graph shows, there is no
significant difference in the two classification results.cbntrast to the topology, the
number of outgoing edges per node, i.e. thenectivity, has a strong influence on the
learned weights. Thus, we use a training instance wher@sdiple connectivities from
2 to 6 are considered, as shown in Fig. 6 left.

In the inference phase, we create a CRF by growing an inigaékork. From the
analysis of repetitive patterns described above, we olit@rsets for each category,
the topology and edge lengths of the lattice. By subsequentling cycles fron¥ to
the initial network obtained from the already detected cisjewe grow the network
beyond its current borders. After each growing step, we oopy belief propagation to
infer the occurrence of objects with low detection qualltiye growth of the network is
stopped as soon as no new objects are detected in any of thecfiahs from the last
inference steps.

7 Model Compression

One aim of our work is to show that the information containedm image (e.g. a fa-
cade) can be compressed using the proposed repetitiortidetehnique. We reduce
the image to a simple set of detected object categories, rigetition scheme, and a
simplified background extraction. More in detail: each objeategory is stored as a
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Fig. 6. Left: Triangular lattice topology used for training the CRF. The numbers insidedties
show the connectivity of the nodeRight: Comparison of CRF performances using TriTop and
MixTop datasets for training. True positive and the true negative ragesvatuated. The result
from the TriTop data are shown in box-and-whiskers mode, the Mix@splt as dots. We can see
that using different topologies for learning gives no significant ckanghe classification result.

set of codebook descriptors and vote vectors, a rectangalarscale bitmap result-

ing from averaging the image areas inside the detected alsrbeunding boxes. To

visually simplify the image background, we assume that fieces between detected
elements in a category is covered by textures of the same Wiedsort object cate-

gories by their cardinality. Then, as a texture simplificatiwe compute the median
color between the elements by sampling squared image gaf€this color is assigned
to a rectangle patch that extends from top to the bottom df eategory. We iterate this
procedure until all the image is covered. Missing empty space filled with the color

of the most populous group. Some examples are shown in thepagt of Fig. 9.

An image compressed with our method can be used in a numbeptitations
such as visual based localization, in which informationxsaeted only from the re-
peated pattern, or low-bitrate storage for embedded sygsterg. UAV) that have to
store/transmit large urban environments. In a more gefashion we consider that our
approach should be useful in all those cases where the malnggm identify places
where repetitive patterns are present, although it is naedissuited to provide detailed
reconstructions of the represented objects.

8 Experiments

The goal of our experimental evaluation is to investigate/iich extent the proposed
algorithm is capable to detect different categories of cigjeto detect repetition rules
and to run inference based on that information.

In order to obtain rich statistics on a wide range of objetégaries we prepared an
image evaluation set composed of high contrast polygon#eteht sizes. 150 pictures
of 450x 150 pixels size have been computer generated, each oneniogta to 8
different object categories. An object category is defingé ltype of a polygon. It is
important to stress that such set evaluates not the detezzjuabilities but the capacity
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Fig. 7. Samples from the evaluation data set

of grouping similar elements, detecting latticelets arfériting high level cycles and
chains for model compression and completion. Polygons eseribed by few pixels
to introduce ambiguity in the description of repetitive rents. Fig. 7 shows some
samples from the evaluation dataset.

One of our goals is to assess the quality of object categstindtion and grouping,
that is fundamental for the creation of the graph, as weltsaanalysis. It is important
to note that the angle difference between an hexagon andtageenis just 12 and
in small scales, due to pixel aliasing, this difference may lbe easy to distinguish.
Fig. 8 left shows the average difference between the nunfletected categories and
annotated categories. The graph is plotted with respelsetminimum detection quality
6, needed for each node. We can notice that the algorithm tendsder-explain the
data trying to not overfit single detections. This is the lestithe soft detection and
grouping strategy we use that favors the merging of simééegories to the creation of
anew one.

Moreover, we evaluate the contribution of the CRF to thedir rate of repetitive
elements present in the image. We plot, in Fig. 8 right, thésasure with respect t,
and we overlay the results using CRF. The left side of thelgstuows the CRF contri-
bution (4%) when many annotated objects have been alredegtdd by the discovery
process, the right one shows the performance when just feweglts are detected. In
the latter case, a sound 20% detection rate improvemenhiswad: it suffices that a
small group of elements is detected for generating a s&t v$ed for inferring many
missing aligned low-detection nodes. Important to menisathe average of false pos-
itives per image: @. CRF therefore increases the true positive rate and ibgtees a
very low false positive rate.

We also performed a quantitative analysis of compressitia far the images in
the evaluation set and the real-world images displayed gn $right. The resulting
compressed image is very compact and it stores just one ppitonaach object cate-
gory and a list of 2D coordinates of elements locations. lfewgloy the ratio in bytes
between the compressed image and the raw input image foestiag set images we
obtain 14% ratio, for the pictures displayed in Fig. 9 (top to bottordey), we ob-
tain: 2% 1.2%, 2.3%, 0.8%, 2.8%, 8%. Even though this method aggressively reduces
the amount of image details, the salient repetitive paitepneserved.
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Fig. 8. Left: Average difference between the number of detected categorieshanthted cate-
gories. The algorithm tends to under-explain the data trying to not oviediedetectionsRight:
Discovery only detection and discovery + CRF detection. The contribufi@Ré for detecting
missing elements is particularly evident when a low detection rate is obtaineph&are plotted
with respect to the minimum detection qually needed for each node.

A set of images of facades and other repetitive elements bega downloaded
from internet and treated as input for our algorithm, Figd8.each of the examples the
difference from discovery and CRF-completed image is shdvisinteresting to notice
that the algorithm works also for not rectified facades amérse kind of architectural
or repetitive elements. In the scope of this work it is evidbat training on a simulated
data, sufficiently rich in variability, satisfies also reand examples.

9 Conclusions

In this paper we presented a probabilistic technique tamglietand reason about repeti-
tive patterns of objects in a single image. We introduced:tmeepts of latticelets, gen-
eralized building blocks of repetitive patterns. For highel inference on the patterns,
CRFs are used to soundly couple low-level detections wigh-hével model informa-
tion.

The method has been tested on simulated and real data shthweimdfectiveness
of the approach. From a set of synthetic images, it was vétifiat the method is able
to correctly learn different object categories in an unsuviged fashion regardless the
detection thresholds. For the task of object detection bgtehprediction and comple-
tion, the experiments showed that the method is able tofgigntly improve detection
rate by reinforcing weak detection hypotheses with the ‘hegll model information
from the repetitive pattern. This is especially true fogkathresholds for which detec-
tion only, without our method, tends to break down. For tis& taf model compression,
i.e. retaining and efficiently representing the discovemgbtitive patterns, a very high
compression ratio of up to 98% with respect to the raw imageean achieved.

Beyond the tasks of model completion and compression, waggeations of this
method in image inpainting, environment modeling of urbeengs and robot naviga-
tion in man-made buildings.
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Fig. 9. Left Column: Extracted self-similar objects (red boxes). Note that often only a few-nu
ber of instances are foun@enter Column: Final CRF lattice (dots and lines) and inferred posi-
tion of objects (boxesRight Column: Reconstruction of images based on our model compres-
sion.

Appeared in: Proc. of the European Conference on Computer Vision (ECCV), 2010 191



Articles on Unsupervised Offline Learning (Chapter

Inferring the Semantics of Direction Signs in Public Places

Jerdme Mayé, Luciano Spinellé, Rudolph Triebel, and Roland Siegwatt
* Autonomous Systems Lab, ETH Zurich, Switzerland
email: {jerome.maye, rudolph.triebel, roland.siegy@imavt.ethz.ch
 Social Robotics Lab, Department of Computer Science, Usityeof Freiburg, Germany
email: spinello@informatik.uni-freiburg.de

Abstract— Most large-scale public environments provide di-
rection signs to facilitate the orientation for humans and to
find their way to a goal location in the environment. Thus,
for a robot operating in the same environment, it would be
beneficial to interpret such signs correctly for a safe and efficien
navigation.

In this work, we propose a novel approach to infer the
meaning of direction signs and to use that for navigation, i.e.,
to find a mapping of a detected sign to a motion direction.
Our method uses a hierarchical extension of the Implicit Shape
Model framework called HISM that does not require any
hand-labeled training data to detect the signs. On the lower
level of this two-stage hierarchy, ISM is applied to image
descriptors as in the standard approach. On the higher level,

ISM operates on subparts of signs called tokens, using weights

learned from data. The interpretation of the signs is inferred
by associating navigation data to direction instructions. We
conducted experiments from image data acquired in an airport
terminal, aiming towards the implementation of a robotic guide,
with promising results.

I. INTRODUCTION

Human beings can relatively easily find their way in an
unknown environment using direction signs. The first use of

arrangement of subparts and these subparts are again defined
by a geometrical arrangement of primitive image feature
descriptors. We term this methétlerarchical Implicit Shape
Models (HISM) Furthermore, if several kinds of signs are
presented to the robot, this method allows to understand
which are the most distinctive subparts by using a smart
weighting approach. For further learning, we use our sign
detection technique to find a mapping between detections and
motion directions, thus inferring the meaning of direction
arrows. This is achieved by analyzing the frequency of
certain subparts related to signs.

In this paper, we show possible applications for a robotic
guide that navigates in an unknown environment or for a
robotic assistant that identifies which sign to follow toalea
a desired goal.

In particular, the major contributions of this work are:

« Hierarchical Implicit Shape Models (HISM): a hierar-
chical subdivision and voting strategy of a sign. This
allows robustness and subpart weighting.
Unsupervised subpart clustering and description as an
object: uniformly clustered color regions are described

these artifacts goes back to the Roman Empire, where mile-
stones were placed along the dense road network to indicate

by a geometrical voting model of standard image fea-
tures.

the distances to the nearby major cities. Since thattigessi  « Mapping actions to detections to learn semantical sign
evolved in a more convenient form which generally consists  information: unsupervised detection of direction arrows.
of a symbol suggesting the direction, a distance indicator, The rest of the paper is organized as follows. Section I
and a part identifying the destination. Signs are nowadaygyiews the related work in the domain. Section Il deswibe
not only restricted to roads. They actually serve as the majy,, approach for learning signs. Section IV shows how we
cues for navigation in most public places like train staion 5chieve sign detection. Section V demonstrates how to map
airport terminals, or event venues. Given the high density Qtions to sign detections. Section VI presents experisnent

direction signs in our daily environment, it would thus besection ViI outlines our conclusions and future work.
beneficial for a robot to be able to read these signs correctly

for an efficient navigation. This paper explores this ided an
applies it to a typical environment where the signs are of To our knowledge, there has been little work in the topic
particular importance: an airport terminal. of unsupervised sign analysis. The work of Quirgjial. [2]

Our approach addresses this challenge by reasoning isrbased on a similar experimental environment. It makes use
single images. The method presented in this paper is not a Pan-Tilt-Zoom camera for obtaining detection based on
based on models that are manually designed beforehand, BIFT features [3] without any further reasoning.
instead infers them from data. Moreover, we design a systemOther literature focuses on traffic signs: either their de-
that is able to generalize over several categories of sigtection, their recognition, or both. For detection, the tmos
by using object detection techniques. Whenever a sign isteresting approaches are inspired by the object detectio
presented to the system, it is divided into subpart®okens method proposed by [4], which is based on a cascade of
The sign is therefore characterized by a hierarchical niethdoosted classifiers working on Haar-like features. Several
which builds on a hierarchy of Implicit Shape Modelsauthors report promising results with this technique [6], [
(ISM) [1]. Specifically, a sign is defined by a geometrica[7]. Some other detection algorithms are based on color

Il. RELATED WORK
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segmentation or geometrical features [8] [9], and finallymage regions. We denote interest points as vectgrs=
on Distance Transform (DT) matching [10]. (z,y), their scalesy;, and a set of interest points &s. A

For traffic sign recognition, several machine-learninglescriptor computed &; is represented as &dimensional
methods have been experimented, including Support Vecteector h; that is part of a descriptor séf.

Machines [7], [8], a Bayesian generative model [6] and an It is important to notice that rotational invariance of the
Error-Correcting Output Code (ECOC) framework [5]. descriptors is not desired in our case, since we want to
Most relevant to HISM is the work by Andriluk&t distinguish a6 from a 9. We also note that our method
al. [11]. There, the authors propose a part-based model ft& not only restricted to Shape Context descriptors, but can

pedestrian detection in which each part votes for the objewatork properly with any other robust image features.

center. With our method, we overcome the need of manugl
subpart annotation: subparts are individuated autonigtica ) . ) )
by a consistency segmentation rule. Moreover, we do not In the next step of our algorithm, we divide a given sign
employ any supervised learning technique: our method [8to smaller subparts, calletbkens Signs are intrinsically
able to generalize recognition of the same sign with sigrié€Signed to be clearly distinguishable by human eyes in
that consist of similar appearance and similar geometric&NY €nvironment. For example, for traffic signs, the color
subparts distributions in an unsupervised manner. Furthéicheémes are regulated by an international convention [17].
more, [11] learns a Gaussian distribution of the position gp!dns for public places generally follow the same rules.
each manually labeled part relative to the object center thAh€ colors used for the shapes are chosen to have a high
acts as a soft skeletal model; we do not impose any Subpgﬂntrast with respect to the background. By following these

spatial distribution and each subpart can independenty vo'©asons. we define that uniform coherent and high-contrast
for an object center. areas delineate subparts. We thus proceed by binarizing the

sign. Otsu’s segmentation method [18] is able to accomplish
I1l. L EARNING HUMAN SIGNS this task in a robust and fast manner. It automatically $elec

Our algorithm takes as input a picture of a sign, calleéhe_ best thresholding value by minimizing' the intrfa-class
target sign that describes a desired destination. The methogriance of foreground and background estimated pixels.
is then able to analyze any newly recorded image for the Then. & region growing algorithm [19] is applied to the
presence and the position of such a sign, probabilistical§ctive pixels of the binary image in order to group adjacent
and without any hand-tuned models. Techniques like chamf@gighboring pixels into coherent regions. In order to reenov
matching [12] or cross-correlation [13] aim at matchingnherent noise, we fix a minimum number of pixeis
the exact visual appearance of the target sign with a teRgr region. Finally, an agglomerative hierarchical cldiatg
image. However, in cluttered and crowded environmenf@dorithm with average link [20] groups nearby regions
these methods are prone to fail due to the weak descriptid© clusters by considering the distance between cenfers o
of the object. Moreover, the user might show a target sigdr@vity and using a threshol;. This process avoids that a
not precisely aligned or totally visible. This can produceéidn is decomposed into too many small regions. We then
problems to a simple gradient matching method. Instea§0Mpute the bounding bok for each cluster and define the
we can achieve a higher level of robustness by describirdft Of all interest points and corresponding descriptcsislen
a target sign with standard local image descriptors [14f§as asign tokenT
By matching such local descriptors, we obtain a far more
reliable corresp_ondence. Unfortunately, such an approach T :={(x1,h1), ..., (Xm, hy), B}
does not take into account that some parts of a sign are
more important than others. As an example, numbers contain .
just a few features but they are a very descriptive part of a and  h; is computed ak; Vi
sign. Therefore, we developed a novel unsupervised match-t js important to remark that this method does not exploit
ing method that overcomes these problems by producifge color or the shape of the cluster as a subpart descriptor,
a hierarchy in the object: a sign is automatically dividedyyt it just uses the cluster as a coherent container for tobus
into subparts, described by standard local image destsiptojocal image descriptors. Furthermore, our algorithm is not
Ssubparts compose a sign by defining geometrical constrainggstricted to this procedure. Actually, any fast and robust

Furthermore, the subpart description of our method allowsegmentation method could be used at this stage.
importance weighting of each single subpart.

Sign Decomposition

where x;€B Vi=1,....m 1)

C. Learning the Sign Hierarchy

A. Features Extraction Once a sign has been divided into tokefswe extract
The first step to robustly describe signs is to extract geometrical informationn addition to theappearance infor-

set of local image descriptors. As we expect to match basinationgiven by the descriptork; in each7. An elegant and

geometrical shapes contained in the signs, we make usevegll established way to achieve this is by means of Implicit

Shape Context descriptors [15] computed at Hessian-LaplaBhape Models (ISM) [1]. An Implicit Shape Model describes

interest points [16]. This allows a quite dense descriptibn an object by aodeboolof local appearance, i.e., a collection

the sign and, at the same time, a robust representationaif loof local image descriptors, and the displacements between
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their associated interest points and the object centerutn o wherem(i’) is the number of tokens encountered in sign
case, this means that a codebabk for a tokenT consists S,,. Using this definition, the value af; for each tokerﬂ;"

of all image descriptordh; € 7 and all corresponding characterizes its discriminative factor and is used at ex lat
displacement vectors;, wherev, = x; — ¢’ andc” is stage as a voting weight.

the center of gravity off. Thus, we define:
IV. SIGN DETECTION

CT = {(hy,va),.. (Vi) }- @) Whenever a user shows a target sijto the robot, its task
Now, using C7, we can describe sign tokens, but foris to navigate to the goal position whefeis encountered.
a reasoning on the higher level of signs, we need morE achieve this, it needs to match all new images wfth
information about the arrangement of the tokens in a sig&nd extract a direction indicator, i.e., an arrow, to infesr i
We proceed by introducing a hierarchical ISM of tokensgirection of motion. As a first step, the sighis matched
called HISM. A codebookCS of this hierarchical ISM is within the existing databas®. In caseS ¢ &, its HISM is
defined as the set of all tokers of a signS along with computed and stored i&. Moreover, all the token weights
the displacements between the tokens’ centroidsand the g¢; are updated.
centerc® of the sign, and a weighting factgt, i.e.: Then, for a given new imagé presented to the robot, all
the interest pointg! and shape descriptols are computed.
These are then matched with all descripthrsfound in the
%= {(Ti, Wi 1) (T Was g)} codebookC”* of S. The matching is carriged out using a
where  w;=c’ —c®Vi=1,...,n  (3) nearest neighbor distance ratio strategy [14]. The Eusfide
and g; is the weight of 7; (defined below) distanced(h!, h;) defines the matching score betwekh
and h;. Let the first and second best matching descriptors

At this point, we note that the boundaries of a si§n beh,, andh,,. A matching pair(h{l,hh) is detected, if

must be given to be able to compute its centér Also,
information about which tokens belong to which sign must B I

be available to be able to create the codeb66k In this d(h;,, hj,) < Oy d(h;,, by, ), (5)
paper, we assume that a sign is always given in form Wherew
its bounding box. This ensures thal and the tokens that
helong to a sign are uniquely defined. This is neverthele%%debookCTk casts avote for an occurrence of the token
possible to remove this limitation with a clever segmentati T, at the position

algorithm, but this was not the focus of our work. The entire
target sign processing is illustrated in Fig. 1.

. IS a distance ratio.
Each descriptorh! that matches a descriptdi; in a

D. Learning Token Weights Pij = Xi—Vj0ij

Using the HISM as described so far, we can compute a 0y = l (6)
high-level codeboolC® for each target sign and use it to K
find matching signs in new images presented to the robot. wherex; and~; are the interest point and scale related to
The details of this detection step are described in the nekf, v, and~; are the stored displacement vector and scale
section. Before, however, we note that signs often differelated toh;, andd;; is the scale of the vote. Moreover, each
only by a very small fraction, such as, e.g., one digit in theote is weighted inversely proportionally to the matching
two signs forCheck-in 1 andCheck-in 3. Using the distance:
HISM to match two signs like these would result in a high
matching score, although the signs are significantly dfier wy; = L @)
To address this issue, we additionally extract information 7 1+d(h£7h_i)
about which tokens in a sign are most distinctive.

The intuition we use here is the fact that distinctive tokens | YOt€S dij = (Pi;, di;) are then collected in a voting
; . . . space)V. Occurrences of the tokef, are determined by
occur only rarely in a given set of target signs. Assuming wi

are given a set of target SigEs — {Si. . .., Sy }. Now, for ﬁndlng high density loci inV. To this end, we use mean shift

each signS, in . we match all tokeng™ of S, with all mode estimation [21] with a spherical uniform kernel and a
tokens ?rorr: the ’other signs i6. As a gesult Zwe obtain scale-adaptive bandwidth. This method starts at a random

a matching scores, defined below, for the correspondencez Ollgéa? \ici]:\\i)t ag? |t:rna5eassts)ivirinc9n:sutn;g3}ﬁt|h 2 mi?\?:wlgl
between the token§?’ and 7. This score is high if the ©. Yy Ofq and assigningj 10 q I
J J . distance betweer and q is reached. The resulting is a
tokens match well and low otherwise. A measyyeof how : . o
. . . modem of the underlying points distribution and we call
well a tokenT7;* matchesin generalcan then be determined } . :
by summing Up all matching scores: M the set of pointsg which supportm. The process is
’ repeated until each poinj;; has been assigned to a mode

m’ m(i') m; = (py,dy). The resulting modes yieltlypothesegor
gj (7;.1') = Z Z 5(7;7',7;.1',/)7 (4) the location of the tokeff. The modem; defines the token
=1 =1 T with a matching score:
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Fig. 1. Template processing. The input imagés binarized into image with Otsu’s segmentation method. A region growing algorithnusi clusters
of coherent colors in image and outputs them in image An agglomerative clustering algorithm groups the regiohsnage 3 into tokens in imaget.
Image5 shows the codebooks for each token of imadgémage6 shows the codebook for the entire sign from the tokens camlebof image5.

a step further and analyze how it is possible to map actions
s(Tos Te) = Y wi (8) to sign detections.

Vi j qi; €My For a robot to navigate in sign-rich environment like an
airport, we not only need a reliable sign matching algorithm
We also have to associate the instruction related to the sign
occurrence to a specific action of the robot, i.e., undedstan
the direction arrows. We present two methods: in one we
build an arrow detector, in the other we show how to exploit
the full potential of HISM and infer it from the data.

Finding the entire sign in/ is then done in a similar
fashion as for the tokens. A tokefy/ that matches a token
Tw of CS casts a vote for an occurence of the sigimat the
position:

Ty = Py — Wk 0y (9) A. Geometric Approach
Girk = 0% A direct way of mapping actions to detections is to
. explicitly build an arrow detector. A simple arrow deteci®r
povsvi?iif :ri’d e;r;il‘z'oﬁﬂfiggég?ea:ﬁpﬁzh;siﬁg égt;:ge described by an heuristic built on a given geometrical model
. " composed by piecewise linear segments. In order to detect

vector stored in the codebook. Furthermore, each vote ha%ral\ arrow, the image is segmented with Otsu’s binarization
weight defined by algorithm. Regions with a certain minimal size and uniform
. color are extracted by using the same connected component
virg = 5(Tyr, Tr) o (10) approach as fotokenextraction. The following geometrical
properties are taken into account for arrow detection:

« Aspect ratio of the bounding box computed on each

extracted region.
« Filled ratio, i.e. number of pixels in the clustered region
over the number of pixels of the bounding box.

« Horizontal or vertical symmetry axis of the cluster.

« Position of bounding box centroid.

We can efficiently compute these key geometrical proper-
s(my) := Z Vi'k A1) ties by using the integral image technique introduced by [4]

Vil by €MS The idea is to halve the bounding box by an horizontal

line, and then by a vertical line. The integral image allows
to easily compute the sum of the pixels in the subdivided
bounding box areas, thus the symmetry ratios. We engode
types of arrows (up, down, left, right, and their 45-degrees
Qotated counterparts). We first detect the four cardinaivesr

As before, we collect the votes ;, = (r;«, (k) that are
hypotheses for possible locations of a si§nin a voting
space). Again, we run mean shift mode estimation to find
local density maxima inv. The resulting location hypotheses
m$, = (r;:,(;) supported byM5, for an occurrence of the
sign S in I have a score defined by:

The final scores(mf,) can be compared to a detection
thresholdd, in order to validate the presence of the si§n
in I at locationr; and scale(; . This threshold influences
directly the performance of the sign detector: high values

?9,1 reduce the nur_nper of false positive detections and th en we apply the same technique by rotating of 45-degree
Increase the precision of the dgtector. LOV\.' value§ how'evrﬁ{e detector for the remaining diagonal arrows. Classifica-
increase the reca_lll value. A detailed analysis on this ismgiv ion is obtained by empirical thresholding on each of the

in Sec. VI. _We_ﬁnally note tt_1at our system CQUId be_useﬁeometrical property. Henceforth, this method introduces
in a probabilistic framework instead of outputting a binar several free parameters to tune, lacks of generality, and is
answer. not adaptive.

V. MAPPING ACTIONS TODETECTIONS B. Learning Approach

We described in the previous sections how HISM repre- By using HISM, we can easily develop a robust and
sents a reliable sign matching method. In this section, we gdegant method for mapping a sign to a robot action. The
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resulting algorithm is able to deal not only with arrows, but
with any kind of geometrical shapes representing a diractio
like triangles or complex direction symbols.

The idea is to collect with a robot several pictures o o#
signs, and each time an image is taken, a label is associat |
The label represents the high-level action that an operat |
has commanded to the robot: "turn left”, "turn right”, "go - % e
up”, and so on. As soon as this dataset is built, all th g °[] SR e AT AT
images associated with the same action are collected in os——7—-— S e [ TN RS B
T = (Iup7Zleft7z'rigllt7z'dawn). r i i i i i ] i i i

The intuition is to find the most recurretitkenby simply
comparing the signs of an image action set together. Thu
we consider each séf separately and detect all the signs °: ‘ : ‘ ‘ ‘ ‘ ‘ ‘ ‘
in each set by running our algorithm on that. Therefore “; ‘ Oil ‘ 012 ‘ 013 ‘ OiA ‘ 015 ‘ OiG ‘ 017 - Dlg ‘ i
similarly to the procedure of Section Ill, we produce a Precision
frequency analysis. All théokensrelated to detected signs N ) o
are discarded, therefore we count how many times eafff, % FIeCae i Reesl anen o S e rous e, The
remainingtokenis repeated inZ* by computing the usual zrrows detection performs reliably.
token matching score. In order to avoid ambiguities (e.g.
another arrow of another sign in the image) we produce the
assumption that the repeated tokens must be in an area cl¢€beck-in 1/2/3, Arrival 1/2, Railway). The to-
to a detected sign. We then store tiekenas a part of a ken containing the numbe8 will get the higher voting

sign, described by its ISM, related to the direction changeeight after the matching process.

0.9

Z¢. This procedure is run in for afl. The Check-in 3 sign is matched with all the images
of the database which is manually labeled to have a ground
VI. EXPERIMENTS truth. The database contains 57 images wi@hack-in 3

ccurrence out of 124 images.

The performance of the classification is evaluated with the
Precision and Recall (PR) graph in Fig. 2, which shows the
Rerative discriminative threshold, variation. The detection
reaches 90 % at the Equal Error Rate (EER). For comparison
urpose, Fig. 2 also reports the results using the standard

approach, which gets 60.25 % at EER. In this case,

We show in this section the results of our implementatior?
and particularly analyze the qualitative and quantitafiee-
formance of our algorithms. Although we do not present a
experiment involving a robotic platform, we outline in the
conclusion the necessary steps for an integration.

All the experiments are based on a database of imag
_cr(r)]ltlaeg'iiegc:nztl éf;g; Qliﬁgritmvgg; S(jgggagjzgzllg;tﬂ&ag?féig lot of falsg posm\(es are introduced, snﬂ_;gck- inl
. e ndCheck-i n 2 signs are counted as positives. Although
is shrunk to a more reasonable 816x612 pixels BMP format. - h S

we do not report their PR graph, we obtained similar results

A gamma correction of 2 is also applied to increase th\‘/evith the other target signs.

gi?et:gi:. ;:g?er:aijr?:lﬁ/ d?r: thsalcr}:a?:jnzogé?:e\éagl?gsesgpia As a consequence of these experiments, we can state that
! 9 9 POour algorithm is able to correctly label the images beloggin

Some images contain no signs. the same path. Moreover, the accuracy of the detection

A . . 0
As mtentllotréeddbefo_ret, our atlgr?rlth?;_ trelles on ?ﬁveraﬁnight come to 100 %, if we refine our system by fusing
parameters: the descriptors matching distance r4fjo the multiple hypothesis of the same spot at different scales.

clustering threshold in the template ima@g; the minimum 5" e 1 this second experiment, we aim at extract-

are?hc_Jf atr:eg'?]nlclg thle ttﬁmalaﬁe |_ma@e anc_i thet sign ing the high-level navigation instructions contained i th
matching threshold/q. In the loliowing experiments, we signs. In our example of Zurich Airport, these instructions

empirically fixed 1.97” _to_ 05 and maded; and g scale are represented by 8 types of arrows (right, left, up, down,
_dependent. _The dlscrlmlnatlve thresholgwas then iterated and their 45-degrees rotated counterparts).
in order to find the optimal parameter. 23 images containing an arrow pointing to the right are
collected. They are matched against each other in order
to extract their common token. The descriptors selected
In the first set of experiments we evaluate the generah each image are then again matched against each other.
quantitative performance of our classifier in the case gfgar The token which gets the highest summed matching score
signs and arrows classification in random sample images.will represent this kind of arrow. The extracted token is
1) Signs: As exposed above, the target signs are firstlfinally matched with the entire image collection to assess
matched against each other in order to determine the mdke performance of the arrow classification. The database
distinctive token. In this experiment, we want to match theontains 35 occurrences of right arrows out of 124 images.
Check-in 3 sign and we have 6 different target signs The results are expressed in the PR graph in Fig. 2.

A. Classification
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1 .

weights learned from data. We showed that with HISM,
it is easy to map semantics to detections by learning the
meaning of the direction arrows in an unsupervised manner.
Experiments have been conducted from datasets retrieved in
a crowded airport terminal, that show typical guiding robot
applications, with promising results.

As future work, we aim to extend this approach by using
temporal integration and to develop learning and detection

-~

B8 e=. >

Fig. 3. Example of exploration and mapping in Zurich AirporheTrobot
starts from the garage and is able to reach@heck-In 3by following the
instructions on the sign. In the end, a topological map is blst.

(3]
4

The detection reaches 83.33 % at EER. We believe thd?’
these results could also be improved by using temporal
integration. Although we only show here the classification
of right arrows, these results are generalizable to any kin

of direction instructions.

For comparison purpose, we also assess the performané@
of our geometrical arrow detector on the same set of images.
We obtain anaccuracyof 93.54 %, which is slightly better [g]
than with the learning method. However, this approach is
computationally more expensive and not as easily scalablg,]
in other environments.

B. Exploration and Topological Map Creation [10]

In this experiment, we show how the combination of the;
previous results can yield an interesting robotic applcat
Assuming that a robot has an arrow and a sign detector, ve/leZ]
can for instance put it in the garage of the airport in frong of
direction sign and show him an image of tBeeck-in 3
destination sign it has to reach. The robot uses the sig!
detector to find which part in the current image is relevany,
to the destination. It then maps the direction instruction t
a motor action of its base. The result of this action lead
him to the next sign until it reaches the destination. Fig.
gualitatively shows the result of this experiment.

This experiment shows that our algorithm is not only6l
suitable for finding its way in an airport. It can also be useg
with a robot to build a topological map of the airport.

5]

(18]
VII. CONCLUSION
In this paper, we introduced the concept of Hierarchi[w]
cal Implicit Shape Models for robustly recognizing and?20]
generalizing over different kinds of signs in unstructurecﬂzu
environments. It consists of a two-level hierarchy: onecbas
on image primitives and the other on subparts of signs with

into a robotic mobile platform ready to be deployed in man-
made environments.
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Unsupervised Discovery of Repetitive Objects
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Abstract— We present a novel approach for unsupervised
discovery of repetitive objects from 3D point clouds. Our
method assumes that objects are geometrically consistent, and
uses multiple occurrences of an object as the evidence for
its existence. We segment input range data by superpixel
segmentation, extract features for each segment, then find a set
of segments that have a matching set using a joint compatibility
test. The discovered objects are then verified by the Iterative
Closest Point algorithm to remove false matches. The presented
method was tested on real data of complex objects. The
experiments demonstrate that the proposed approach is capable
of finding objects that occur multiple times in a scene and
distinguish apart those objects of different types.

1. INTRODUCTION

For a robot that interacts with people, it is essential to
semantically analyze its surroundings. In particular, home
environments usually contain various objects, which often
define the particular location at which they are encountered
(e.g. furniture). The ability to detect and distinguish objects
autonomously is thus a key for a robots’ independence when
working in a home environment. For instance, if a robot
can determine that a dining room contains a set of chairs,
which are multiple occurrences of the same object, and a
table, which is different from chairs, then it can use such
information to classify a dining room as a place with two
types of objects - many chairs and one table. Then, when it
encounters an unfamiliar room, it can simply search for the
characteristics of the room - many instances of one object
type and one instance of a different object type - and the
fingerprints of the objects found in the room. When both are
verified, the robot can label the room as a dining room. Such
an automatic process eliminates the necessity of training a
robot with every object it is likely to find in the environment.
Instead, we can simply label each type of object a robot
finds in the appropriate language of the household, e.g. chair
or Sessel. In this work, we investigate the possibility of
unsupervised discovery of objects that occur multiple times,
such as chairs in a dining room, from data taken with a 3D
laser scanner.

Unsupervised discovery of repetitive objects in a given
scene is a challenging task because we do not know a priori
the definition of an object, the number of occurrences of a
certain object type, nor the number of different object types
present in the scene. In addition, the method must be able to
distinguish real objects - chairs and couches - from walls,
ground, and ceiling as we do not pre-segment them out.
The method thus should be able to hypothesize on objects

Fig. 1. An example of a scene observed with a nodding SICK laser scanner.
Objects that are discovered through the algorithm are colored, where all
points which belong to the same object are assigned to one color. Arrows
are drawn between two segments that match.

while handling lots of clutter in the scene. As an indoor
robot can easily collect more evidence to support or refute a
hypothesis without any harm, it is better for a robot to claim
no knowledge than have a false belief when the uncertainty
is high. To minimize false discovery, we take a conservative
approach and only accept the output when the uncertainty is
low.

Figure 1 depicts a typical scene of interest in this paper,
which is captured using a nodding SICK laser scanner. The
scene contains two working chairs and two arm chairs along
with some ceiling light fixures and a plant. Of these, we are
interested in discovering the two types of repeating objects
- the working chairs and the arm chairs. If the process is
successful, each instance of the object gets its own color,
and arrows are drawn between all segments that match.

We propose an approach to discover, without supervision,
objects that occur multiple times in a scene. Using 3D point
clouds from a laser scanner as input, we first segment the
points according to their surface property using superpixel
segmentation and extract features for each segment. We use
an extended joint compatibility test to discover object models
and their matching objects, and verify these objects by the
Iterative Closest Point algorithm to remove false matches.
Through this work, we demonstrate that repetition can aid
the discovery of objects and define object models.

The organization of the paper is as follows. We discuss
related work in Section II. Section III explains how the input
scene is segmented and how features are extracted from each
segment. In Section IV, we discuss the object discovery
method and the verification step. Section V presents the
experimental results. The paper concludes with Section VI.
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II. RELATED WORK

Repetition detection has been well-explored in the field of
image analysis. In particular, many authors have investigated
methods for detecting regularly repeating patterns [1], [2].
More recently, Loy and Eklundh [3] focused on grouping of
features based on symmetry, and Wenzel et al. [4] proposed
an algorithm that uses symmetry to detect repetitive struc-
tures in facade images. They argued that symmetry is a strong
clue to group features together. Likewise, we group together
segments upon a discovery of a matching set, but we do not
explicitly search for the symmetric plane between the two
objects. In this way, our approach is similar to Zeng and van
Gool [5], where the authors employ point-wise repetition to
improve segmentation results. They use mutual information
to determine if two segments of an intially oversegmented
image are of the same group. We instead extract features for
every segment and compare these features to measure the
similarity between two segments.

In terms of 3D, discovery and utilization of repetition
has been adressed in computer aided design and other
synthetic models [6], [7], [8]. They focused on detection
of symmetry or regular patterns in 3D with applications in
graphics and image compression. Work of Bokeloh et al. [9]
is more closely related to this work. The authors proposed an
algorithm for detecting structural redundancy by matching
symmetric constellations of feature lines. We also search
for a collection of elements that repeat as a group, but we
do not assume symmetry as the repetition pattern. To our
knowledge, no work has dealt with discovery of objects by
repetition in laser data.

In unsupervised object detection, several have proposed
adaptation of text analysis methods in image analysis. For
example, Liu and Chen [10] has proposed a modified proba-
blilistic latent semantic analysis method to detect foreground
objects from images. In [11], Endres er al. use Latent
Dirichlet Allocation to detect object classes from range data
without supervision. While this approach can classify objects
of multiple classes, they assume that a ground plane and
walls are extracted a priori and the objects are spatially dis-
connected. In our work, we do not make such assumptions.
We consider every segment as a potential object part and test
them to determine if they belong to an object.

The way we define an object is parts-based. We search
for objects using the joint compatibility branch-and-bound
algorithm [12]. Shin et al. [13] has shown that objects defined
by parts can be represented by a grammar and recognized
using a joint compatibility test. In our work, we do not
perform a separate parts detection, nor require object parts
to have physical meanings.

We employ feature-based approaches to recognize objects.
Among various feature descriptors for 3D data, spin images
have been shown to be successful and popular [14], [15].
Other features of interest for this work are shape distribu-
tion [16] and shape factors [17].

III. SEGMENTATION AND FEATURE EXTRACTION

The proposed algorithm is a three-step process. First, we
extract segments from the input point cloud and extract
features for every segment. We apply a joint compatibility
test on these segments to detect objects and then verify them
using the Iterative Closest Point algorithm. In this section,
we describe the segmentation method and shape descriptors.

A. Range Data Segmentation

The goal of segmentation is to find labels L(x) for all
data points x, where points that are close to each other and
similar in some predefined way, should have the same label.
We use the superpixel segmentation method by Felzenszwalb
and Huttenlocher [18], originally proposed for 2D images,
to group together similar points. This algorithm creates a
graph G = {V, &} of vertices V and edges &, where each
pixel in a given image corresponds to a vertex and the edges
connect adjacent image pixels. Each edge e = (v;,v;) has an
associated weight w(e) representing the dissimilarity of the
connected vertices v; and v;. In the case of an image, this can
be, for example, the difference of the pixel intensities. The
algorithm starts with a segmentation where each vertex is its
own segment. Then, the edges are processed by increasing
weights and the two segments C; and C; connected by a
given edge e are merged whenever

. k k
< . —_— . _
w(e) < min (d(C,) + ICil,d(C/) + lel),
where d(C) is the internal difference function defined by the
maximal edge weight of all edges in the minimum spanning
tree of the segment C C V, and k is a consistency parameter
that influences the granularity of the segmentation: a low
value of k requires segments to be more consistent and thus
produces more but smaller segments. The interal difference
function ensures that two segments are merged only when
the difference between the two is smaller than the difference
within each segment with some tolerance.

In this work, we define each point x of a 3D point cloud
X as a vertex and form an edge between two neighboring
vertices, where neighbors are determined by a triangular
mesh built on the data. We use the dot product n; - n; as
edge weight where n; is the surface normal vector computed
at point x;. Thus, regions with a smooth surface, e.g. a plane
or a sphere, are segmented as one region while surfaces
with sharp edges, e.g. between two sides of a box, are
segmented into two regions. As a modification of the original
algorithm, we do not force every point to be in a segment.
This is because we cannot calculate the normal for the
points with an insufficient number of neighboring points. For
these isolated points, no vertices are generated in the graph,
and thus no label is assigned. In addition, after termination
we remove segments that contain less points than a given
minimal value m;,,. Such small segments are often caused by
sensor imperfections or occlusions and do not reveal enough
information for the later matching process.
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B. Shape Descriptors

As shape descriptors, we use spin images [14], shape
distributions [16], and shape factors [17], and weigh them
accordingly. For a given point x with normal vector n, a
spin image is defined as a 2D histogram H* oriented along
the line / through x with direction n. Each bin of H*® counts
the points with a certain distance to / and the plane through
x with normal vector n. For the spin image descriptor of
a segment C, we form vectors h; of stacked lines of the
histograms H;' for all points x; € C and compute the average
h* over all h.

A shape distribution is defined as a histogram of values
of a predefined function f : C" — R, where r is the
arity of f and is usually a value between 1 and 4. In our
implementation, we use two binary functions f;(x;,x;) and
fa(Xi,X;), namely the Euclidean distance of the points x; and
x; and the scalar product of their normal vectors n; and n;.
The resulting histogram vectors h? and h* are computed by
evaluating f; and f, on all pairs of points in a segment C. To
make the feature vectors invariant with respect to the sample
density, we normalize the histograms h? and h“ by the total
number of bin entries. A normalization with respect to the
maximum distance encountered in a segment is not done, as
this would result in scale-invariant features, and we consider
scale as a feature to be distinguished between objects.

Finally, we compute shape factors per segment, i.e. the
normalized eigenvalues of the covariance matrix C; of all
points in segment C;, collected in a vector h/. All individ-
ual descriptors are used to define a distance metric d. on
segments as

d.(Ci,C)) = LAR* + LAK + LAR + LAWY,

where the A; are weight factors and Ak is the Euclidean
distance between two feature vectors h(C;) and h(C)).

IV. OBJECT DISCOVERY

The challenge of unsupervised discovery of repetitive
objects is that we have neither an a-priori definition of an
object, nor the number of occurrences per object type. With-
out such information, we cannot determine for each segment
if the segment is an instance of an object. To overcome this
problem, we search for only those objects that occur multiple
times in the scene. The multiplicity allows us to reason on
the object by comparing it against another instance of the
same object. In addition, we only focus on complex objects
and define an object as a collection of segments. Discovering
objects composed of only one segment requires us to rely
entirely on the shape descriptors for matching. The minimum
segment constraint allows us to use physical constraints as
an additional evidence for an object. Therefore, we consider
an object hypothesis valid only when it is composed of at
least two segments. To reduce false matches, we verify the
hypotheses for objects by finding correspondences between
the point clouds of discovered objects.

Algorithm 1: JCBB The joint compatibility branch-and-
bound test for discovering a pair of repetitive objects.

Data: Segments € of the scene

Input: Current model hypothesis Hy; C € and its
matching test hypothesis Hr c €

Output: A pair of hypotheses B, ¢ € and 87 c € that
yield the highest matching score.

Procedure:
if [Hy| > |Byl| and d.(Hy, Hr) > d.(By, Br) then
By — Huy ;
Br « Hr ;
end
I<|C;
fori=1to I do
C’}W «— random_select_from(C) ;
CiT «— random_select_from(€ \ {Cjw}) ;
if individual_match(C),,C’,) and
relation_match(Hy U C',, Hr U C’;) then
| ICBB (Hy UC,, Hr UCL,E\(C},,CLD) ;
end
end

A. Repetitive Object Discovery

To find repeating objects, we use a joint compatibility
test with branch-and-bound [12], a popular solution for
data association problems. Data association is a well-known
problem in robotics. The joint compatibility test addresses
the data association problem by finding test points that not
only correspond to the model points individually but also
match well as a set. The branch-and-bound aspect enables
the algorithm to search efficiently by growing a hypothesis
when necessary and terminating one when no appropriate
part is found.

In an ordinary data association problem, the model set is
predetermined, and the goal is to find the best mapping from
the test set to the model set. In our framework, however, we
do not have a model. Our goal is to discover a model through
the detection of matching pairs of segments. We thus propose
a modification to the algorithm that is capable of extracting
an object model and its matching test object from the input
segments.

The overall algorithm is shown in Algorithm 1. Given
segments as input to the algorithm, we search for a set of
segments that occur multiple times in the scene. We perform
the search in two steps. In the first step, we discover an
object model, i.e. a collection of segments, and its matching
object. Since the only evidence we have for an object is the
presence of a matching object, the process will always return
two hypotheses. In the second step, the algorithm searches
for the remaining occurrences of the object using as a model,
the objects found in the first step.

The first step is as follows: We begin with a randomly
selected segment CY, and look for a segment CY in the scene
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that match well with it. If we find C(}, then we begin two
hypotheses, Hy, and Hr, one for the model set and the other
for the test set. The distinction of model and test hypotheses
is arbitrary as one hypothesis is only valid with the existence
of a matching hypothesis. Therefore, there is no definitive
model hypothesis to which a test hypothesis must match.
Rather, a pair of segments must be similar enough to support
each other’s validity.

The hypotheses Hy, and Hr grow as we select a new
segment C, and search for C}. that is individually compatible
to C},, and its combination with Hy is jointly compatible to
HyUC},. The hypotheses FHy; and Hr continue to grow until
the n-th model segment C’), no longer finds a compatible
test segment C7. The algorithm then starts a new pair of
hypotheses with a different seed segment pairs, in search of
the best pair of hypotheses By and Br. The best pair of
hypotheses contains the most number of segments with the
smallest distance between the hypotheses. At the end of the
process, we label B, and Br as objects O; and O, of type
0.

Upon the discovery of an object type O, we begin the
second step. To find the remaining instances of O in the
scene, we apply the algorithm again, but this time, using
O; and O, as the model. Now the goal is to find a set of
segments that matches the model best. Each time we find
such a hypothesis Hj, we label it as an object Oy, of the type
O. The search for an object of type O ends when we no
longer find a hypothesis that matches either O, or O,. We
repeat this two-step process of finding a pair of hypotheses
and detecting other instances of the object until we no longer
find a valid hypothesis.

In the presented algorithm, the invidiual and the joint
match score play a crucial role in deciding on a match. We
use the shape descriptors as described in Section III-B to
evaluate a match. For an individual match, we consider a
pair of segments Cy and Cr compatible if

d.(Cu,Cr) < T,

where 7; is a thresholding value for individual compatibil-
ity. For the joint compatibility, in addition to calculating
d.(HyUCy, HrUCr), we compute the Mahalanobis distance
dp(VEH VT 1) between the new segement pairs to the
segments in their corresponding hypotheses, where VCH
indicates a vector from the center of the input segment Cy
to a segment in the hypothesis H),. We require that for all
segments in Hy, and Hr,

A (VO VEH ) < T,

The physical constraints enable us to reject segments that are
similar in features but are inconsistent with the hypotheses
in their arrangement.

B. Match Verification

The goal of the verification step is to minimize falsely dis-
covered objects by confirming that the discovered objects are
consistent among themselves. We achieve this by mapping all
points of an object O; to the points that belong to its matching

Z e
e

=ty

(a) Without initialization (b) With initialization

Fig. 2. Correspondences between two point clouds without the spin image
initalization 2(a) and with the initialization 2(b). Without the initialization,
ICP performs poorly when the two point clouds have a high rotational
transformation as shown in 2(a). 2(b) shows that the same two sets match
well with the initialization.

pair O; by the Iterative Closest Point (ICP) algorithm [19].
ICP, often used in localization, finds the transformation from
one point cloud to the other by minimizing the difference
between the two sets. Since ICP finds a local minimum, it
works well only when the initial correspondence between
two point clouds is close to the global minimum. As the
objects O; and O; can be in any orientation, the initial
estimation cannot rely purely on the nearest neighbors in
the Euclidean space. We instead estimate the initial transfor-
mation by computing features at various randomly selected
points in O; and finding their corresponding points from O;
in the feature space. We use spin images as the features,
as presented in [14]. Figure 2 shows the effect of the
initialization by the feature-space correspondence. As the
figure indicates, without the initialization, the verification
step performs poorly when the objects are mirrored.

The initialization is as follows: Given two objects O; and
O;, we first center them with their respective mean values O;
and O ; in x- and y-direction, and randomly select a subset
of points (xi,...,X,) in O;. We assume that objects are in
their natural vertical position and do not center the points in
z-direction. This helps us eliminate wall-ceiling, wall-floor,
and ceiling-floor matches. For each point x;, we calculate
its spin image and search for all points (y*,...,y%) in O},
whose spin image is similar to x;. These points are then
used as the initial correspondence points for ICP. Once the
transformation between the two point clouds is found, we
count all the points in O; that have a corresponding point
in O; and vice versa. We consider the two objects O; and
O; matched if the total number of matched points is greater
than 70 percent of the sum of points in O; and O;.

V. RESULTS

In this section, we test the algorithm on scans from real
world scenes. We took data using a nodding SICK laser with
a width of 100 degrees and a height of 90 degrees. Each set
was captured at the horizontal resolution of 0.25 degrees
and the vertical resolution of 15 degrees a second. The test
set was composed of 55 data sets from four different rooms.
Overall, the scenes had four types of working chairs and one
type of arm chairs along with trash cans, a flip chart, and a
plant as background. Objects were placed up to 90 degrees
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Fig. 4. A test scene with no repeating object. The algorithm discovers no
object.

TABLE I

THE EFFECT OF SEGMENTATION PARAMETERS ON THE OBJECT DISCOVERY RATE

50 75 100 120 150

3
)
]

k=6 56% 48% 51% 45% 40%
k=9 59% 48% 59% 45%  40%
k=12 42% 34% 36% 36% 36%
k=15 47% 47% 36% 36% 36%

of rotation from each other. Most scenes contained two or
three objects of the same type, but some scenes contained
two objects of two kinds. Four scenes contained contained
no repeating objects. In total, there were 138 instances of
objects that the algorithm could discover.

We evalute the algorithm by the rate of discovery and
precision. The discovery rate is the number of objects the
algorithm found over the number of objects we expect
it to discover. We calculate precision as the number of
correctly discovered objects over the number of correctly
and incorrectly discovered objects. The rates for object types
are computed likewise. For example, if a scene contains
three chairs of type A and one of type B, then we define
the ground truth as three chairs and one object type. As
mentioned earlier, the program does not detect objects of
single occurrence.

Figure 3 and Figure 4 contain some of the results of
the presented algorithm. All points that belong to the same
object have the same color, and an arrow connects two
matching segments. The arrow starts from a model segment
and points at the corresponding fest segment. The overall
rate of object discovery is 59% and that of object types is
68%. The precision is 98% for objects and 97% for object
types. The precision is high because our method eliminates
every uncertain object. In a home environment, it is better
for a robot to take more data when it is uncertain about
the environment than to make a false assumption about its
surroundings. If we set the minimum segment requirement
to one, i.e. an object is composed of one or more segments,
then the discovery rate goes up to 76% for objects and 84%
for object types, but the precision drops to 51% for objects
and 49% for object types. The drastic decrease of precision
is due to the false matches among segments that belong to
wall, ceiling, and floor.

Our method does not assume a perfect segmentation.

Fig. 5. No object is discovered due to sufficient number of segments. When
an object is segmented as one segment (top), the program fails to discover
it as an object (bottom).

=

Fig. 6. No object is discovered because of a failure in the verification step.
Objects that are found in the discovery phase (top) are falsely eliminated
during the verification phase, yielding no detection (bottom).

However, the final outcome is affected by the quality of
segmentation. Table I shows the rate of discovery against
the consistency parameter k and the minimum segment size
parameter mg;,,. Our experiment revealed that £k = 9 and
myize = 100 yields the highest discovery rate and precision.
This is partially due to our assumption that an object is com-
posed of at least two segments. The requirement naturally
favors objects that are segmented into multiple segments.
Therefore, for a high discovery rate without suffering the
precision, it is crucial that the segmentation is done in such
a way to allow multiple parts per object while each segment
being large enough to be discriminative. One major source
of no discovery was the lack of sufficient object segments.
When an object is segmented into a single segment, the
program fails to discover the object as it is invalid according
to our definition of object, as shown in Figure 5. Another
source of no detection was the lack of sufficient points on
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Fig. 3.

objects. In addition to occlusion and the natural sparsity of
data, the incident angle limits the number of usable points
in laser data. Without sufficient points, however, we cannot
extract segments and features reliably. This causes a lack
of object discovery. Lastly, while the verification step most
often improved the quality of results, it sometimes eliminated
correct hypotheses due to incorrect initialization of point
clouds, shown in Figure 6.

VI. CONCLUSION AND OUTLOOK

We presented an approach for unsupervised discovery of
repeated objects in range data without a prior knowledge on
parts, location, or the number of occurrences. It determines
potential object parts by applying a modified superpixel
segmentation on the point cloud and extracts features on
these segments using spin images, shape distributions, and
shape factors. It then discovers objects by finding a set of
segments that has a matching set using a joint compatibility
test. The objects are verified by the Iterative Closest Point
algorithm to minimize false matches. We tested the algorithm
on real world data sets to demonstrate its ability to detect re-
peated objects. The whole process is performed without any
supervision and without presegmentation of the background.

There are several avenues for improvement. Work pre-
sented in this paper has so far only been tested indoor. While
outdoor also contains repetitive structure, using the current
algorithm for outdoor scenes poses challenges because out-
door objects are often much bigger than indoor objects. A
single scan of an outdoor scene often fails to capture multiple
instances of the same object at the level of detail necessary
for the algorithm. To overcome this problem, it is necessary
to merge several images together to obtain more dense data.
Such utilization of a robot’s mobility would also improve the
indoor results as some objects were undiscovered due to an
insufficient number of points on the object. The ultimate goal
is to enable a robot to learn the characteristics of a place,
which requires to extend the approach as to find matches
among several places of the same type.
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Abstract— In this paper, we present an unsupervised technique
to segment and detect objects in indoor environments. The main
idea of this work is to identify object instances whenever there
is evidence for at least one other occurence of an object of the
same kind. In contrast to former approaches, we do not assume
any given segmentation of the data, but instead estimate the
segmentation and the existence of object instances concurrently.
We apply graph-based clustering in feature and in geometric
space to presegmented input data. Each segment is treated
as a potential object part, and the inter-dependence of object
labels assigned to part clusters are modeled using a Conditional
Random Field (CRF) named the “parts graph”. Another CRF is
then applied to the scene graph to smooth the class labels using
the distributions obtained from the parts graph. First results on
indoor 3D laser range data are evaluated and presented.

I. INTRODUCTION

The ability for a robot to learn and discover objects without
any human guidance enhances its autonomy and makes it more
independent. Such a robot requires no prior training and can
more easily adapt to new, unknown environments. It is also
able to autonomously draw conclusions about the structure
of its environment. This functionality is useful when robots
operate fully autonomously without human interaction. But
also when robots live with humans, a high-level semantic
analysis of the environment helps the robot to communicate
with a human. As an example, a robot which can detect
similarities of objects encountered in the environment, no
longer requires a human to first label all occurences of objects
in a previously acquired data set. Instead, it may ask the
human, “I discovered several instances of something that looks
like an interesting object. What is the name of the object?” In
this paper, we take a first step in this direction.

We propose an approach to segment and discover objects
of multiple occurrences without supervision, where an object
is defined as a constellation of object parts. We segment
input point clouds and treat each segment as an instance of a
potential object part. In our work, object parts are determined
by grouping similar segments together using clustering in
a predefined feature space. In addition, the segments are
clustered in the geometric space and the number of resulting
connected components is used as an upper bound on the
number of potential object classes. Then, two major reasonings
are used to determine a class label for each segment: First,
different object parts that often occur close to each other
are more likely to correspond to the same object class. For

Fig. 1: 3D range scan of an indoor scene. Two different types of chairs are
detected by exploiting the fact that particular constellations between back rests
and seats occur more than once in the scene.

example, the fact that a back rest of a chair and a chair seat
are frequently observed in close vicinity to each other rises
the evidence that there is an object class for which more than
one instance appears in the scene (see Fig. 1). Second, an
instance of an object part may appear to correspond to some
object class, but given its physical context it is more likely to
be part of another class. For example, a segment may appear
to be a chair leg, but if surrounded by table parts it is more
likely to be a part of a table. Both ideas are implemented using
probabilistic reasoning based on Conditional Random Fields
(CRFs) [1].

II. RELATED WORK

Most work on repetition detection has been in the field of
image analysis. Detection of regularly repeating patterns has
been the focus of many researchers [2, 3] with some recent
work by Loy and Eklundh [4] on grouping of features based
on symmetry, and by Wenzel et al. [5] on using symmetry
to detect repetitive structures in facade images. Zeng and
van Gool [6] employ point-wise repetition to improve seg-
mentation results using mutual information. In 3D, discovery
and utilization of repetition has been adressed in computer
aided design and other synthetic models [7, 8, 9]. The work
of Bokeloh et al. [10] is more closely related to this work.
The authors proposed an algorithm for detecting structural
redundancy by matching symmetric constellations of feature
lines. In terms of repetition detection, the main challenge of
our work lies in the lack of a repetition unit as we do not
assume any regularity or symmetry of the repetition pattern.
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In this work, we employ clustering to group similar seg-
ments in feature and geometric space. Clustering has received
a considerable amount of attention by machine learning and
pattern recognition communities. Some classic methods such
as the expectation-maximization algorithm and k-means clus-
tering assume that data can be modeled by a simple distribu-
tion, while other methods such as agglomerative clustering are
sensitive to noise and outliers. To overcome these challenges,
alternative approaches have been proposed. Ng, Jordan, and
Weiss [11] presented a spectral clustering algorithm, which
uses eigenvectors of the data matrix to group points together,
and demonstrate how well the algorithm clusters even chal-
lenging data. Another work of interest is affinity propogation
proposed by Frey and Dueck [12]. Affinity propagation clus-
ters data by finding a subset of exemplars, which are cluster
centers selected from data. This method avoids the pitfalls of
bad initialization and does not require the number of clusters
to be prespecified. In this work, we use affinity propagation
to cluster segments in feature space.

Conditional Random Fields (CRFs) [1] are discriminative
models, that have also been applied to object recognition
problems [13, 14]. Notably, Quattoni, Collins, and Darrell [15]
presented a part-based approach for object class recognition
using a CRF. We also take a parts-based approach for objects.
Ma and Grimson [16] proposed a coupled CRF to allow for
interaction between contour and texture in image data. While
our work does not explicitly use coupled CRFs, the interaction
between part labels and class labels play a critical role in
the success. The main idea in our work which has not been
adressed previously is the use of Conditional Random Fields
without any training set. Instead, we infer from clustering
results the possible object labels.

In unsupervised object detection, several authors have pro-
posed adaptation of text analysis methods in image analysis.
For example, Liu and Chen [17] proposed a modified prob-
ablilistic latent semantic analysis (pLSA) method to detect
foreground objects from images. Sivic ef al. [18] compare
pLSA and Latent Dirichlet Allocation (LDA) to discover
object categories from sets of images. Also, Endres et al. [19],
use LDA to discover object classes from range data without su-
pervision. While this approach can classify objects of multiple
classes, it assumes that a ground plane and walls are extracted
a priori and the objects are spatially disconnected. In our work,
we do not make such assumptions. We consider every segment
as a potential object part and test them to determine if they
belong to an object. Lastly, this work is similar to our previous
work [20], which also discovers objects without supervision,
but it does not explicitly label the segments as we do in this
work.

III. SEGMENTATION AND CLUSTERING

Object detection using unsupervised learning is significantly
different from using supervised learning. In fact, objects can
not be detected; that is, it is not possible to identify some
part of the input data by matching it against an instance of a
previously known object class as there is no such known object

Algorithm: SSCGF

data : Point Cloud # = {py,...
input :

. P}

« Segmentation parameters k and T
o Cluster parameters ¢y and
output:

« low-level segmentation S = {sy,...,Sy}, ;i C P

« feature-space clusters of segments ¥, ...,F¢
« geometric clusters of segments Gy, ...,Gk
« class label distributions d,, ...,dy, d; € [0, 1]¥
procedure:
S « SuperPixelSegmentation(?,«, 1)
f,...,fyy < FeatureExtraction(S)
F1,...,Fc < ClusterInFeatureSpace(S, ¥, {f;})

Gi,...,Gk < ClusterInGeometricSpace(S, )
P «— MakePartsGraph({7:},{Gi},S)

P« SmoothPartsGraph(*i, K)

S « MakeSceneGraph(‘}, {G;}, S)

S « SmoothSceneGraph(S, K)

d;,...,dy < ReadFromGraphNodes(S)

Alg. 1: Segmentation and smoothed clustering in geometric and in
feature space (SSCGF). Note that the number of segments M, as well
as the numbers C and K of clusters are computed inside the particular
subroutines (see text).

class. Instead, objects can only be discovered by hypothesizing
the existence of an object based on some sort of repetition or
pattern found in the data. Thus, to discover objects, we need to
find similarities in the data. We do this by extracting features
(see Sec. III-B) and comparing them by a clustering algorithm
in the feature space, which is described in Sec. III-C.

Another problem which arises here is that the segmentation
of the data is unknown, i.e. we do not know where the bound-
aries of the objects are. The segmentation problem is tightly
bound to the detection problem because a perfect segmentation
would make object detection very easy — a simple comparison
of the segmented object instances would suffice. To tackle
this problem we perform three steps in our algorithm: first,
we apply a low-level segmentation as described in Sec. III-A.
Then, we obtain a coarser data segmentation by clustering in
the geometric space as presented in Sec. III-C. Finally, we
obtain a further improved segmentation by reasoning on parts
of objects that occur in a similar constellation in different
instances of the scene. The details of this are described in
Sec. IV and Sec. V. An overview of the entire algorithm is
shown in Alg. 1.

A. Low-level Segmentation

The first step in our algorithm is the segmentation of the data
using the graph-based segmentation algorithm of Felzenszwalb
and Huttenlocher [21], adapted to range image data. In the
modified algorithm, we create a graph ® = {V, &} of vertices
V and edges &, where each point p in a given point cloud £
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corresponds to a vertex and an edge connects adjacent points.
Here, adjacency of two points is determined from a triangular
mesh built on the point cloud. Every edge (p;,p;) has an
associated weight w;;, which is equal to the dissimilarity A of
the connected points p; and p;. In the case of a camera image,
this can be the difference of the pixel intensities; in our case,
we define A(p;, p;) as the dot product of the normal vectors n;
and n; computed at p; and p;. This yields for smooth surfaces,
e.g. a plane or a sphere, being grouped as one segment, while
surfaces with sharp edges, e.g. between two sides of a box,
are grouped into two segments.

The algorithm begins with each vertex in its own segment.
The edges are processed by increasing weights, and the two
segments s; and s; connected by a given edge are merged
whenever

wi < min(d(s,») + = d(s)) + i),
Isil Is;l

where d(s) is the internal difference function defined by the
maximal edge weight of all edges in the minimum spanning
tree of the segment s C V, and « is a consistency parameter
that influences the granularity of the segmentation: a low value
of k requires segments to be more consistent and thus produces
more but smaller segments.

In addition to introducing a 3D extension, we make other
modifications to the original algorithm. First, as the normal
at points with an insufficient number of neighboring points is
ill-defined, we do not force every point to be in a segment.
No vertices are generated in the graph for these points, and
thus no segments are created containing them. Second, as a
post-processing step, we remove segments that contain fewer
points than a given minimal value 7, which are often caused
by sensor imperfections or occlusions. In our experiments, a
good choice of the segmentation parameters turned out to be
k=9 and 7 = 100.

B. Feature Extraction

As shape descriptors, we use spin images [22], shape
distributions [23], and shape factors [24]. A spin image for
a given point p with normal vector n is defined as a 2D
histogram H oriented along the line / through p with direction
n. Each bin of H counts the points with a certain distance to
[ and the plane through p with normal vector n. For the spin
image descriptor of a segment s, we form vectors h; of stacked
lines of the histograms H; for all points p; € s and compute
the average h*® over all h;.

A shape distribution is defined as a histogram of values of a
predefined function f : P — R, where r is the arity of f and
is usually a value between 1 and 4. In our implementation, we
use two binary functions f;(p;,p;) and f,(pi,p;), namely the
Euclidean distance between p; and p; and the dissimilarity
A(p;,p;) as defined above. The resulting histogram vectors
h? and h® are computed by evaluating f; and f, on all
pairs of points in a segment s. To make the feature vectors
invariant with respect to the sample density, we normalize
the histograms h? and h® by the total number of bin entries.

As we consider scale as a feature of an object, we do not
perform normalization with respect to the maximum distance
encountered in a segment.

Lastly, we compute shape factors per segment, i.e. the nor-
malized eigenvalues of the covariance matrix C; of all points
in segment s;, collected in a vector h/. For each individual
descriptor, we compute a PCA to reduce the dimensionality,
and the results are combined into a feature vector f.

C. Clustering in Feature Space

To find similar segments, we apply a clustering algorithm
in the feature space. The number of existing clustering al-
gorithms is large, and they include agglomerative clustering,
k-means clustering [25], mean-shift estimation [26], spectral
clustering [27, 11], and, more recently, affinity propagation
(AP) [12]. We explored some of these clustering methods and
decided for AP clustering because of its robustness and its
ability to estimate the number of clusters implicitly. The basic
principle is to determine exemplars out of all given points
that are well-suited to explain the remaining data points. The
application of the algorithm to our case is sketched as follows:

First a similarity value ¢;; is computed for all pairs (f;,f;)
of feature vectors. In our implementation, we use the negative
squared Euclidean distance between f; and f;. Then, in an
iterative manner, two functions, namely the responsibility
r(i, j) and the availability a(i, j) are computed for each vector
pair, where r expresses how well-suited f; is to serve as an
exemplar for f; and a expresses how appropriate it would be
for f; if f; were its exemplar. These functions are defined as

op = sy ma fa )+ sir) .
aG.j) = min0rGip+ Y. max{0.r@ s @)

i'5..'¢li.j)
where Eq. (2) is applied only if i # j. Initially, a(i, j) is set to
zero for all i and j. For the special case of “self-availability”
the rule
ati,iy=" " max{0,r(/’, ) 3)
IS i#

is used. In each iteration, responsibilities and availabilities are
computed and then, for each f;, an f; is determined so that the
sum a(i, j) + r(i, j) is maximized. If the resulting j equals i,
then f; is identified as an exemplar, otherwise f; serves as
an exemplar for f;. The stopping criterion of the iteration
is met when the assignments of points to exemplars do not
change over a fixed number of iterations or a given number
of maximum iterations is reached. The only parameter ¥, of
the algorithm is the self-similarity, which can be specified
either for each data point individually or commonly for all data
points. This value influences the number of resulting clusters:
a high value results in more clusters, a low value in fewer
clusters. In our experiments, a good value turned out to be
—0.2, specified equally for all data points.

As a result, we obtain C clusters Fi,...,F¢ of similar
segment instances, where each cluster defines a potential
object part.
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D. Clustering in Geometric Space

From the clustering in feature space we obtain a grouping
of segments into object parts. However, we also want to reason
on the object level, where objects are considered to consist of
several parts. To accomplish this, we also perform a clustering
in the geometric space where segments are represented by their
center of gravity (COG). Unfortunately, affinity propagation
(AP) is not a good choice to perform the clustering in the
geometric space because it produces “star-like” clusters, i.e.
all points in a cluster are connected directly to the cluster
exemplar. This restricts the type of objects that can be detected,
as for many objects such an exemplar part can not be found.
Also, in AP clustering, the distances between points are not
explicitly bounded, which often results in counter-intuitive
clustering results.

Therefore, we apply a different, much simpler strategy to
cluster the segments. We define a distance threshold #, and
connect only those pairs of segments (s;,s;) with an edge, for
which the COGs are closer to each other than ¢,. As a result,
all connected components will be farther away from each other
than ¢, which rises the evidence that they correspond to
different object instances. This will be of importance later on.

IV. SCENE GRAPH AND PARTS GRAPH

One important aspect of the work presented here is the
reasoning about object instances solely based on the extrac-
tion of potential object parts, represented as segments. The
challenge here is to find a proper definition of an object class
as we do not know of how many parts an object consists and
whether or not all of its parts are visible. In addition, the
number of observed objects is unknown — we only know the
number of object parts. Two intuitions and one assumption
help us to reason on parts to discover objects: First, we
exploit the fact that segments which occur physically close
to each other are more likely to correspond to the same
object. Second, segments of one type which occur often in
the vicinity to segments of another type give evidence that
several instances from the same object class exist. Referring
back to the introductory example, we can say: if we find many
backrests of a chair that are all close to chair seats, then there is
probably an object class which consists of at least these two
parts. Furthermore, we work under the assumption that the
number of possible object classes is bounded by the number
of connected components in the graph which results from
clustering the geometric space using the distance threshold
. We call this the scene graph and give details in Sec. IV-A.
Our assumption implicitly states that two objects are always
supposed to be farther away from each other than ;. This may
seem very restrictive, but in fact, it limits the applicability of
the algorithm not as much as it appears. The reason is that the
number of connected components only bounds the number of
object classes, not the number of actual object instances. Thus,
even if two different objects are closer to each other than ¥,
there are usually enough other connected components with at
least two objects of the same class, so that the number of
connected components exceeds the number of object classes.

D1 A0
B3 B13 E
. B3 .AO . E3
B9 cn ) c13 EB3 53 B3 B3
c C c13 E9
B9 G E
Bi DI B9 E9
.H30
B3
D1

Fig. 2: Example of the scene graph obtained from the range scan shown in
Fig. 1. Notice that segments with the label G are given the class labels 25
and 27, depending on their neighboring segments. The figure shows the scene
graph after smoothing as described in Sec. V-B.

To analyse the multiple occurence of segments representing
the same object part in constellation with segments that
represent a different part, we define another, simpler graph
structure named the parts graph. The nodes in the parts graph
correspond to clusters in feature space as described in Sec. I1I-
C and the edges represent connections in the scene graph.
Details on the parts graph are given in Sec. IV-B.

A. The Scene Graph

After clustering the segments in the geometric space, we
obtain K subsets of S, namely Gy, ..., Gg. From our assump-
tion, the number of potential object classes is bounded by K.
To encode the fact that neighboring segments are more likely
to correspond to the same object class, we define the scene
graph &, which consists of the node set V, = 8§ and the
edge set & = {(si,8;) | AGi : (si,s;) C Gi}. Thus, &, consists
of all connections between segments that are closer to each
other than ;. Furthermore, to each node in scene graph we
assign a class label y € {1,...,K}. And finally, as each node
s of S corresponds to an instance of an object part, we can
associate it with a part label x € {1,...,C}. At first sight, x
should be fixed to the index of the feature space cluster ¥
to which s belongs. However, as we formulate our problem
in a probabilistic framework, we say that this index is only
the most likely part label for s and all others are still possible.
Details of this are explained in Sec. V.

An example of a scene graph is shown in Fig. 2. Here,
part labels are represented as capital letters and class labels as
numbers. We can see that many of the connected components
only consist of one segment, as the segments are mostly far
apart from each other. Also observe that there are segments
with the same part label x, but with different class labels y.
This stems from the fact that they occur in different contexts.
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Fig. 3: Example of the parts graph obtained from the scan shown in Fig. 1.
The positions of the nodes are determined at random, as only the topology
of the graph is important. Again, part labels are represented as capital letters
and class labels as numbers.

B. The Parts Graph

As mentioned before, apart from the class labels of specific
segment instances, we also want to reason on the interaction
among different object parts in general. We do this using the
parts graph ‘B. The node set V, of ‘¥ corresponds to all
clusters ¥, ..., F¢ of the feature space, and the set of edges
&, is defined as

Ep={(Fu, Fpli#jAsk.s) €Es:s e Fins € Fj)

This means, whenever there are two segments connected in the
scene graph, there is a connection between the corresponding
segment types in the parts graph. As in the scene graph, each
node of the parts graph has an assigned part label x and a
class label y, although with a slightly different interpretation:
An assignment of a class label y to a node s in & means
that the particular segment instance s is most probably part of
an object of class y, whereas the same assignment to a node
F in P means that in general segments that are elements of
the cluster # are primarily more likely to be of class y. In
contrast to the scene graph, each node of § has a unique
most-likely part label x, because these are directly determined
by the feature space clustering.

In Fig. 3, we see an example of a parts graph. The positions
of the nodes have been defined randomly as only the topology
of the graph is important. Note that this concrete example of
a parts graph is non-planar, although there is an equivalent
planar representation. In general however, parts graphs may
not be representable as planar graphs, for example in the case
of a full connectivity.

V. SMOOTHING

So far, we described the construction of the two graph
structures “scene graph” and “parts graph”, but we did not
specify how these are used to determine class labels for the
segments. We do this using probabilistic reasoning: the nodes
in both graphs are interpreted as random variables and the
edges are used to model conditional dependencies between
adjacent nodes. For the scene graph, this means that the class
label y; of a given segment s; not only depends on the local
evidence of the node i, i.e. the features f; extracted from s;, but
also on the class labels y; of all neighbors s; in the scene graph.
Intuitively, a strong evidence for s; to belong to a certain class
may “outvote” the weaker evidence for s; being of a different
class. Similarly, a class label y; for a given node ¥; in the parts
graph may be so strong that it propagates to the class labels
of the neighbors of ;. The reasoning here is that if a certain
type of segment F; is very likely to be of a given class, then
all segment types that occur frequently in the vicinity of 7;
are also more likely to be of the same class. Applying this
strategy to a graph leads to a smoothed graph because it tends
to remove sudden changes of class labels between adjacent
graph nodes.

In our implementation, we use Conditional Random Fields
(CRFs) [1] to perform the smoothing. Our CRF models the
conditional distribution

1
P10 = 7o D o(f;, i)

where Z(£) = Sy [T, o€ ) [jes Wit} )) s the
partition function, V is either Vs or V, and & is &, or &,,.
The dinstinction between the scene graph and the parts graph
is made using different definitions for the node potential ¢ and
the edge potential . This will be described next.

However, before we proceed with the definition of the
potentials, we mention some aspects in our formulation of
the CRFs that are slightly different from others found in the
literature. First, we recall that node and edge potentials are
usually defined using the log-linear model so that, for the case
of the node potential

[ vty @

(@.)e6

(5

where w, is a weight vector and f, a feature function, which
is high if f; and y; in some sense match well. For example, it
can be defined as the outcome of a local classification. For our
case of an unsupervised setting, we let f, be the conditional
probability p(y; | ), i.e. a scalar value that is high if y; matches
well to f;. The same is also done for the edge potentials. As
a result, the feature functions range between 0 and 1. This
simplifies the weighting between node and edge potentials and
turns the weight vectors w, and w, into scalars as well. In
contrast to supervised learning with CRFs, we can not learn the
node and edge weights w, and w,, as there is no training data
available. Instead, we have to determine them manually. We do
this using an appropriate evaluation measure on a validation
set. This is described in Sec. VI.

log (fi, yi) = wy - fu(li, yi),
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A. Smoothing the Parts Graph

After creating the parts graph, the next step in our algorithm
is to run the inference step using the CRF that corresponds
to P. First, we note that the node features of this CRF are
not equal to the feature vectors f, ..., f) extracted from the
segments, because a node in ‘P actually represents a cluster
in feature space and not a single segment. Instead, we define
the node features in B to be the mean f of all feature vectors
inside the corresponding cluster.

Furthermore, we observe that the dependence between fea-
ture vectors f and labels y is only implicit as we cannot model
it directly. We can, however, model conditional probabilities
between segment labels x and class labels y, as well as between
feature vectors f and segment labels x. Following the definition
of the node feature of P as a conditional probability, we have

C
pOi 1) = ) pi | Dp(x | T, ©)
x=1

where we assume a conditional independence of the labels and
the features given the segment types. To obtain the two terms
in the sum, we proceed as follows.

The class label posterior p(y; | x) is computed using Bayes’
rule with the assumption of a uniform prior of the labels:

PO | %) = pxlyopGo  _  px]yi) @
' Sy P YPGBy (x| y)

The class likelihoods p(x | y;) are determined by counting the
occurence of segments of type x inside the geometric cluster
y; and dividing by the number of all segments in y;. The
posteriors p(y; | x) can be computed at creation time of P
and collected in a K X C matrix, as they do not depend on the
node features.

For the segment type posterior p(x | f;), we perform a
nearest-neighbor search in feature space inside a sphere of
radius p around f;. Denoting the number of feature vectors in
the sphere with type x as v, and the number of all elements
in the sphere as v, we approximate p(x | ;) with v,/v.

Similar to Eqn. (6), we define the edge feature of ‘B as

c ¢

POy | TB) = D7 " pOuys | %xpp(eix; | TuEp. - (®)

xi=1x;=1

As is common in literature related to CRFs, the edge features
are designed to be zero whenever the labels y; and y; of
the adjacent nodes are different (“generalized Potts model”,
see [28, 29]). The rationale of this is that only edges between
equally labeled nodes should propagate the belief between the
nodes. Thus, the first term in the sum of Eqn. (8) can be
simplified to p(y;; | xi,x;), where y;; is the common label
of the nodes. We can compute this expression by counting
the occurences of edges between x; and x; in cluster y;; and
applying Bayes rule as in Eq. (7).

For the second term in the sum of Eqn. (8), we apply the
formulation

G | B, E)p(x; | B E))
pCxi | F)p(x; | ), ©

pl,x; | ,8) =

which results from the conditional independence assumptions
on x; and x;, and from those for x; and f;, as well as x; and f;.
The resulting terms p(x; | f) and p(x;j | f'j) are again computed
using nearest-neighbor.

Once the edge and node potentials are defined, we can do
inference on the parts graph. We do this using max-product
loopy belief propagation. This is an approximate algorithm
that returns labels y that maximize the conditional probability
given in Eqn. (4). However, it also returns distributions over
the class labels at each node. These will be used later.

B. Smoothing the Scene Graph

From the output of the inference step run on 3, we obtain
at each node of P a distribution over class labels y. As the
nodes of P uniquely represent the segment types x, we can
use that information to read the probability p(y | x) directly
from the parts graph. Thus, when creating the scene graph, we
can again determine values for p(y | x), as we did this for the
parts graph, with the difference that now p(y | x) also reveals
the conditional dependencies between labels of segment types
x, that have been observed in a close distance. This means,
that we again compute a matrix for p(y | x), but now we
simply read the class label distributions off the nodes of P,
as they result from belief propagation. In accordance to the
node feature of ¥, we define the node feature of S as the
conditional probability

c
PO 1£) = ) pOi | Dp(x | ). (10)
x=1

Note that now the feature vectors f; correspond to those that
are actually extracted for each segment, i.e. at each node of
S. As before, the term p(x | f;) is computed with a nearest-
neighbor search in feature space.

Finally, we define the edge feature of S as

c ¢
POLY; 1 E) = D7 " plvij | % x)p(, x| £,8), (1)
xi=1x;=1

where we denote the common class label with y;; as above
and the right term in the sum is computed according to
Eqn. (9). Unfortunately, the computation of p(y;; | x;, x;) is
not straightfoward, as we can not simply read this value from
the edges of B. Instead, we use the following strategy: The
only interesting case is when the class labels of x; and x; are
equal. Thus, we can interpret the common label y;; as an edge
label that is determined by one of the adjacent node labels.
In a sense, this expresses which of the nodes was responsible
for the common edge label y;;. We can formulate that using a
binary variable ¢ that is true if node x; is responsible for y;;
and false otherwise. Using this, we can estimate p(y;; | x;, x;)
by marginalizing out over c:

pQij | xi, x;) Z pWij | xi, xj, 0)ple, | xi, x;)
C

pOij | xi, xj, c)p(c) + p(yij | xi, xj, ~c)p(—c)
0.5 p(yij | x) + 0.5 p(yi; | x;) (12)

Appeared in: Proc. of Robotics: Science and Systems (RSS), 2010

209



Articles on Unsupervised Offline Learning (Chapter

Here, we assumed that ¢ is independent on x; and x; and that
its prior probability is 0.5. Using Eqn. (12), we can compute
pij | xi, x;) by reading the values for p(y;; | x;) and p(y;; | x;)
from the parts graph. As for the parts graph, we use max-
product loopy belief propagation for the inference in the scene
graph.

C. Obtaining the Class Label Distributions

Once the inference step on the scene graph is performed,
we read the class label distributions dy, ..., d,, from all nodes
of G. This is possible, as mentioned before, because belief
propagation stores these distributions for each node. For the
final discovery result, we report the most likely class label at
each node, but it is important to note that the distributions
may be useful for later reference, for example in an online
application, where several data sets are acquired subsequently
and the discovery of similar objects is done across the data
sets.

VI. EXPERIMENTAL RESULTS

We tested the algorithm on data acquired from real-world
scenes using a nodding SICK laser scanner with a horizontal
opening angle of 100 degrees and a nodding range of 90
degrees. Each set was captured at a horizontal resolution of
0.25 degrees and a vertical resolution of 0.2 degrees. We
evaluated 50 data sets from four different rooms, each room
containing some number of chairs, trash cans, flip charts,
plants, etc. Objects were placed up to 90 degrees of rotation
from each other. Most scenes contained two or three objects
of the same type, but some scenes contained up to four objects
of three different kinds.

A. Qualitative Evaluation

In addition to the result shown in Fig. 1, Fig. 4 shows some
more results of our object dicovery algorithm. All points that
belong to the same object are depicted with the same color, and
the numbers represent the class label to which each segment
belongs. For instance, the scene in Fig. 1 contains four chairs
of two different kinds, and they are correctly labeled as 25
(blue) and 27 (violet). Furthermore, we see that also most of
the background segments, e.g. on the floor, ceiling and walls,
have plausible labels. For many of them, only the local class
label evidence was relevant, as they are not connected in the
scene graph.

B. Quantitative Evaluation

In contrast to supervised learning algorithms, the perfor-
mance of an unsupervised object discovery method is difficult
to evaluate, as there is no real ground truth. The major
problem here is that humans tend to be focused and might miss
similarities in the data that are irrelevant for them. However,
a good way to still evaluate unsupervised object discovery
methods has been recently proposed by Tuytelaars et al. [30].
This method uses the conditional entropy of the “ground truth”
class labels y* given the class labels y that resulted from

the discovery algorithm. Applied to our case, the conditional
entropy is computed as

K

H(Y* | Y) = Z

o(y)=1

=
. 1

P Y P07 o) log — s,
where K* is the number of ground truth classes and o is an
oracle mapping from the set of discovered classes to the set
of ground truth classes, which is determined from a tuning
set (for details see [30]). Intuitively, H(Y* | Y) determines the
number of ground truth labels a segment can have once its
discovered object label is known. The smaller this number is,
the better is the result of the discovery algorithm. In the best
case it is zero, which means that each discovered class label
directly implies a ground truth label.

We created hand labeled ground truth data consisting of the
five classes “ceiling”, “floor”, “wall”, “chair”, and “other”,
and evaluated the performance of our algorithm for different
values of the parameters i, p, and the node and edge weights
(Wn, w,). The results are shown in Fig. 5. Two conclusions
can be drawn from these graphs: First, with values around 1,
the results are very good compared to the results of similar
algorithms described in [30]. And second, our algorithm is
relatvely robust against small changes in the choice of the
parameters, especially for the distance threshold ¢, which is
responsible for the clustering in geometric space.

VII. CONCLUSION AND OUTLOOK

We presented a fully unsupervised approach to segment 3D
range scan data and to discover objects of a similar type that
occur more than once in the scene. Our approach uses the only
assumption that the number of actually existing object classes
is not higher than the number of connected components in
the scene, which holds in most cases. We applied probablistic
reasoning based on Conditional Random Fields to model
conditional dependencies of object part labels that are close
to each other. In experiments on real data we showed that our
algorithm is able to discover objects such as chairs in an indoor
environment. In the future, we plan to use this technique in an
online framework where the evidence of existing object classes
is accumulated over time and across different data sets.
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Unsupervised 3D Object Discovery and
Categorization for Mobile Robots

Jiwon Shin  Rudolph Triebel Roland Siegwart

Abstract We present a method for mobile robots to learn the conceptjetts and
categorize them without supervision using 3D point cloudsifa laser scanner as
input. In particular, we address the challenges of categuyiobjects discovered in
different scans without knowing the number of categories. Thienlying object
discovery algorithm finds objects per scan and gives thealligconsistent labels.
To associate these object labels across all scans, we licgathss graph which
encodes the relationship among local object class labels.a@orithm finds the
mapping from local class labels to global category labelsfsrring on this graph
and uses this mapping to assign the final category label @iskkevered objects. We
demonstrate on real data our alogrithm’s ability to disc@re categorize objects
without supervision.

1 Introduction

A mobile robot that is capable of discovering and categogzbjects without hu-

man supervision has two major benefits. First, it can opevakeut a hand-labeled

training data set, eliminating the laborious labeling psx Second, if a human-
understandable labeling of objects is necessary, autordattovery and catego-
rization leaves the user with the far less tedious task dflia categories rather
than raw data points. Unsupervised discovery and categag, however, require
the robot to understand what an object constitutes. In thigkwve address the chal-
lenges of unsupervised object discovery and categorizating 3D scans from a
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laser as input. Unlike other object discovery algorithms, @pproach does not as-
sume presegmentation of background, one-to-one mappiagbe input scan and
label, nor a particular object symmetry. Instead, we singglgume that an entity is
an object if it is composed of two or more parts and occurs rti@e once.

We propose a method for robots to discover and categorizetshyvithout su-
pervision. This work especially focuses on categorizatitihe discovered objects.
The proposed algorithm is composed of three steps: deteofipotential object
parts, object discovery, and object categorization. Afisgymenting the input 3D
point cloud, we extract salient segments to detect regidrishnare likely to belong
to objects. After detecting these potential object pares,cluster them in feature
and geometric space to acquire parts labels and objecslddehsoning on the rela-
tionship between object parts and object labels providesalll/-consistent object
class label for each discovered object. Processing a sar&sns results in a set
of discovered objects, all labeled according to their latass labels. To associate
these local class labels, we buildlass graph. Class graph encodes the dependency
among local class labels of similar appearance, and smapthe graph results in
a distribution of the global category labels for each lod¢ass label. Marginalizing
out the local class labels gives the most likely final catgdaioel for each discov-
ered object. We demonstrate on real data the feasibilitynetipervised discovery
and categorization of objects.

Contributions of this work are two-folds. First, we imprae object discovery
process by extracting potential foreground objects usatigrscy. Instead of relying
entirely on perfect foreground extraction, our algoritrakds the foreground seg-
ments only as potential object parts and performs furthecgssing on them before
accepting them as object parts. It can thus handle impddexground extraction by
removing those potential object parts deemed less fit to tumbabject parts. Sec-
ond, we propose a novel categorization method to assotiat®tally-consistent
object class labels to the global category labels withootkng the number of cat-
egories. Our algorithm improves the results of categddmabver pure clustering
and provides a basis for on-line learning. To our knowledigegther work has ad-
dressed the problem of unsupervised object categorizationdiscovered objects.

The organization of the paper is as follows. After discuggielated work in
Sec. 2, we introduce a saliency-based foreground extraatgorithm and explain
the single-scan object discovery algorithmin Sec. 3. In 8gwe propose a method
for associating the discovered objects for object categtidn. After the experimen-
tal results in Sec. 5, the paper concludes with Sec. 6.

2 Related Work

Most previous work on unsupervised object discovery asseither a presegmen-
tation of the objects, one object class per image, or a knawnber of objects
and their classes [5, 14, 2]. In contrast, [17] proposed aupervised discovery
algorithm that does not require such assumptions but idsigbzes regularity of
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patterns in which the objects appear. This is very usefuhfan-made structures
such as facades of buildings. [3] developed a method to detelcsegment similar
objects from a single image by growing and merging featurehes.

Our work builds on our previous work [18], which gives nicsubts for single
scenes but does not address the data association probless aifferent scenes.
Thus, the above algorithm cannot identify instances of tmaesobject class that
appear in dferent scenes. In contrast, this approach solves the dataiassn
problem and introduces a reasoning on the object levekaalsof only assigning
class labels to object parts.

An important step in our algorithm is the clustering of featuectors extracted
from image segments. Manyftérent kinds of clustering algorithms have been pro-
posed and their use strongly depends on the applicatione $tassic methods such
as the Expectation-Maximization (EM) algorithm akaineans clustering assume
that data can be modeled by a simple distribution, while rattethods such as ag-
glomerative clustering are sensitive to noise and outliEssovercome these prob-
lems, alternative approaches have been proposed. [1meskaspectral clus-
tering algorithm, which uses the eigenvectors of the data matrigrtmp points
together, with impressive results even for challengingdAhother recent cluster-
ing approach is namedfinity propagation, proposed by [6]. It clusters data by
finding a set of exemplar points, which serve as cluster ceated explain the data
points assigned to it. This method avoids the pitfalls of dibiialization and does
not require the number of clusters to be prespecified. Invibik, we use finity
propagation to cluster image segments in feature space.

Our object categorization method is inspired by lag of words approach [4].
Outside of document analysis, the bag of words method has dggaied in com-
puter vision, e.g., for texture analysis or object categaiion [11, 16]. Our work
uses it to bridge the gap between reasoning on object pattsigect instances.

3 Object Discovery

This section describes the algorithm for discovering disjéiom a single scan.
Fig. 1 depicts the overall process of the object discoveny. €ingle-scan object
discovery algorithm is based on our previous work [18], vahiats every seg-
ment as a potential object part and accepts them as objeafieifinference any
nearby segment has the same class label as itself. Thisthlgphowever, has sev-
eral disadvantages. First, because the original algorithnsiders all segments as
potential object parts, it makes many false neighborhoodections between fore-
ground and background segments. This results in objectidated composed of
real object parts and background parts. Second, it hasvedahigh false-positive
rate because it cannotffirentiate clutter objects from real objects. Third, it veast
computation by extracting feature descriptors on backgid@aegments. In this pa-
per, we introduce saliency-based foreground extractigoréthm to overcome these
problems.
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Fig. 1. Overview of the discovery process (best seen in yoldter performing
segmentation on input data and extracting salient segmiietslgorithm clusters
the salient segments in feature and geometric space. Theeduare then used to
create scene graph and parts graph, which encode the nskipobetween object
parts and objects. Running inference on the graphs restheinliscovery of four
objects as shown on the right.

3.1 Extraction of Potential Object Parts

A simple way to seperate foreground from background is tddings into the data
and remove all points that correspond to the planes. Thisvesmall wall, ceiling,
and floor parts as in, e.g., [5], but can cause at least twdgmab First, it may also
remove planar segments close to a wall or floor that are dgtabject parts and
thus should not be removed. Second, it is oftenfificient to define background as
planar because background may be truly curved or non-pthreato sensor noise.

L2131
o s

Fig. 2: An example image after saliency computation. Calm@gments are consid-
ered salient and thus treated as potential object partsbdtsindicate segment ID.

Inspired by computer vision [8], we suggest &elient approach for foreground
extraction usingaliency. The idea is to classify certain parts of an image as visu-
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ally more interesting or salient than others. This clas#ifims determines saliency
based on dference in entropy of a region to its nearby regions. Most wank
saliency has been on 3D images, but [7] uses saliency focblgeognition in
3D range scans. Their technique, however, remaps depthedledtance images
as greyscale images and applies 2D saliency techniquegitsdlient points. This
work detects salient segments in true 3D by processing degties of range data
directly.

Our saliency algorithm computes saliency at point levelseginent level. Point
saliency provides saliency of a point while segment sajigapresents saliency of a
segment. Apoint saliency sp is composed of tocal saliencys and aglobal saliency
- Local saliencys is defined as

a(p)=$ S n-(p-p), M
P’ eN(p)
wheren is the normal vector at a poipt and N (p) defines the set of all points
in the neighborhood gb. To obtain a value between 0 and 1, the local saliency is
normalized by the maximum local saliency valg&. Intuitively, local saliency
measures how much the poiptsticks out of a plane that best fits into the local
surroundingV(p). This resembles the plane extraction techniquementieadir.
Points that are closer to the sensor are more likely to betorigreground and
thus globally more salient than points that are far away ftieensensor. We capture
this property in global saliency. Global saliengyis defined as

1
= —lP™* = pll 2
So(P) g P -p )

wherep™* denotes the point that is farthest away from the sensororis in
local saliency, global saliency is normalized to range leetwO and 1.

We define segment saliensyfor a segmens as a weighted average of the local
and global saliency for all points which belong to the segnae multiply it by a
size penaltyy, i.e.,

9 =0 = 3 wa(p)+ - WP |, @)
IS =4

wherea = exp((|S — |smeanl)?) penalizes segments that are too big or too small
as they are likely to originate from a wall or sensor nojgejenotes the size (num-
ber of points) of the segmest andw weighs between local and global saliency.
The weightw depends on the amount of information contained in local daldad
saliency, measured by entropy of the corresponding digtabs. Interpretingg
andsy as probability distributions, we can determine entrbpgndhg for local and

global saliency by
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N
hi = - > s(p)logs(p) (4)
i=1
N
hg == > s4(pi)0gsy(pi). )
i=1

whereN = 20 in this work. As a saliency distribution with lower entgop more
informative, we set the weight asw = % which is high when local saliency

has low entropy and low when it has high entropy. The weiglsuess that more
informative entropy distribution contributes more to thefisaliency.

Segment saliencygs(s) ranges between 0 and 1. We consider a segment salient
if its saliency is higher than 0.5 and accept it as a potenb@ct part. Only these
potential object part$ are further processed for object discovery. Fig. 2 shows a
scene after salient segments are extracted.

3.2 Object Discovery for a Single Scan

AD

FO

Fig. 3: Result of object discovery of the scene shown in FigDi&covered objects
are colored according to their class labels. Letters indittee parts types and num-
bers indicate object classes. Notice that not all poteabgdct parts are accepted as
object parts.

Once we extract potential object pafls next step is to reason on them to dis-
cover objects. The object discovery step on single scanssdan our previous
work [18]. The underlying idea behind our object discovelgoathm is that ob-
ject parts which belong to the same object are frequentlgmes together, and
hence by observing which parts occur together frequenttycan deduce object
class label for these parts. Using this idea, a brief summoatiie algorithm is as
follows. Given the potential object par we extract a feature vectrfor each
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potential object parg. The feature vectds is composed of spin images [9], shape
distributions [13], and shape factors [19]. To determinéciviset of potential object
parts originate from the sanparts type #i, we cluster these parts in feature space
using dfinity propagation [6]. Afinity propagation implicitly estimates the number
of clustersC, resulting in clusterg,...,%c. These clusters define the discovered
object parts types.

Clustering in feature space provides parts types, but it du¢ define which
parts belong to the same objéestance. To obtain the object instances, we perform
another clustering on the potential object pa@tbut this time in geometric space.
As object parts for the same object instance are physicklkec clustering in ge-
ometric space enables us to group together potential opggts which belong to
the same object instance. The geometric clustering algordonnects every pair
of potential objects whose centers are closer than a thieeslyp and this results
in a collection of connected components. The number of cctedecomponenti
define the maximum number of object classes present in tieesaad each cluster
Gi of the resulting clustergs,...,Gk correspond to an object instance.

Given parts type$,...,Fc and object classe8, ... Gk, hext step is to assign
a class labeg; to each potential object past We determine the assignments by
reasoning on the labels at two levels. First, on a more atid&reel, the statistical
dependency of class labels,...,Gk across dferent parts type%i,...,Fc is en-
coded in a Conditional Random Field (CRF) [10] nanpadts graph. Parts graph
exploits the fact that object parts that co-occur frequentthe same object instance
are more likely to belong to the same object class. For exabplck rest and seat,
both of which belong to a chair, are frequently found togethieile seat and shelf,
which belong to dferent objects, are not. The second level of reasoning petpsg
parts types to object class relationship onto a finer leveddigbining the class la-
bels obtained from the parts graph with the local contexafatimation from actual
scenes. This is encoded using another CRF caltede graph. Performing infer-
ence on the parts graph provides the most likely object tddG; per parts type
i while inference on the scene graph leads to the object dfedd; per object
parts. Once for all object instances, all their parts are labeléhd the most likely
object class label, we accept those object instances wbitfainis at least two parts
with the same class label as discovered objégts. .,Oy. Fig. 3 shows an example
of the outcome of the discovery algorithm.

4 Object Categorization

Object discovery algorithm of the previous section is ablértd object classes for
which at least two instances occur in a given scene. It usesaspnce and geom-
etry, i.e., similarity of features and structures, to fingdesal instances of objects
that are most likely to define a class in one given scene. fnghper, we go one
step further and try to find objechtegories, i.e., object classes that are consistent
across a sequence of input scenes. This, however, is nigirgtomward. As the ob-
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Fig. 4. Objects found in two dfierent scenes. Segments of the same local object
label have the same color locally.

ject discovery process is entirely unsupervised, the tiegulocal class labels are
not unique over a given number of input scans. This meanathabject class might
be associated with a class lalggl when one scene is observed, but the same object
class might have a fierent class label- if observed in a dierent scene. An ex-
ample of this is shown in Fig. 4. To identify object instanoéthe same class from
different scenes, we need to solve tlaga association problem. Unfortunately, this
problem is intractable in general as it involves a corresignice check between ev-
ery pair of object classes which are found ifitelient scenes. One simple way to
address this correspondence problem is to join all scet@sime big scene and run
the discovery algorithm on the big scene. This approachgliew has two major
drawbacks: first, the number of connected componKnits this big scene would
be very large. This heavily increases the computation tifteevalgorithm and de-
creases its detection performance because it failsff®untly restrict the number
of potential object classes. And second, it limits the gubsi of running the ob-
ject discovery in an online framework, which is one majorlgufathis work. The
reason here is that the parts graph would need to be re-baily §me a new scene
is observed, which decreases tligogency of the algorithm.

This work addresses the data association problem by intiodwa third level
of reasoning namedass graph. The key idea behind the class graph is to find a
mapping from local class labels to global category labelslikd the parts graph
and the scene graph, the class graph models the statistpahdencies between
labels of object class instances rather than object paetsild of the class graph is
explained in Sec. 4.2. Next section describes object featertor for representation
of object instances, which are the building blocks of clasgh.

4.1 Object Representation

Object feature vector enables a compact representatiobjettinstances. This
work employs object feature vectorwhich captures object instance’s appearance
and shape. The object feature veaios composed of a histogramof visual word
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occurrences and a shape veatoFhe histogranth captures object appearance while
the shape vector captures object volume. To compute the histograms, we take t
bag of words approach and represent an object as a collection of visualsv8ag

of words requires visual vocabulary to be defined, and werdéte the visual vo-
cabulary by clustering the object parts feature veé€tof all discovered objects.
Each clustef;" is a word in the visual vocabulargy,...,7Z., and the total num-
ber of words in the vocabulai@* is equal to the number of cluste@s. With the
visual vocabulary, representing an object as a histogreaplies to counting the
number of occurrences of each visual word in the objectdditional bag of words
approaches, every feature makes a contribution to the bhegmonding to the vi-
sual word that best represents the feature. Such approdawesver, do not take
into account the uncertainty inherent in the assignmerdge® Hence, in our work,
each object part feature vectbrcontributes to all bins of the corresponding his-
togramh, where the contribution to a bin is determined by the prasbp(w;|f)

of the feature vectdrbelonging to the visual word;. We compute this probability
by nearest-neighbor.

In addition to a histograrh, object feature vectoo contains a shape vector
which represents object’s physical properties. The shagtowv is composed of
three elements — size in horizontal direction, size in eattilirection, and object’s
location in vertical direction. The horizontal and vertispans provide the bounding
volume in which the object resides. The vertical locatioregian estimate on where
the object is likely to be found.

4.2 Class Graph

Class Graph Clustering Inference

2 % % A
-9 & AN N - ’ "\/\\\\\

65\. . P

Fig. 5: Categorization by class graph. Local class labelsasented as mean his-
tograms, are the nodes of the graph, and the links betweesitmitar nodes form
the edges. Clustering the local class labels provides itialimapping from local
class labels to global category labels. Running inferemade class graph provides
a distribution of category labels for each local label. Ehdsstributions are then
used to determine the category label for each discoveretobj
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Once the object feature vectars,...,on+ are computed for all discovered ob-
jectsOs,...,0n+, we determine the mapping from local class lalggis...,Gwm to
global category labelg;,...,Gg. usingclass graph €. Class grapi€ consists of
the node setV5={03,...,0m} and the edge s&s= {(i,0j) | D(0i,0j) < 9. The
nodes are the local class lab€ls,...,Gm represented as mean object feature vec-
torsoy,...,0m, and the edges connect similar local class labels, whergttikarity
between two local labels is the distance between their mbpatiofeature vectors.
The threshold for object similarit§sis set to 0.5.

To assign global category labedy, ..., G. to local class labelg,...,Gm, we
need to find the number of global categoite's As mentioned earlier, &inity Prop-
agation (AP) implicitly determines the number of clustarsd therefore, we cluster
the mean object feature vectars...,om by AP clustering. The number of clusters
K* resulting from AP clustering is the maximum number of glotategories, and
the clusterg;,...,Gy- are the initial global category labels for the local clagela
G1,....Gm. Smoothing this initial mapping determines the final maggiom local
class labels to global category labels. Fig. 5 shows theathsteps of categorization
by class graph.

4.3 Smoothing

Class grapht captures the dependency among the local class l&pgls.,Gwm,
but it does not assign a category lalggl to each local labeg;. To determine the
category labels, we apply probabilistic reasoning. Wet tlemnodes of the graph as
random variables and the edges between adjacent nodestisaaily dependent.
That is, the global category labg} of a local class labet; depends not only on
the local evidence; but also on the class labegy of all neighboring labelg;;. For
example, if the local class labg] is strongly of categorg;,, based on its evidence
o, then it can propagate its category lagglto its neighborgz;. On the other hand,
if its category label is weak, then its category lagglcan be flipped to the category
Iabelg}‘ of its neighbors. This process penalizes sudden changesegfary labels,
producing a smoothed graph. We perform the smoothing agéig @ Conditional
Random Field (CRF).

Our CRF models the conditional distribution

p(g|®=%_]_[ ¢©.9) ] w(6.0;.6.9) (6)

ieVy (i,j)e€o

whereZ(0) = X [Ticvs (0. 9) [1¢,j)ees ¥ (0is Ej,gi’,g]) is thepartition function;
Vg are the local classes; ad@§ are the edges between the local classes. Our for-
mulation of the CRF is slightly dierent from the conventional approaches in that
our feature similarity functiorf, of the node potential log(o;,g;) = Wn - f1(0i,g;) is
the conditional probability(g; | 0;). Likewise, the feature similarity functiofy of
the edge potential lag(0;, gi) = We - fe(0i, 0, 0i,9;) is also defined as a conditional

Appeared in: Int. Symposium on Robotics Research (ISRR), 2011 221



Articles on Unsupervised Offline Learning (Chapter [5)

Unsupervised 3D Object Discovery and Categorization fobléoRobots 11

probability p(gi,gj | 6i,0;j). The feature function$, and fe hence range between 0
and 1, simplifying the weighting between node and edge piaisrio scalars. In su-
pervised learning with CRFs, node weight and edge weightve are learned from
training data. In this unsupervised work, however, we catearn these values as
there is no training data available. We therefore determaue weightv, and edge
weightwe manually using an appropriate evaluation measure on aatalid set.
Fig. 8 in Sec. 5 shows thdfect of setting dierent combinations of node weigl
and edge weighte.

As mentioned in Sec. 4.2, the object feature vector clugggurovides the total
number of global object categori€$ and the initial mapping from local class labels
G1....,Gw to global category labelg],...,Gk.. Using the clusters, we can model
the feature similarity functiorfi, = p(gi | 0;) of node potentiap(o;,g;) as

Yy PO 19)p(@)
wherep(di | g)) = p(hi | g")p(Vi | G) = exp(- [ hi — Y [ exp(- [| Vi — V¥ ||) and
p(gi) =1- mﬁ. p(oi | gi) measures how welh; fits to the cluster centeg;, and
the global category prigp(g;) reflects how likely the category exists. A cluster with
more members are more likely to be a true object categorydtdunster with fewer

members, and heng#g;) is proportional to the sizgy; | of the category.
We define the edge feature as

p(gi| o) = ()

P(gi.gj 1 0i,0j) = p(gi | 0i,0)p(g; | Gi, 0)), ®)
wherep(gi | 51.0;) = p(gi | 8ij) andp(g; | 8..0}) = p(g; | 3i;) are estimated by a mean
object feauter vectas;;. The probabilitieg(gi | 0ij) andp(g; | 6ij) are computed by
the nearest-neighbor.

To infer the most likely labels for the nodes of the class brépwe use max-
product loopy belief propagation. This approximate althgmi returns the labelg;
which maximizes the conditional probability of Eq. 6. Foe tinessage passing, we
take the generalized Potts model approach as commonly dahmeorporate the
edges in the inference only whgnandg; are equal. This results in the propagation
of the belief only between equally-labeled nodes. The arfee step continues until
convergence and provides the distribution of global catefzbelsg;, ..., Gx. for
every local class labg};.

To find the category labg}* for each discovered obje&, we compute the cat-
egory which maximizes the assignment probability

p(gl0)= > p(g]T)p(@ | 0). )
K]

The probability of the category for a given local lalpélj| 0’) can be read directly
from the class grapfi, and the probability of the local object class given an abjec
p(0’ | 0) = exp( || 0—0]|) is computed as the object’s similarity to the class mean.
Discovered objects are accepted as objects when the pliopabits most likely
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Fig. 6: Objects found in two dlierent scenes. Segments of the same object label
have the same color.

category label is greater than 0.5. Fig. 6 shows the restittategorization of the
two scenes shown in Fig. 4.

5 Results

In this section, we present the results of running the allgorion scans from real
world scenes. The data set was collected using a nodding 8I§€ with a width
of 100 degrees and a height of 60 degrees. Each set was @hptuhe horizontal
resolution of 0.25 degrees and the vertical resolution ofiégrees a second. All
scenes were static. The test set was a set of 60 scans frowfiiges. In total, these
data sets contained 208 objects, including chairs, couplester boards, trash bins,
and room dividers.
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Fig. 7: The results of object discovery with (left) and withigright) saliency com-
putation. All connected segments are considered objectafegorization. Objects
are colored by their local class label.

We first tested theféect of including saliency in the discovery step. Fig. 7 quali
tatively shows the dierence in object discovery with and without saliency compu-
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tation. Including saliency improves the precisibnf discovery from 44% to 84%
while decreasing recall from 83% to 74%. That is, while inithg the saliency step
does eliminate some true objects, it is much mdfeative at eliminating none ob-
jects than the same algorithm without the saliency step.

The dfect ofw, andw, on V-Measure The dfect ofd¥5 on V-Measure
After smoothing'(e==2.0— W) j j j j " w00, ew20 ——

V-measure
V-measure

Fig. 8: Evaluation of our categorization step using V-measkeft graph shows the
effect of node and edge weights on v-measure. Right graph sthenefect of the
object distance threshold on v-measure.

Quantitatively, we computed V-measure [15] of our algonth/-Measure is a
conditional entropy-based external cluster evaluatiomsuee which captures the
cluster quality by homogeneity and completeness of clasteis defined as

(1+pB)«h=c

Vg="—"rt—
Bxh)y+c

whereh captures homogeneitycompleteness, amgithe weighting between ho-
mogeneity and completeness. A perfectly homogeneous@oloash = 1, and a
perfectly complete solution has= 1. Fig. 8 shows the quality of clustering with
varying node and edge weights and tHeeet of object distance threshold on the
quality of clustering. Left graph indicates that the reswf our algorithm is ro-
bust to the change of node and edge weights, but smoothinguap the overall
results over pure clustering. Right graph shows that théitgud clusters depends
on the object distance threshdlg, which indicates that the initial clustering result
influences the final categorization quality.

Fig. 9 shows precision and recalf the algorithm for varying object distance
thresholdds Not suprisingly, precision drops and recall increase$agtireshold
increases. This is because higher threshold results irr feategories, which in turn
means more of the discovered objects are accepted as daéshobjects.

(10)

1 A discovered object is considered true positive if it origies from a real object and false positive
if it is not a real object. False negative count is when a re@dai is not discovered.

2 In computing precision and recall, we did not take into cdesition the correctness of the
category labels. Any real object that got categorized wasidered true regardless of its label.
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The dfect of#5 on precision and recall

PrecisiofiRecall

Fig. 9: HEfect of the object distance threshold on precision and recall

Fig. 10 shows qualitative results. Left images are the tesflperforming ob-
ject discovery per each scan, and right images are the pomdsg images after
categorization. Discovered objects are colored accorttirtgeir local class label,
i.e., with respect to other objects within a single scan)ewtétegorized objects are
colored according to their global category label, i.e.hwéspect to all other objects
of the data set. The categorization step is able to assigaaime global category
labels to objects with dierent local class labels as shown in Fig. 10b while assign-
ing different global category labels to objects with the same latsllas shown in
Fig. 10d. In addition, the chairs found infiéirent scene are correctly labeled to be
the same type as shown in Fig. 10a, 10b, 10d.

6 Conclusion and Outlook

We presented a seamless approach to discover and categbjénts in 3D envi-
ronment without supervision. The key idea is to categotiwedbjects discovered
in various scenes without requiring a presegmented imatgearumber of classes.
Our approach considers objects to be composed of parts asdngon each part’s
membership to an object class. After objects are discovieredich scan, we as-
sociate these local object labels by building a class graghirsferring on it. We
demonstrated our capability of discovering and categuogizibjects on real data
and performance improvement class graph smoothing briveyspure clustering.
Our approach has several avenues for future work. First,ameuse the results
of categorization for object recognition. Once the robat tiscovered enough in-
stances of an object category, it can use the knowledge éztd@td recognize ob-
jects, much the same way many supervised algorithms workaf@arithm simpli-
fies creating training data to converting robotic classesentation to human repre-
sentation. Another direction for future work is on-linereiag. While the proposed
approach allows the robot to reason on knowledge gainedioveythe knowledge
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Fig. 10: Results of category discovery. Left images contaifects discovered
through the object discovery process, and right imagesteresame objects after
categorization. Objects in the left images are colored mling to their local class
labels while objects in the right images are colored by thkibal category labels.

Notice that the categorization step can correct incorriassdications of the dis-
covery step.
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is updated in batch. This limits the availability of new infaation until enough data
is collected for the batch processing. A robot, which carcess incoming data and
update its knowledge on-line, can utilize the new informatmmediately and adapt
to changing environment. Extending our work to handle aategtion on-line will
thus make unsupervised discovery and categorization neafelifor robotics.
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A Bayesian Approach to Learning 3D
Representations of Dynamic Environments

Ralf Kistner, Nikolas Engelhard, Rudolph Triebel, and Roland Siegwart

Abstract We propose a novel probabilistic approach to learning spatial represen-
tations of dynamic environments from 3D laser range measurements. Whilst most
of the previous techniques developed in robotics address this problem by compu-
tationally expensive tracking frameworks, our method performs in real-time even
in the presence of large amounts of dynamic objects. The computer vision commu-
nity has provided comparable methods for learning foreground activity patterns in
images. However, these methods generally do not account well for the uncertainty
involved in the sensing process. In this paper, we show that the problem of detecting
occurrences of non-stationary objects in range readings can be solved online under
the assumption of a consistent Bayesian framework. Whilst the model underlying
our framework naturally scales with the complexity and the noise characteristics
of the environment, all parameters involved in the detection process obey a clean
probabilistic interpretation. When applied to real-world urban settings, the results
produced by our approach appear promising and may directly be applied to solve
map building, localization, or robot navigation problems.

1 Introduction and Related Work

Understanding dynamic properties of the world has become an increasingly popular
research topic in mobile robotics. The motivations for this popularity are manifold.
The occurrence of moving objects in the robot’s sensor range may for example cor-
rupt the localization or map building process [12, 1, 3]. On the other hand, novel
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planning approaches aim at navigating platforms through highly dynamic environ-
ments [11, 6]. They therefore strongly rely on robust motion parameter estimates
for objects that may potentially interfere with the robot’s trajectory.

A widely common group of methods addressing motion estimation is committed
to tracking the displacement of entire point clusters [10]. Whilst such approaches
succeed in obtaining a parametric description of the cluster motion, they usually
take strong assumptions about the size or shape of objects. In the above scenarios,
however, we generally do not want to constrain ourselves with a limited number of
object classes. In fact, we seek to detect motion rather than to find explicit motion
parameters. Consider therefore a sensor reading that has been introduced by a dy-
namic object. If, at any later point in time, we acquire another reading that matches
the previous observation, we may not care to also answer the difficult question of
identity. That is, no matter if the measurement originates from a single or two dif-
ferent objects, we would still want to classify it as being dynamic.

In this paper, we propose a novel approach to the problem of learning 3D rep-
resentations of dynamic environments from range data. In strong analogy to back-
ground modeling in computer vision [8], this problem constitutes a binary classifi-
cation task. That is, for a series of range observations we seek to estimate whether
single measurements originate from a static or a dynamic object. We therefore rep-
resent correspondences between measurements and objects using Gaussian mixture
distributions [14, 13].

Where standard methods for learning Gaussian mixtures fail due to the non-
stationary nature of a dynamic world model [5], we propose an alternative on-line
solution that does not make any assumptions about the number of Gaussians in the
mixture model but efficiently scales with the complexity of the environment. Even
in highly populated settings, our approach is thus capable of distinguishing dynamic
from static objects in real-time.

The emphasis of this work strongly lies on the Bayesian formalization of all steps
involved in the learning process [8]. In fact, following techniques used in probabilis-
tic change detection [7] our method is strictly governed by the laws of probability,
and each effective parameter comes with a clear probabilistic interpretation.

We demonstrate the practicability of our approach in simulation and by experi-
ments involving several urban outdoor scenarios with a diversity of static structures
and dynamic objects.

2 Probabilistic Formulation

Our algorithm to learning dynamic environment representations operates on range
readings acquired with a nodding 2D laser range scanner that pitches up and down
during data acquisition to produce 3D point clouds. This setup has been used fre-
quently in the literature (see, e.g. [15]) and is usually known as the nodding laser
scanner configuration. Throughout this paper, we define a sensor measurement z, as
the tuple (r;,9;,¢;), where r; is the measured range, and ¥, and ¢, are the pitch and
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yaw angles of the laser beam at time ¢ of the data acquisition. We assume that r; is
affected by Gaussian noise, thus we have r; ~ N(#,0,), where 7, is the true distance
between the laser origin and the observed object.

Since we do not account for uncertainty in the acquisition angles @ and ¢ of our
nodding range scanner, we represent full sensor sweeps as range images. A range
image is defined by an N x M matrix of cells c¢; j, representing a discretization of
the continuous space S = [~Pmax, Fmax] X [~@max» Pmax], Where the pitch and yaw
angles © and ¢ of the laser beam range between predefined boundaries. For each z,,
we can thus compute a 3D coordinate vector zE”’], with i and j denoting the indices
of the range image cell ¢; ; that corresponds to r;.

To formulate our problem mathematically, we furthermore introduce a binary
state variable x;, which is true if the observation z; corresponds to a dynamic object
and false otherwise. Our aim is to estimate X; at any time step ¢, given the noisy
measurement z, acquired at time ¢. Formally, we therefore want to find p(x; | z).
Assuming statistical independences between all range image cells, we can then esti-
mate the joint posterior probability of range measurements being caused by dynamic

objects X; = {X,U’jj} given the range image z; = {zy’”} as

p&1z) = [ |17, (1

ij

To keep the following notations uncluttered, we will drop the superindices [i, j]
and perform all further computations only on the cell level. Consequently, the con-
ditional p(x; | z;) associated with each cell shall from now on be referred to as cell
posterior.

2.1 Formulation using Gaussian Mixture Models

To infer the binary states x;,, we use a generative approach: we assume that each
observation z; was caused by the existence of one of K objects, which can be either
dynamic or static. The unobserved distance of each object to the laser origin is
modeled using a normal distribution N(ux,0%), with mean yy, variance oy, and
k € {l,...,K}. For each cell, we thus yield a set of model parameters which shall
henceforth be denoted @ = {K,uy,...,ux,01,...,0g}. To express the fact that z
corresponds to object k, we furthermore introduce binary correspondence variables
gf, where only one gf can be true for any z;.

230 Appeared in: Proc. of the 12th Intern. Symp. on Experimental Robotics (ISER), 2010



Articles on Unsupervised Online Learning (Chapter@

4 Ralf Kistner, Nikolas Engelhard, Rudolph Triebel, and Roland Siegwart

2.2 Decomposing the Cell Posterior

In an online process, our model changes over time. Let @, therefore represent the set
of parameters at acquisition time ¢. Together with the states x;, the model parameters
are generally unknown and need to be inferred. In other words, at any given time ¢
we will be facing the question of how to update our latest parameter estimate ©,_;
using the most recent observation z;. We therefore want to make the ©; and @,_,
explicit in the probabilistic formulation and rewrite the cell posterior from Eqn. (1)
as

p(X:,0,12,0;1) = p(X;|2,,0,,0;_1) p(O; | 2,,0,-1)
= p(X | 21,0;) p(O; | 2,,0;-1). )

Here, the second equality assumes our model ©; to provide a complete description
of the underlying process.

The above equation constitutes two conditionals that are essential to finding the
cell posteriors. The first conditional describes an assignment of binary states X; to
observations z, under the assumption that all model parameters @, are known. It
shall therefore be coined as dynamics likelihood. The second conditional implies
the sought model @, from an observation z, and the most recent parameter set ©;_;.
Accordingly, it will be termed the update rule.

2.3 The Dynamics Likelihood

We follow the approach presented in [8] and express the dynamics likelihood by
marginalization over all correspondence variables gf. We thus obtain

p(X,% | 6))
p(z: | O))
YR pkz | g, 00)plgk | 6F)
I A A A,
T PO 1 8f,6)p(z | gf. Of)ple | OF)
- K p@ g @pek1eh

p(X12:,0;) =

3

Here, we introduce object parameters @ = {i*, 0%} and individual state variables
xf expressing if the k-th Gaussian is dynamic or static. We furthermore assume the
probability of observing z, to be equal for both dynamic and static objects, given the
knowledge that z; was caused by object k. This results in the conditional indepen-
dence relation p(xf,z, | glt‘, @f) = p(xf | gf, @f)p(z, | gf, @f).
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From Eqn. (3), three terms need to be specified further. Starting from the right, we
first note that p(gﬁc | @f) is the prior probability for z, being caused by object k. Usu-
ally, p(gﬂ‘ | @f) is named the weight of the k-th Gaussian in the mixture and denoted
by the symbol w’t‘ . Second, the data likelihood p(z, | gf , @’t‘) is equal to N (z; ,uf,(rf).
And, finally, the dynamics likelihood of Gaussian k is defined as p(xf | g’;, @f).

2.4 The Update Rule

Just as for the dynamics likelihood, we write the update rule as a marginal over
correspondences gf and obtain

K
PO,12,0,-1) = ) p(Of 12,8505, plef 12,05 ) @)
k=1

This provides us with two additional terms. The correspondence likelihood
p(g’; | zt,@f_l) constitutes a statistical law for selecting Gaussian k as an expla-
nation for the occurrence of z;, and the update rule of Gaussian k is denoted by
PO | 2,.85.6% ).

2.5 The Mixture Weights

As stated above, we assume that each observation z; is caused by only one possible
object. This corresponds to the hard assignment of data points to clusters known
from the k-means clustering algorithm. Using this, we can say that all # data points
acquired at the discrete time steps 1,...,t are each assigned to one out of K clusters
where each cluster corresponds to a Gaussian. If we denote the number of observa-
tions that correspond to cluster k at time ¢ by nf we can estimate the prior probability
of a new observation z, to be caused by object k. As this prior is equal to the weight

wf, we have

=~

n
plgk 105 =wk = - )

We note that knowing #, nf thus becomes an equivalent representation of the
mixture weight wk.
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3 Online Estimation of the Mixture Parameters

In this section, we present an online implementation for estimating our model pa-
rameters. As shown above, we can compute the posterior probability of an observa-
tion z, to be caused by a dynamic object in two stages: First, we apply the update
rule according to Eqn. (4) and reestimate the mixture parameters @, with respect to
the latest model @;_;. And second, we use the dynamics likelihood from Eqn. (3)
on the updated mixture models in order to infer new state variables x;.

3.1 Sequential Parameter Updates

A key contribution of this paper pertains to the central question of how to integrate
new observations with an existing cell mixture. In contrast to the approach presented
in [14], we seek to strictly govern the sequential update of our mixture models by
statistical densities and the laws of probability.

In mathematical terms, finding the optimal parameter assignment for @; given
©;_1 and an observation z, is equivalent to maximizing the update probability
p(O,|z;,0,_1). We therefore want to reconsider the probabilistic update rule for our
cell mixtures defined in Eqn. (4). It suggests that in order to maximize p(0; |z, ©;_1),
we first need to recover an optimal assignment for the correspondence variables g¥.

We recall that following our above assumptions, each observation z, may only be
caused by one possible object. Put differently, we are interested in inferring whether
a sensor response z, originates from an object k € {1,..., K} that is already repre-
sented by our mixture or not. Following the proposal in [7], we therefore introduce
a joint probability and estimate correspondences with respect to two distinct cases.

Explained An observation z, can be explained by the k-th Gaussian in the current
mixture model. Consider therefore the range reading r; associated with z, along
with the expected measurement noise . Furthermore, let @’r‘_ , be the parameters
of the Gaussian k in the mixture distribution that best explains z;. Then our ob-
servation model gives rise to the assumption that p(z; | gf) ~N wf_l ,o-f_l +0,).
Note that by summing up the variances of the measurement o and the object

representation 0'1;71, we account for the noise in both models.

Unexplained An observation cannot be explained by any of the K Gaussians in
the current mixture model. Without making any specific assumption on how un-
observed objects occur within the sensor range, we assume a uniform distribution
over the entire beam length. Hence, we define p(z, | ") ~ U(0, r1pqx) Where U
denotes the uniform distribution with support in [0, 7,,,4,], and g"¢" is a new Gaus-

sian explaining z;.

Given the above cases, we are able to arrive at a posterior for unexplained obser-
vations. We define p,.,, = p(g"®") and apply Bayes rule to relate p(g"*" | z;) to the
likelihood at which observations are generated by unrepresented objects:
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p(zt | gneW) * Pnew
p(zt | gnew) *Pnew + p(zt | gf) : (1 - pnew)

new

pE""z) = (6)

Then, by exploiting the assumption that p(z; | g"") - pyew is small we can approx-
imate the logarithm of this expression

P(Z: | 8"") " Prew
Pz 185 (1= prew)
= log p(z; | &"") +10g prew —
log p(z; | g¢) ~10g(1 = Pew) @)

log p(¢"" | z;) = log

Plugging in our model assumptions with respect to the described cases conse-
quently yields

logp(gnew |z) = - 10g Fmax + IOanew - 10g(1 — Dnew) +

1 1 (re—pk ))?
—log2n(c*  +o)+ = —— =17 ®)
2 g ( —1 r) 2 (O'f_l +0'r)

It appears beneficial to combine all expressions depending on the range measure-
ment r; in the above equation. This leaves us with a simple quadratic distance

di(r) = (re =k DT+ o) =k ) )

Exploiting the assumption that an unexplained observation with a probability of
p(g™" | z;) > 0.5 is significant, this distance may then be compared to the following
constant threshold

d"" = 210g0.5 + 2108 Finax — 2108 Prew +
210g(1 = prew) = log2n(c* | +07) (10)

We conclude that if di(r) < d,’c’”", the k-th Gaussian is a possible explanation for
the occurrence of observation z;.

The reader may have noticed that the method presented so far only allows for
selecting a set of candidate Gaussians from the mixture. We therefore propose to
proceed as follows: If we find any Gaussian explaining z,;, we will arrange a hard
assignment of z, to the candidate Gaussian k with the lowest distance dj(r;). Note
that this is equivalent to selecting the object with the highest correspondence like-
lihood p(gf |z) = 1—-p(g"" | z;). We then account for maximizing Eqn. (4) by
computing the maximum likelihood estimate for the k-th Gaussian. A sequential ap-
proach exists to finding the maximum likelihood solution for the parameters of a
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Algorithm 1: updateMixture(M;_1, r;)

Input: Mixture of Gaussians M,_; = {(ntl_1 s @tl_l>, . ,(ntK_1 s @tK—l>}
Input: Laser reading r;
Output: Updated Mixture of Gaussians M;
Mcand « 0
foreach (nt_,6% ) e M,_; do
Evaluate di(r) and &]"" according to Eqs. 9 and 10
if di(r) < dj(""" then
‘ Meana < Meana Y {(nf_l > @z{(—l )
end

end

if Mcana # @ then

<n,k,1s@];,]> — argmin di(ry)
08 YeMeand

M; = M \ (k6% )

ni‘ — nf_l +1

OF updateGaussian(@f_], )

M, — M u{(nk, 00}

else

nf“l —1

@tK+l — {M)‘I(+l — rt’o_tl(+l — O—r}

My — Mo U(nEH g5+

end
collapseMixture(M,)

Gaussian distribution that allows new observations z, to be processed one at a time.
For a detailed discussion of this approach, the interested reader may refer to [2].

In cases where no candidate Gaussian exists, we represent the observed object by
introducing a new Gaussian K + 1 into the mixture. This Gaussian is then initialized
with mean r; and variance .

We are now ready to state Alg. 1 for sequential parameter updates. It takes the
range measurement 7; associated with a new observation z; and the corresponding
cell mixture distribution M,_; as input arguments and in return outputs the updated
density M;.

Our algorithm makes use of two auxiliary functions. As the name suggests,
updateGaussian sequentially reestimates mean and variance of the best candidate
Gaussian with respect to ;. The second function of concern is collapseMixture.
It provides an abstract mechanism for joining Gaussians that share a significant
fraction of the state space. To see why this is necessary, the reader may consider
the very nature of the mixture density p(z; | @;). This density actually constitutes
a noise model of the environment with the sensor uncertainty displayed by newly
added Gaussians solely acting as a prior. In fact, the variance of each Gaussian may
often grow beyond this initial uncertainty, e.g. in order for it to represent a highly
scattered surface.

Although alternative approaches exist to collapsing Gaussian mixture models
(see e.g. [9], p. 185 fI.), we propose to use a method that widely resembles our
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sequential update algorithm. Just as for associating noisy observations with the most
likely mixture candidates, we have implemented a very similar algorithm to perform
a pair-wise identification of Gaussians obeying the distance threshold from Eq. 10.
The advantage of such an implementation is clear at hand: Instead of introducing
a new parameter into the update step, we may reuse the prior probability pye, for
the occurrence of unexplained objects. Hence, the total number K of Gaussians
contained in a cell mixture is bound by our model assumptions and does not require
artificial clamping.

3.2 Computing the Dynamics Likelihood

Above, we have demonstrated how to update the parameters of a Gaussian mixture
distribution that is capable of representing observations in statistically independent
range image cells. However, our model does not yet disambiguate between obser-
vations caused by dynamic and observations caused by static objects. Or formally
speaking, we have not yet provided an estimate for the binary state variables xt
associated with each of the Gaussians.

From the dynamics likelihood stated in Eqn. (3), we know that the conditional
density p(x* | gk, 0%) defines a state labeling strategy and that, in its most general
form, this strategy constitutes a weighting of the k-th Gaussian in the mixture dis-
tribution.

To compute the dynamics likelihood of Gaussian k, we use the method described
in [14]. It is based on the observation that the majority of range readings usually
originates from static objects. This means in turn that the objects, to which the most
observed data points correspond, are more likely to be static. As we model each hy-
pothetical occurrence of an object with a Gaussian k, and as according to Eqn. (5) the
number of observations caused by the k-th object is encoded in the mixture weight
Wy, WE can estimate p(xf | gf,@f) as follows: First, we sort all weights wy in de-
scending order. Then, we compute the number K of Gaussians that most probably
correspond to static objects as

!
K = argmin {Z Wi(k) >p}. (11
l k=1

Here, s(k) is the index of the weight wy after sorting and p € [0,1] is an
environment-dependent parameter that represents a measure for the minimum por-
tion of observations that should be accounted for by static hypotheses. The last
K — K Gaussians in the sorted mixture are consequently labeled as dynamic. Thus,
the lower the value of p, the more Gaussians are considered to be dynamic. For p =0,
only the most evident Gaussian, i.e. the one with the highest count of observations,
remains static. Using Eqn. (11), the dynamics likelihood is approximated as
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1if s(k) > K

0 otherwise. (12)

p(xt | gk of) = {

3.3 Computational Complexity

We briefly want to discuss the expected computational costs of the proposed method.
We therefore analyze the steps taken in order to update the model parameters 6,
given a new observation z; and for recalculating the state variables x;.

Reestimating the cell mixture is largely dominated by the search for the best
candidate distribution and by the pair-wise collapsing of Gaussians. As the average
number of Gaussians K contained in the cells varies with the choice of pye,y, com-
plexity strongly depends on our prior expectation about the occurrence of world
dynamicity. We may however state that the update costs are bound by a recursive
collapse of the entire mixture distribution into a single Gaussian density. And hence,
Alg. 1 runs in worst-case O(K?log K).

Estimating the states requires an additional sorting of the updated cell mixture
which takes additional effort in O(K log K).

4 Evaluation

In order to evaluate the approach proposed in this paper, we have conducted several
experiments based on both simulated and real-world data. In this section, we present
our results and some major insights originating from the analysis of these results.

First, we want to consider the influence of the parameter p,., on the quality of
our on-line mixtures estimates. We will then discuss the performance of our method
as applied to range observations from different outdoor settings.

4.1 Simulations and the Influence of p..,

To assess the theoretical soundness of our approach, we have initially generated
various sets of sample observations from a predetermined ground truth. This ground
truth was composed of Gaussian mixture distributions of which the parameters were
known. Drawing samples from such mixtures is straightforward, and these samples
may directly serve as simulated range measurements to the estimation process.

As a similarity measure between the simulated and the estimated mixture dis-
tributions, we have chosen to adapt a variational approximation to the Kullback-
Leibler divergence for Gaussian mixture models. This approximation was first pro-
posed in [4] and provides a fairly accurate, closed-form distance function.
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Fig. 1 The influence of the prior probability p,. on the size and the quality of the learned mixture
distributions. The graphs display the number of estimated Gaussians and the approximated distance
to the ground truth.

Consider two Gaussian mixtures M, and M, with weights w’cj and wf’, and den-
sities N* and Né, respectively. Then, the variational approximation of the distance
dyar(My|IMp) between M, and M, is given by

S wh ekt NGING )

dyar(MllMp) = " whlog (13)
k

_ ki asl
5wl e~ NEIND

where dgr(Nk|IN;) denotes the Kullback-Leibler divergence between normal
densities Ny and V.
The symmetric form of the approximated distance shall then be defined as

dvar(Ma”Mb) + dvar(Mb”Ma)
2

dsym(Ma”Mb) = (14)

One of the major objectives of this evaluation was to examine the influence of the
prior probability pye, on the resulting estimates. In the course of our analysis, we
have therefore repeatedly sampled 1000 data points from a ground truth consisting
of 4 Gaussians with varying mean and variance parameters. Each of those sample
sets was then used to infer a new mixture under the assumption of different values
for puew. The number of Gaussians in the resulting mixtures and the approximated
distance between the ground truth and the estimates are illustrated in Fig. 1.

A deeper investigation of the graphs in this figure reveals that it can be divided
into four major parts: The Gaussians in the estimates tend to associate easily for very
small values of py.,. Under these conditions, the number of independent state hy-
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Fig. 2 The influence of p,,,, by example. A small prior probability causes estimates to generalize
over the ground truth. But for a wide parameter range, a fairly accurate regression of the sample
distribution is achieved.

potheses is underestimated, but the model might excellently generalize over ground
truth distribution with many individual densities. An example of this behavior is
depicted in Fig. 2.

For slightly higher values of p., up to a probability of about 0.8, the number
of Gaussians then remains near constant, whereas the resulting mixture evidently
achieves a fairly accurate regression of the sample distribution. This insight is also
supported by Fig. 2 where we witness a tight fit between ground truth and estimate.

Assuming values above 0.8, p,., allows Gaussians to only associate if they are
very close with respect to our probabilistic distance. This consequently leads to
an overfitting behavior, resulting in a higher number of individual densities and
decreasing similarity.

If puew converges towards a probability of 1.0, individual Gaussians cease to
associate. The scenario culminates in a trivial situation where each sample is repre-
sented by a single Gaussian. In those cases, the distance becomes negligible, but the
mixture model completely explodes in complexity.

Our analysis on the influence of p,,,, on learning mixtures from simulated data
advocates important insights pertaining to real-world processes. In order for the
estimator to disambiguate between static and dynamic objects, it is important to
adjust p,e, according to the following criterion: If we expect very little motion
in the environment, we will choose small priors such that the model generalizes
well even for noisy readings of still surfaces. For widely dynamic environments, we
will assume higher probabilities pj,,, to allow for larger numbers of individual and
strongly discriminating hypotheses.
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Fig. 3 Estimation results from an urban scene with pedestrians moving in front of a building. The
approach robustly segments dynamic objects (red) from static background surfaces (green). The
gray boxes mark problematic edges that cannot be explained by the proposed model.

4.2 Outdoor Experiments

To evaluate its real-world performance, we have furthermore applied our method
to several data sets of outdoor scenarios with varying dynamic properties. Such
scenarios involved different background structures as well as a selection of dynamic
objects that usually move within urban settings. Amongst these objects, we found
pedestrians, cars, trams, and cyclists. We have fixed our nodding range sensor with
a typical pitch range of about 45 degrees in positions overlooking extensive areas.
The pitch frequency was usually adjusted to about 0.5 Hz. Hence, moving objects
appear slightly distorted.

Fig. 3 shows an exemplary outdoor scene and the learned environment represen-
tation. The data set used in order to produce these results is composed of continuous
scans over a time period of several minutes. For the purpose of visualization, we
have decided to obtain a pointcloud representation of the cell mixtures. We there-
fore depict the mean of a static Gaussian by a green point. Accordingly, dynamic
hypotheses are marked in red.

By qualitative visual investigation, we have found that the depicted outdoor re-
sults display a robust segmentation of static and dynamic objects. Unfortunately,
providing a labeled ground truth explaining our data sets is a difficult challenge
that limits the feasibility of a quantitative analysis. Instead, we show an application
of our approach to create a 3D grid-based Multi-level Surface (MLS) map [16] in
Fig. 4. As we can see, our approach to detect and remove dynamic objects reduces
the number of obstacles in the map, represented as non-traversable map cells.
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Fig. 4 Multi-level Surface map created from a different urban scene. The dynamic objects have
been removed using the approach presented in this paper. Green cells are classified as traversable.
The laser readings that have been classified as dynamic are overlaid to the map as red points.

The attentive observer may have noticed that some of the static regions of our
estimates contain small numbers of outliers. The regions of concern are specifically
characterized by edges lying in the measurement plane of the range sensor. For those
edges, the laser beam has an equally distributed chance of observing a foreground
or a background surface. Problematic edges hence constitute a model discontinuity
which cannot be explained by our current noise assumptions. Adressing such dis-
continuities, we therefore propose an alternative implementation of p(x; | z;, ©;) that
takes into account the spatial neighborhood between cell models [13].

5 Conclusions

We have presented a novel approach to the difficult problem of detecting dynamic
objects from range measurements. As opposed to previous work in the field, our
method takes very few assumptions about the structure of the environment. Never-
theless, our estimation algorithm is strictly governed by statistical models and the
laws of probability. The outdoor results produced within the scope of this paper ap-
pear promising and may directly serve as input to a variety of high-level approaches,
such as map building or object tracking.

Appeared in: Proc. of the 12th Intern. Symp. on Experimental Robotics (ISER), 2010 241



Articles on Unsupervised Online Learning (Chapter@

A Bayesian Approach to Learning 3D Representations of Dynamic Environments 15

6 Acknowledgements

This work was funded within the EU Projects EUROPA-FP7-231888 and BACS-
FP6-1ST-027140.

References

1. P. Biber and T. Duckett. Dynamic maps for long-term operation of mobile service robots. In
Proc. of Robotics: Science and Systems (RSS), 2005.

2. C.Bishop et al. Pattern Recognition and Machine Learning. Springer New York:, 2006. pages
94-97.

3. W. Burgard, C. Stachniss, and D. Hahnel. Mobile robot map learning from range data in
dynamic environments. Springer Tracts in Advanced Robotics, 35, 2007.

4. J. Hershey and P. Olsen. Approximating the Kullback Leibler divergence between Gaussian
mixture models. In Proc. of The International Conference on Acoustics, Speech, and Signal
Processing (ICASSP), volume 4, pages 317-320, 2007.

5. S.Hou and A. Galata. Robust estimation of Gaussian mixtures from noisy input data. In Proc.
of The IEEE Conference on Computer Vision and Pattern Recognition (CVPR), pages 1-8,
2008.

6. B.Jensen, R. Philippsen, and R. Siegwart. Motion detection and path planning in dynamic en-
vironments. In Workshop Proceedings Reasoning with Uncertainty in Robotics, International
Joint Conference on Artificial Intelligence (IJCAI), 2003.

7. R. Kaestner, S. Thrun, M. Montemerlo, and M. Whalley. A non-rigid approach to scan align-
ment and change detection using range sensor data. In Field and Service Robotics, Springer
Tracts in Advanced Robotics, volume 25/2006, pages 179-194. Springer Press, 2006.

8. D. Lee, J. Hull, and B. Erol. A Bayesian framework for Gaussian mixture background mod-
eling. In Proc. of The IEEE International Conference on Image Processing, volume 3, pages
973-976, 2003.

9. U. Lerner. Hybrid Bayesian Networks for Reasoning about Complex Systems. PhD thesis,
Stanford University, 2002.

10. M. Luber, K. Arras, C. Plagemann, and W. Burgard. Classifying dynamic objects: An unsu-
pervised learning approach. Robotics: Science and Systems IV, page 270, 2009.

11. N. Roy, W. Burgard, D. Fox, and S. Thrun. Coastal navigation: Mobile robot navigation with
uncertainty in dynamic environments. In IEEE International Conference on Robotics and
Automation, pages 35-40. Citeseer, 1999.

12. D. Schulz and W. Burgard. Probabilistic state estimation of dynamic objects with a moving
mobile robot. Robotics and Autonomous Systems, 34(2-3):107-115, 2001.

13. Y. Sheikh and M. Shah. Bayesian object detection in dynamic scenes. In Proc. of The
IEEE Computer Society Conference on Computer Vision and Pattern Recognition, volume 1,
page 74, 2005.

14. C. Stauffer and W. Grimson. Learning patterns of activity using real-time tracking. /EEE
Transactions on Pattern Analysis and Machine Intelligence, 22(8):747-757, 2000.

15. H. Surmann, A. Niichter, and J. Hertzberg. An autonomous mobile robot with a 3D laser range
finder for 3D exploration and digitalization of indoor environments. Journal of Robotics and
Autonomous Systems (JRAS), 45(3-4), 2003.

16. R. Triebel, P. Pfaff, and W. Burgard. Multi-level surface maps for outdoor terrain mapping and
loop closing. In Proc. of the IEEE/RSJ Int. Conf. on Intelligent Robots and Systems (IROS),
2006.

242 Appeared in: Proc. of the 12th Intern. Symp. on Experimental Robotics (ISER), 2010



Articles on Unsupervised Online Learning (Chapter@

Bayesian On-line Learning of Driving Behaviors

Jérome Maye*, Rudolph Triebel*, Luciano Spinello’, and Roland Siegwart*
* Autonomous Systems Lab, ETH Zurich, Switzerland
email: {jerome.maye, rudolph.triebel, roland.siegwart} @mavt.ethz.ch
T Social Robotics Lab, University of Freiburg, Germany
email: spinello@informatik.uni-freiburg.de

Abstract— This paper presents a novel self-supervised on-
line learning method to discover driving behaviors from data
acquired with an inertial measurement unit (IMU) and a cam-
era. Both sensors where mounted in a car that was driven by
a human through a typical city environment with intersections,
pedestrian crossings and traffic lights. The presented system
extracts motion segments from the IMU data and relates
them to visual cues obtained from camera data. It employs
a Bayesian on-line estimation method to discover the motion
segments based on change-point detection and uses a Dirichlet
Compound Multinomial (DCM) model to represent the visual
features extracted from the camera images. By incorporating
these visual cues into the on-line estimation process, labels are
computed that are equal for similar motion segments. As a
result, typical traffic situations such as braking maneuvers in
front of a red light can be identified automatically. Furthermore,
appropriate actions in form of observed motion changes are
associated to the discovered traffic situations. The approach is
evaluated on a real data set acquired in the center of Zurich.

1. INTRODUCTION

The development of intelligent driver assistant systems has
become a very active research field in the last years. The
large spectrum of potential applications for such systems
ranges from automatic warning systems that detect obstacles
and dynamic objects over automated parking systems to fully
autonomous cars that are able to navigate in busy city envi-
ronments. One aspect that is of major importance in all these
systems is the perception part of the vehicle, i.e., the data
acquisition and semantic interpretation of the environment.
The major challenges here include the required accuracy of
the detection system, the time constraints given by the speed
of the vehicle and its implied temporal restrictions on the
decision process, as well as the large variability in which
potential objects and the environment itself may appear.
Especially this latter point poses a significant challenge on
the perception task, because standard learning techniques that
most often rely on supervised off-line classification algo-
rithms tend to give poor results when the test environment
largely differs from the acquired training data. Furthermore,
such systems are not capable of adapting to new, unseen
situations, which reduces their applicability for long-term use
cases.

In this paper, we present a self-supervised on-line learning
algorithm that recognizes driving behaviors and predicts
appropriate actions accordingly. A driving behavior in our
context is defined as a short sequence of actuation commands
to the vehicle that typically occur in certain traffic situations.

Fig. 1. Example of a traffic light scenario (label 10) detected by our
algorithm. The suggested action is a braking maneuver.

An example is the braking maneuver in front of a red traffic
light. In our system, the driving behaviors are observed using
an inertial measurement unit (IMU) and a camera while a
human is driving the vehicle. Using our approach, the system
is able to detect and classify new traffic scenarios and predict
appropriate actions based on the driving behaviors learned in
earlier stages of the data acquisition process. The principle
idea is to first segment the data stream from the IMU into
consistent sequences using change-point detection, and then
relate these motion sequences to visual features observed in
the camera data during the corresponding motion. To find
the change-points in the motion data, we use an efficient
Bayesian approach based on a Rao-Blackwellized particle
filter. The visual features are represented in a bag-of-words
approach using a Dirichlet Compound Multinomial (DCM)
model. The detected motion segments are grouped on-line
and without human intervention, according to their simi-
larities in their corresponding visual features. This enables
the system to predict new motion commands according to
the traffic situation it detects from new camera data. Thus,
it predicts a braking maneuver when it encounters enough
evidence for a red light in the camera data. Fig. 1 shows a
typical output of our algorithm.

The paper is structured as follows. Section II summarizes
the previous works related to ours. Section III introduces
our Bayesian framework. Section IV describes our motion
segmentation method. Section V shows how we model a
traffic situation. Section VI demonstrates our action model.
Section VII presents experimental results. Section VIII out-
lines our conclusions and provides some insights for future
work.
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II. ReLATED WORK

Existing driving behavior models in psychology are largely
subjective and based on self-report scales [1]. They are
difficult to quantify, because they include many psycho-
logical aspects like motivation, or risk assessment. Many
works in the intelligent vehicle literature [2], [3], [4], [5]
focus on modeling the driver behavior via their steering
behavior or road tracking information or desired driver’s path
as source of behavior’s information. Other works recognize
driver’s intentions via Bayesian reasoning on a complex
input including the driver’s current control actions and the
traffic environment surrounding them [6], [7]. In a previous
work [8], we were able to infer an action from a direc-
tion sign in an indoor environment with a semi-supervised
approach using vision and prerecorded robot actions. We
extend this idea to outdoor, remove any supervision, and
predict vehicle actions in an on-line fashion. Meyer et
al. [9] predicted traffic situations using Hidden Markov
Models (HMM). They however restricted their situations
space by modeling states with respect to surrounding vehicles
(distance, speed, bearing) and manually segmented image
sequences for initial estimates. In this paper, we exclude any
manual intervention in the process and use a more complete
set of variables for predicting states. Other works [10],
[11] make use of supervised off-line classification methods
for learning the relation between driving actions and visual
features. The actions are manually annotated and discretized
in the training phase. To our knowledge, there has been few
research works that combine traffic scenario recognition and
action prediction in an on-line and unsupervised fashion.

III. PrOBLEM FORMULATION

Given a vehicle equipped with an Inertial Measurement
Unit (IMU) and a monocular camera, we seek to learn the
relation between motion and visual data in an on-line and un-
supervised manner. We shall follow an entirely probabilistic
approach and formulate the problem as the estimation of the
joint filtering distribution

p(ri b, a0 | 214, C1), (1)

where r, represents the motion segment length at time ¢,
[, the image label at time ¢, a, the predicted action at time ¢,
z1; the IMU measurements up to time ¢, and ¢;., the camera
measurements up to time 7.

Assuming r, is conditionally independent of ¢;., given z;.,,
I, of z;., given ¢y, and a, of ¢, given z;.,,, we can decompose
(1) into

Pl a | 21y, ¢10) = p(ry | 2e.)p( | 1 €1.)p@; | 71, L, 200).

2)

p(r; | z1,) corresponds to the motion segmentation of

Section IV, p(l; | r,c¢y,) to the traffic situation modeling

of Section V, and p(a; | r,1;,21,) to the action prediction
model of Section VI.

IV. BAYESIAN ON-LINE SEGMENTATION OF MOTION DATA

Our motion segmentation algorithm is based on change-
point detection. A change-point is an abrupt variation in
the generative parameters of sequential data. An efficient
Bayesian on-line method for detecting change-points has
been independently proposed by Adams and MacKay [12]
and by Fearnhead and Liu [13]. In the following, we first
present this method in general and then show how we apply
it to the problem of segmenting motion data.

A. Change-Point Detection

Suppose we are given a time-dependent sequence of
observations z,7,,...,Zr, where the z, can be scalars or
vectors. Our goal is to find segments sj,s2,..., sy Wwith
Sy = [2Zp,,....2Z,], Where e, > b, and b, = ¢,_; + 1 for n =
1,...,N. We assume that all data points zy,, ...,z of a seg-
ment s, are independently and identically distributed (i.i.d.)
according to a parameterized statistical model p(z | i7,). The
parameter vectors 7;, .. .1y are also assumed to be i.i.d. The
computation of the segments is done on-line, i.e., at each time
step ¢ a decision is made whether z, is added to the current
segment s, = [Z,,,...,%-1] or a new segment is started. As
shown above, we denote the length of the current segment
as r;. Thus, after deciding on z,, we have either r, = r,_; + 1
or r, = 0 in case we start a new segment.

To determine whether time step ¢ is a change-point, we
analyze the posterior distribution of the segment length
conditioned on the data observed so far, i.e. p(; | Z;.;). Using
the product rule, this filtering distribution can be written as

p(re | z1) o p(ry, 21y). 3)

The joint distribution in (3) can be further expressed as

p(ri,21,) :Z P(res o1, 214)
T-1
:Z P2y | 1121, 21 P(Fie15 2124-1)
T-1
=" PO | 1o )p(@ | 7t 2 )P 21 1)-(4)
Tt-1

The right-hand side of (4) consists of three terms: the
transition probability p(r, | r,—1) of the Markov chain formed
by ry,r,..., 1, the predictive distribution p(z, | ri—1,Z1:4-1),
and the posterior p(r,_,Zj;—1) from the previous time step.
We have exploited Markov assumption for the simplifications
in (4).

As there are only two possible successor states for ry,
namely r,_; + 1 or 0, we can model the transition probability
using statistical survival analysis, i.e., the segment length can
either “survive” or “die”. To do this, we define a survival
function S (t) as the probability that the current segment is
still alive after time step ¢. The complement of S is usually
named the lifetime distribution function F(t) = 1-S(¢) and its
temporal derivative f(¢) is denoted the event rate. Finally, the
hazard function h(t) is defined as the event rate conditioned
on the survival of the segment at time ¢, i.e.
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Intuitively, h(?) represents the probability that the segment

dies exactly at the current time instant 7. We can use A(f) to
model the transition probability as

(6))

h(r- + 1) if r,=0
prlr-) =1 1=h(r +1) ifri=r+1 ©)
0 otherwise.

A common approach is to model S(f) as an exponential
function S(7) = exp(—Ar) with some given rate parameter A.
Then, the hazard function turns into

Aexp(=Ar)

h(t) = exp(—At) B

)

Thus, the hazard rate is constant and the process is
“memoryless”.

For the computation of the predictive distribution, we
can make it dependent only on the last data point z,_;
since we are doing a sequential update of the parameters.
Thus, it can be expressed as p(z; | r1,Z-1). We finally
introduce the model parameters 57" that are learned on the
current segment and compute the predictive distribution by
marginalizing them out, i.e.

p(z, | V1,241, lﬁr"l) =
[ et opor s . @)
7l

Here, we have added the prior hyperparameters ¢! for
completeness. The integral in (8) can be solved analytically
if we model the prior of the parameter vector 5" as a
conjugate to the probability density function p(z, | 7'*').
Otherwise, this leads to expensive numerical computations.
When the terms inside the integral are conjugate models, the
marginal distribution is usually a function of the hyperparam-
eters ¥'-' which can be updated iteratively as data arrives.

B. Complexity and Approximate Inference

In order to exactly infer the positions of all change-points
until time ¢, we need to compute and store p(r, | z;.,) for ¢
and all previous time steps. We can then get the Maximum
A Posteriori (MAP) estimate of the sequence of segment
lengths using the on-line Viterbi algorithm of [13].

Regarding complexity, if we have processed n data points,
the storage of the full posterior distribution has a memory
cost of O(n?) and O(n) computational cost. This might be
prohibitive for huge datasets. For this reason, the distribution
has to be approximated. A simple way sketched in [12]
is to discard values where the distribution is significantly
low, i.e., lower than a given threshold. However, as we
want to accurately estimate our distribution and control the
computational costs, we use a particle filter. The state-space
of r; being discrete and the number of successor states being
small, we can evaluate all the possible descendants of r,.

Indeed, if r; takes k possible values, r; will take k + 1
possible values. At each time step ¢, we approximate the
posterior distribution with a set {rf’), W”"(D}f‘;’ , of M particles
weighted by {vv}")}[.=1 with

w o pz, | 1P\, 2y, @ O). ©)

In order to limit the number of particles at each time step,
we use the Stratified Optimal Re-sampling (SOR) presented
in [13], whenever M gets bigger than our particles number
limit P.

Using this method reduces the memory costs to O(n) and
the computational costs to O(1), i.e. constant run-time. We
also notice that this particle filter is Rao-Blackwellized [14]
and has thus a lower variance since the sampling space of
the state is reduced to r, and the rest is marginalized out.

C. Application to Motion Data Segmentation

In our particular case, data comes from an IMU and we
consider accelerations in the x,y axes and the yaw rate, with
x pointing forward, y on the left, and z upward. We can
safely assume that an IMU measurement z, arises from a
multivariate normal distribution with mean g, and covariance
matrix X, for segment s,. The parameter vector for segment
ry is thus 5 = {g/",X"}. In order to solve the integral in
(8) analytically, we model the parameter prior as a normal-
Wishart distribution which is conjugate to the multivariate
Gaussian. This distribution has four hyperparameters ¢'* =
{«", "', v, A"} that can be updated iteratively as a new data
point z, arrives with:

K" = K+l
. _ Krr—l p"r—l + 12z
P K=t + 1
Vo= Y+
I
Kt 1
N = N @@ - )T (10)

In case we start a new segment and r, = 0, the hyperpa-
rameters are fixed to some prior values ¥, = {«o, Py, Vo, Ao}

From (10), we can express the parameters of the resulting
multivariate normal distribution in (8) as

r,

'
X"

7

o
(A" K™

an

Finally, for the computation of the predictive distribution
in (8), we approximate the multivariate normal distribution
with a Student’s #-distribution which is known to be more
robust to outliers in case of few data points. This distribution
converges to the Gaussian when its degrees of freedom go
to infinity. We use the number of processed points as the
degrees of freedom for the distribution, so as to have a bigger
variance at the beginning.
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V. LABELING OF TRAFFIC SITUATIONS

Our aim is to find a label for each segmented motion
pattern. This label represents a traffic situation, e.g., a stop
or turn condition. Moreover, we are interested in associating
two different motion segments to the same label whenever
they depict the same traffic situation. In the following, we
show how we can integrate this labeling into the on-line
framework of Section IV.

A. Traffic Situation Model

As shown above, we denote the label of a segment 7, as
l;. This label can take values in {1,2,..., N} corresponding
to N parametric models M, M,,...,My. Each of the M;
is a generative model p(¢, | ;) for a particular traffic
situation with parameter vector 7;. At time f, we estimate
the distribution over the known models conditioned on the
data seen so far and the segment we are in with Bayes law
as

ple; | b, ris i) p(s | 1y €12-1)
pe; | i, rise)pl | 1, €1m1)-

pli | i €1y)

12)

For the prior part in (12), we use the posterior of the
previous time step, that is p(l, | r,ci4-1) = p(l-; |
r—-1,€14-1). If we are in a new segment with r, = 0, we set
the prior to a uniform distribution over the known models,
ie, plly =1 : N | r,ep) = ﬁ The likelihood part in
(12) is computed with the model probability density function
p(c; | ;;) in the same fashion as in (8), i.e., using a conjugate
prior with hyperparameters §; as will be detailed below.
Furthermore, we have only kept the dependency on the last
data point ¢,_; since we update the parameters iteratively.

As we want to be able to discover new traffic situations on-
line, we have to state if the current data ¢, is unlikely to come
from any of the N known models so far. We use Bayesian
hypothesis testing and compute the Bayes factor [15] for all
the models M; against an alternative model:

B= ples |l =1, '/’,) , (13)
ple; | Lr o, YY)

where ¢! are the hyperparameters learned over the
current segment ry_;.

The value B in (13) indicates our confidence in the model
M; and we compare it to a threshold & for the decision.
In case all models are rejected, we create a new instance
My, with hyperparameter vector y¥'', set p(l;, = N + 1 |
T1,€1y) = Prews and p(lt =1:N|r,er)=( _pnew)/N- We
finally update the hyperparameters ; of model M;, such that
i =arg max;_;.y p: = j| i, er,), with ¢;.

From an implementation point of view, we attach the dis-
tribution (12), the hyperparameters ¢'*-!, and the incremental
set of known models M; to each particle. Thus, our system
is able to learn new traffic situations on-line and refine its
knowledge over previously visited scenes.

B. Measurements Representation

We represent images using the widely adopted bag-of-
words model [16]. In the document modeling formulation,
text documents are represented as histograms of word counts
from a given dictionary. This model can be easily applied to
computer vision tasks, words being replaced by features and
text documents by images.

We use Scale-Invariant Feature Transform (SIFT) [17]
descriptors computed at Difference of Gaussians (DoG)
keypoints. SIFT descriptors have been shown to be highly
discriminative for object recognition. Although some authors
claim that they obtain significantly better results with dense
grid representations [18], DoG interest points are more
suitable for our purpose. Indeed, we are not interested in
capturing uniform regions such as sky, but rather focused
on objects. N images are randomly selected from the entire
dataset to build a codebook or dictionary of features using K-
means clustering. Each feature of an image is then assigned
to the nearest codeword of the dictionary and we can
therefore build a convenient histogram representation.

The link between bag-of-features models in computer
vision and bag-of-words models in text document modeling
is intuitive. We can therefore use the generative model of [19]
to represent an image in a probabilistic manner as was
already proposed in [20]. Image histograms are modeled
with a Dirichlet Compound Multinomial (DCM), also known
as multivariate Polya distribution. The DCM combines a
multinomial model and a Dirichlet prior, and provides an
analytical solution to the marginalization of the multinomial
parameters [21]. The multinomial distribution p(c, | 6) has
parameters 6 = [0),0,,...,0k], corresponding to 1 above.
The Dirichlet prior p(@ | @) has hyperparameters o =
[ay, @z, ...,ak], corresponding to ¢ above. The likelihood
part of (12) can now be formulated as

ple | e, a™') =

f pc: | 0" Hp@ " | I, 1y, ¢m1, @")dO™!
@'t-1

K T+ o))

r‘(a,]';:—l

nl o T@™)
[Ty ! T+ @) 4]

) 14

where I'(.) is the Gamma function, n; = ¢, (k), n = Zle N,
a"!l = Z,ﬁl @}, and we have added the hyperparameters
@' in the conditional.

For the iterative update of the hyperparameters @', we can
use the simple rule

" =a" +c,. (15)

In case we start a new segment and r, = 0, the hyperpa-
rameters are fixed to some prior values ¥, = {@o}.

VI. ActioN MoDEL

We want to estimate the posterior probability distribution
over actions conditioned on the current traffic situation and
segment. To this end, we closely follow the strategy of
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Section V. To each of the traffic situation model M; is
associated an action model A;, which we fit with a Gaussian
Mixture Model (GMM). For the same traffic situation M;, we
are able to model several possible behaviors corresponding
to the different Gaussian components. For instance, when we
reach a traffic light, we might brake when the light is red
and continue when it is green. Moreover, a driver does not
always brake or accelerate exactly the same manner every
time. Finally, our system can adapt to new drivers. We can
thus formulate the following model that we estimate and
update at each time step:

@y | 1yl 21 %) = 3 pO)P(@; | X071, b 21 ), (16)
X

where x, is a K-dimensional vector with a single one
at the position k encoding for the k-th Gaussian and zeros
elsewhere, p(x,) is the prior for selecting a particular Gaus-
sian component X, and p(a, | X;, ry, I, Z1.;, Y™) is a Gaussian
distribution with hyperparameters ™. In a similar fashion
as in Section IV, we have marginalized out the parameters
of the Gaussian and are thus able to iteratively update the
hyperparameters. The prior distribution p(x;) is defined as

pOX,(i) = 1) oc an

where 7l is the sum of the points assigned to Gaussian
component 1.

Upon reception of a new data point z,, we compute the
Bayes factor for all the Gaussian components X,_; of the
model /, and compare it to &. If all the components are
rejected, a new Gaussian is created with hyperparameters
¥,. We update the hyperparameters of the most likely Gaus-
sian component with the rule from (10) and increment the
corresponding 7.

From an implementation point of view, the distribu-
tion (16) and the learned GMM A; are attached to the particle
filter of Section IV.

VII. EXPERIMENTS

In order to evaluate the approach proposed in this paper,
we have collected a dataset with a car in an urban setting. Our
car is equipped with a Sony XCD-SX910 camera recording
1280x960 images at 3.75 frames per second and an XSens
MTi IMU running at 100 Hz with x pointing forward, y to
the right, and z upward. The sequence contains 8218 images
and lasts around 40 minutes. We have encountered different
scenes comprising of traffic lights, crosswalks, or changes of
speed limit. We have driven in a loop so as to come several
times in the same situation and thus have an estimation of
the quality of our solution.

A. Simulation

Since it is easier to have a ground truth on simulated
data and hence validate our approach, we first display an
experiment of the whole algorithm on synthetic data. For
visualization purposes, we have simulated IMU data with an

IMU x [m/s?]

sl

time [5]

Fig. 2. Simulation results of the algorithm. From top to bottom, the plots
display the simulated IMU data z;, the inferred segment lengths r;, the
inferred labels /; (blue circle) with ground truth (red square), and the MAP
estimate for the action a,.

univariate normal distribution and have introduced change-
points every 50 data points. We have randomly generated 3
different @; with K = 256 coding for the traffic situations.
Although the algorithm starts with no prior knowledge, we
could also start with previously learned models M; and A;.

Fig. 2 depicts the output of the simulation and demon-
strates the pertinence of our method. We display the MAP
solution for (16) on the bottom plot and thus the prediction
reflects the Gaussian with the maximum number of data
points. At time step 100, a new Gaussian with mean 10 is
created for label 2. It becomes the MAP only at time step 300
after accumulating enough evidence. Even though the label
numbers [, differ from the ground truth, they are actually
correctly estimated since the induced partition is equivalent.

B. Motion Segmentation

We have estimated the quality of our motion segmentation
algorithm from Section IV on real-world data and performed
inference on the final posterior distribution (4) to get the
optimal sequence of segment lengths which represents our
motion segments. We set the hazard rate to 4 = 1/10, the
number of particles to P = 100, and the prior hyperparame-
ters of the normal-Wishart to ko = 1,05 = 0,v9 = 3,Ap = L.
We only considered IMU data at 10 Hz.

Fig. 3 shows the extracted motion segments along with
the corresponding IMU data. Our algorithm identified 165
segments which are validated by visual inspection of the
IMU data. Furthermore, the segmentation has been compared
to a manual annotation of our image sequence and exhibited
an accuracy of approximatively 92%. For the labeling of the
change-points, we have watched the video and noted down
where we would expect a change of driving behavior. The
parameter A controls the false positives/negatives rates.

C. Traffic Situation Labeling and Recognition

We have evaluated the technique presented in Section V
and performed inference on (12) to obtain the most likely
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Fig. 3. Optimal motion segmentation from IMU data. The three top plots
are the IMU raw values over time. The bottom plot depicts the motion
segments discovered by our algorithm.

label for a scene. In a first phase, we have collected a subset
of images from traffic lights, yield signs, and pedestrian
crossings. Models M; were learned on these images using
(15) and frozen during the evaluation. In a second phase,
we have started the algorithm with no prior models. The
dictionary was created from a set of N = 400 randomly
picked images and the SIFT features quantized into K = 256
visual words. The prior hyperparameters of the Dirichlet
distribution were set to ag = 1.

In the supervised case, we have manually annotated the
image sequence and compared the resulting labeling to the
ground truth. We obtained an accuracy of 93% for traffic
light scenes, 99% for yield scenes, and 91% for pedestrian
crossings scenes. We except these results to drop slightly
in a previously unseen environment. In the unsupervised
case, & acts as a concentration parameter, i.e., it controls
the tendency to create new classes. The final labeling is
challenging to evaluate. Two traffic lights scenes might for
instance get different labels without interfering into the final
action prediction. With ¢ = 200, our algorithm discovered
15 different traffic situations and was able to re-associate
correctly to the same labels in the different runs of our
driving loop.

D. Action Prediction

The strategy presented in Section VI is relatively straight-
forward to evaluate, since predictions can be compared to
incoming IMU data. We set the threshold for creating a
new Gaussian to € = 5 and inferred on (16). Our algorithm
performed accurately in predicting the driving actions.

VIII. CoNcLUSION

In this paper, we have presented a novel approach for
on-line learning of driving behaviors in an unsupervised
fashion. To this end, we have developed an entire Bayesian
framework that is able to learn and adapt to new traffic situ-
ations and drivers. Visual traffic situations models have been
modeled probabilistically from image streams and associated

to motion segments from IMU data. Potential actions related
to a particular traffic scene are jointly learned, providing
predictions in unseen environments. Our system is suitable
for lifelong learning since it is able to continuously update
its models. We quantified the usefulness and the performance
of this approach on a challenging urban dataset.

In a further work, we aim at improving our image rep-
resentation with a more sophisticated model in order to
determine which object in the scene induces an action.
Action modeling at a higher level could be represented with
a Hidden Markov Model (HMM).
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Abstract

In this paper, we address the problem of continually
parsing a stream of 3D point cloud data acquired from a
laser sensor mounted on a road vehicle. We leverage an
online star clustering algorithm coupled with an incre-
mental belief update in an evolving undirected graph-
ical model. The fusion of these techniques allows the
robot to parse streamed data and to continually improve
its understanding of the world. The core competency
produced is an ability to infer object classes from simi-
larities based on appearance and shape features, and to
concurrently combine that with a spatial smoothing al-
gorithm incorporating geometric consistency. This for-
mulation of feature-space star clustering modulating the
potentials of a spatial graphical model is entirely novel.
In our method, the two sources of information: feature
similarity and geometrical consistency are fed continu-
ally into the system, improving the belief over the class
distributions as new data arrives. The algorithm obviates
the need for hand-labeled training data and makes no a-
priori assumptions on the number or characteristics of
object categories. Rather, they are learnt incrementally
over time from streamed input data. In experiments per-
formed on real 3D laser data from an outdoor scene, we
show that our approach is capable of obtaining an ever-
improving unsupervised scene categorization.

Introduction

Obtaining semantic knowledge about the environment from
a stream of data is a key component in any mobile robotic
system. Despite the availability of many useful and efficient
methods aiming to solve the robot perception task, at least
two main challenges still remain: to relieve the requirement
of vast amounts of human-labeled training data and to build
a system that performs the learning task in an ever ongoing
way instead of once before system deployment. The latter
is often referred to as life-long learning, and the former is
known as unsupervised learning. In this paper, we present a
solution to both problems by means of an algorithm that con-
tinuously interprets a stream of 3D point cloud data acquired
from a laser sensor that is mounted on a mobile robot plat-
form. The two major components of our system are an on-
line clustering algorithm and a spatial smoothing algorithm

Copyright © 2012, Association for the Advancement of Artificial
Intelligence (www.aaai.org). All rights reserved.

Figure 1: Example result of our scene parsing algorithm.
Colours represent object categories discovered by the algo-
rithm in a 3D laser scan scene of a car park with a building,
trees, a hedge in the front, and ground plane. The algorithm
started with a comparably poor categorization using a sin-
gle point cloud and improved its performance incrementally
(result after 17 point clouds is shown).

based on an ever growing undirected graphical model: while
the former groups observed parts of the environment accord-
ing to their similarity and refines that grouping as new data is
observed, the latter enforces geometric consistency by prob-
abilistically reasoning on cluster memberships of parts that
are physically close to each other. Both algorithms are on-
line in the sense that their internal representations grow and
their results are refined with every new data input obtained
from the sensors, and these representations are not rebuilt at
every time step. Although this is substantially different from
the claim that the system runs in real-time — which we ex-
plicitly do not make here, the concept of an unsupervised
online learning perception algorithm is a novel contribution
in the field of life-long learning for robot perception. In our
experiments we show that the core computation can be done
with comparably few update operations while still obtaining
good performance in terms of semantic interpretation of the
observed environment.
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(a) Mesh segmentation

(b) Online clustering

(c) Scene graph construction

(d) Scene graph inference

Figure 2: Processing pipeline key steps. (a) Result after segmenting the triangle mesh. Each color represents a different segment.
(b) Result after online clustering in feature space. Each color represents a different feature cluster. (c) Construction of the scene
graph. Nodes are centers of oriented bounding boxes (OBBs) around each segment. Edges connect segments with overlapping
OBBs. (d) Result after inference in the scene graph. The class label distribution is smoother compared to (b), as can be seen,

e.g., in the upper left corner of the building.

Related work

Some approaches for unsupervised object discovery have
been presented earlier [Endres, Plagemann, and Stachniss,
2009; Ruhnke et al., 2009; Bagon et al., 2010]. However,
these techniques either assume a pre-segmentation of the
objects, one object class per image, or a known number of
objects and their classes. In contrast, Spinello et al. [2010]
proposed an unsupervised discovery algorithm that does not
require such assumptions, but instead utilizes the regularity
of patterns in which the objects appear. However, in general
regular patterns such as the locations of windows on a facade
are not available, which is why this technique is not appro-
priate in our case. Cho, Shin, and Lee [2010] developed a
method to detect and segment similar objects from a sin-
gle image by growing and merging feature matches. Triebel,
Shin, and Siegwart [2010] presented a method to discover
objects in indoor scenes without hand-labeled training data.
Similar to that approach, we also use clustering and prob-
abilistic reasoning, but our approach is conceptually an on-
line learner, where both the clustering and the reasoning part
are performed using incremental update steps rather than
batch processing at every point in time. Furthermore, Maye
et al. [2011] use online unsupervised change-detection and
Bayes filtering to discover driving behaviours from streamed
IMU and camera data.

Algorithm Overview

Given a sequence of 3D range scans, our task is to auto-
matically label the scenes without prior training and with
a model representation that is refined and improved during
operation. We note that in our unsupervised learning frame-
work, instances of classes cannot be detected, because no
class model is given explicitly. The existence and type of
an instance must be discovered or inferred by accumulat-
ing evidence via appearance similarity and spatial coherence
patterns from data. Therefore, we propose a framework that
combines online feature-space clustering with an incremen-
tal version of a spatial smoothing algorithm to obtain and
improve geometric consistency as new data is observed. At
each time step, when a new 3D range scan is available, our
system repeats the following major three stages (see also
Fig. 2) which are then described in detail in the next section.

o First, the obtained point cloud is converted into a tri-
angle mesh, and a low-level segmentation is applied to
the mesh. The resulting segments contain more infor-
mation than single scan points or triangles.

e Next, each segment is described by a set of features
such as shape and orientation, and the feature vectors
are fed into an online clustering algorithm which ac-
cumulates information about the segments’ similarities
over time by refining and extending the current cluster-
ing based on the new observations.

e An undirected graphical model named the scene graph
is refined and extended with the new observations. The
scene graph poses geometrical constraints on the dis-
covered class labels and reduces inconsistencies caused
by different labelings for overlapping segments.

Online Preprocessing Steps

The processing pipeline begins by creating a triangular mesh
for the incoming 3D point cloud according to the scan mani-
fold order, followed by a segmentation using a variant of the
algorithm of Felzenszwalb and Huttenlocher [2004], where
the dot product of the normal vectors corresponding to two
adjacent triangles is used as a dissimilarity measure. This
results in segments with a consistent distribution of normal
vectors, representing for example consistently flat or round-
shaped surface patches. Then, for each resulting mesh seg-
ment, a number of feature vectors based on samples on the
surface is computed and then stacked together into one long
feature vector. In particular, we compute spin images [John-
son, 1997] per segment and use the mean spin image as
one feature vector. Furthermore, we compute three kinds of
shape distributions [Osada et al., 2002], i.e. histograms over
unary or binary functions applied to the samples on the mesh
surface. For the first kind, we use the Euclidean distance be-
tween the two samples, for the second we use the dot product
of the corresponding normal vectors, and for the last we use
the unary function of the elevation angle of the normal vec-
tor. Finally, we compute shape factors [Westin et al., 1997]
for each mesh segment, i.e. the fractions 2, :—i, and i—i of the
three eigenvalues e, €3, e3 of the scatter matrix computed for
the segment. As mentioned, all feature vectors use samples
on the surface of the mesh segment. To obtain invariance

250 Appeared in: Proc. of the Conf. on Artificial Intelligence (AAAI), 2012



Articles on Unsupervised Online Learning (Chapter@

to the sensor’s variable sample density, we re-sample points
uniformly on the mesh surface and use them for the feature
extraction.

In addition to the feature vectors, we compute an Ori-
ented Bounding Box (OBB) B; around each mesh segment.
The three main axes of B; are determined by the eigen vec-
tors of the segment’s scatter matrix, and the dimensions of
the box are chosen such that the segment fits tightly into it.
The OBBs will be used later to find mesh segments that are
close to each other. We do this by defining a distance mea-
sure based on the amount of overlap between the two cor-
responding OBBs. An efficient way to compute this overlap
is to draw uniform samples in one OBB and determine the
fraction of samples that are contained in the other OBB.

Star Clustering and Online Organization

We use the star clustering algorithm [Aslam, Pelekhov, and
Rus, 2004] to cluster segments obtained from the low-level
segmentation based on the shape and appearance features.
This algorithm organizes a data corpus into star-shaped clus-
ters based on a given similarity metric. Using the cosine dis-
tance metric between feature vectors, the star clustering al-
gorithm guarantees a minimum similarity between any pair
of points associated with a cluster. Unlike the k-means al-
gorithm and many other clustering methods, the star cluster-
ing algorithm does not require the number & of final clus-
ters as an input. Instead, it discovers this number depending
on the desired minimum similarity between the elements in
the cluster. The star clustering algorithm is computationally
very efficient and can be run online. The ability to cluster
incrementally makes it especially suitable for our problem
setting, where data collection is incremental in nature. This
allows the feature space clustering to improve continually as
more information about new or existing object categories is
encountered by an exploring robot.

Formally, the data corpus is represented as a similarity
graph, G = (V, &, w) where the vertices V correspond to
feature vectors f from laser segments, and weights w as-
signed to the edges & represent feature similarity. Normal-

£,

ity between features f; and f;. The similarity graph G can
be studied at various pair-wise similarity thresholds o. The
thresholded graph G, is obtained from G by removing edges
with pairwise similarity less than o, Fig. 3(a). A star-shaped
subgraph on m + 1 vertices consists of a star center and m
satellite vertices, where edges exist between the star center
and each of the satellite vertices, Fig. 3(b).

The clustering algorithm covers the thresholded graph G-
with a minimal cover of maximal star-shaped subgraphs,
Fig. 3(c). The number of clusters is naturally induced by the
dense cover. The expected size of the star cover on n ver-
tices is O(log(n)). In the star cover obtained, each vertex is
adjacent to at least one center of equal or larger degree and
no two centers can be adjacent, Fig. 3(c). Satellite segments
similar to multiple categories can be associated with multi-
ple star clusters. Each node maps to a vector space with a
cosine similarity metric. By examining the geometry of the
star-subgraphs in the implied vector space, Fig. 3(b) the ex-

ized cosine distance d(f;, f;) = measures the similar-

pected similarity between satellite vertices can be obtained
as Eq. (1). Here, the center-satellite similarities for any two
satellites in the star are represented by cosa; and cosa;
and cosy represents the expected satellite-satellite similar-
ity. The expected pairwise similarities are high and implying
dense accurate clustering in feature space.

COsy > cosa|cosay + 1sinalsinaz (1)

The algorithm is asymptotically linear in the size of
the input graph and can be obtained incrementally by re-
arranging star centers in the presence of new data points and
maintaining the correct star cover, Fig. 4. The number of
re-arrangement operations required is usually small, which
we verified experimentally. Further, we used an optimized
version of the algorithm that saves operations by predicting
the future status of a satellite vertex or other star-satellite
changes induced by the inserted vertex.

The clustering thus obtained represents initial evidence
for object categories based on feature space similarity. Fur-
ther, since the clusters evolve incrementally with each new
input scan, the object categorization improves continually
and incrementally with acquired data. Note that categoriza-
tion obtained till this stage is based on shape and appearance
similarity only. Next, we describe a probabilistic graphical
model that incorporates the geometric context information
and refines online the object categories obtained through
feature space star clustering.

Graph-based Smoothing

As we will show in the experiments, the online star cluster-
ing method presented in the previous section yields a mesh
segmentation that is fairly good in comparison with a human
labelling. However, as it is based on features only, it fails
where objects can have different appearances, for example
due to occlusions. Therefore, we additionally leverage infor-
mation obtained from geometric constraints by constructing
a simplified Conditional Random Field (CRF), where each
node corresponds to a mesh segment and each edge con-
nects segments that are sufficiently close to each other in a
geometric sense. The reasoning behind this is that segments
that are physically close to each other are more likely to have
the same label. Mathematically, for the given set of feature

vectors f = f,...,fy we aim to find a set of segment labels
1=1,...,Iy that maximise the conditional probability:
1
i) =z [ Jettoty [ vttitity. @
% (i,je€)

where Z(f) is the partition function, and the node and edge
potentials are defined as:

logo(ti, liiw,) = wy- fulfi D) (3)
logy(fi, £, 01i, i, we) = we- fofi,£,1;,1)). “4)

Here, w, and w, are the node and edge weights. The CRF
we use is simplified in that the edge feature function does
not depend on the node labels and both feature functions are
scalars between 0 and 1. As node feature function f, we use:
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Star subgraph

Vector space

(a) Thresholded similarity graph

(b) Star-shaped subgraph

(c) Graph organized into clusters.

Figure 3: Star Clustering. (a) Similarity graph G, where each feature vector f; is a node and edges indicate similarities exceeding
threshold o-. (b) Star-shaped subgraph with center C (red) and five satellite vertices (blue). Each node maps to a vector space
with a cosine similarity metric. (c) The graph organized into clusters via a minimal covering with maximal star sub-graphs.

(a) Vertex insertion

(b) Re-arranged star clusters

Figure 4: (a) A new data point may introduce additional links in the similarity graph (green) affecting adjacency and hence
the validity of the current minimal star cover. (b) Inconsistent stars are re-arranged (green circles). The number of broken stars
largely determine the running time. On real graphs, the avg. number of stars broken is usually small (experimentally verified)

yielding an efficient incremental approach.

1 iff, =,
d(te;) .
Sl 1) = TZ“W iff; & ¢, 5)
else,

where ¢; denotes the cluster center of cluster k£ in G and &
represents a connection by an edge in G. The advantage of
this node feature function is that in most cases, namely when
f; is only connected to one cluster center, a change of cluster
membership only affects one node potential. This is impor-
tant for an efficient online belief update. The simplified edge
feature function is defined as f.(f;,f;) = d,(B;, Bj), where d,
is an estimate of the overlap between the bounding boxes B;
and B; around the mesh segments corresponding to f; and f;.
Usually, the node and edge weights w, and w, are ob-
tained by maximising Eq.(2) for a given training data set
with ground-truth labels 1* for each feature vector f;. How-
ever, our approach is totally unsupervised, thus a hand-
labeled training set is not available. Instead, we fix w, to 1
and determine w, empirically using an evaluation set. This is
possible because the feature functions are particularly sim-
ple and only the ratio of w, and w, is important. In the ex-
perimental section, we give more details on choosing w,.

Inference

To perform the inference step in the CRF, we use loopy
belief propagation (LBP), [Yedidia, Freeman, and Weiss,
2005]. In general, LBP iteratively computes messages de-
fined as label distributions between the nodes in the CRF.
First, each message m;; from node i to node j is initialised
with the uniform distribution. Then, in each iteration 7, the

messages are recomputed based on the node and edge poten-
tials and the messages from the previous iteration 7 — 1. In
our case, we are only interested in the maximum likelihood
labelling, and we consider messages to be in log-space for
numerical stability. Therefore, we use the max-sum rule to
compute the messages:

;ni.;f)(lj) — ml?x log ¢; + logy;; + Z mf;_”(l;). (6)
keN(D\j

Here, we used a short-hand notation for the potentials and
N (i) denotes all the nodes connected to node i. Eq. (6) is
repeatedly computed until a convergence criterion is met. A
good choice is to compute the amount of change of the mes-
sage and stop iterating when a minimal change ¢ is reached.
Then, the belief b; at each node is computed as

bily) « vlloggi + Y mj(li)), ™

JEN(D)
where v normalizes the belief so that it is a valid distribution.

Online Belief Update

Using standard LBP for the inference requires a re-
initialization of all messages every time a new scan is ob-
served. Thus, the number of message updates grows at least
linearly with the number of totally observed mesh segments.
To avoid this, we perform the message update online, i.e.
we only update messages that got affected by a change in
the cluster graph G and the messages that depend on them.
First, we note that in the CRF, nodes are never removed, and
a change in G can affect nodes from earlier points in time.
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Thus, we need to provide two kinds of update operations:
inserting a new node into the CRF, and changing the feature
function of an existing node. In the first one, new messages
are added, in the second, existing messages need to be re-
computed, which is essentially the same as removing the old
message and adding a new one. The major problem here is
however, that a newly inserted and initialised message has
maximal entropy and can not propagate the same amount
of information as the existing messages obtained after LBP
convergence earlier. This leads to an “over-voting” of the
potentials of the new nodes from the existing nodes.

To overcome this problem, we store all messages com-
puted in each LBP iteration in a message history m;; =
mf.;.), mg) .... Then, before computing (6), we determine the
minimal history length u of all message histories my; where
k € N(i) \ j, and the max-sum-rule turns into

mg’;ﬂ)(l_/) — ml’flx log ¢; +logy;; + Z m;(’;)(li). (8)
keN@)\j

Some care has to be taken here: to avoid inconsistencies, all
messages in the history m;; later than u need to be removed.
Also, all message histories that depend on m;; need to be
updated as well. However, the amount of change caused by
these updates decreases with every set of successor mes-
sages to be updated. To avoid an entire update of all message
histories, we determine a threshold € and stop updating mes-
sage histories when the change drops below €. Note that this
is different from the convergence criterion using ¢&: while €
determines the number of messages updated after an online
update — and thus the performance difference between online
and offline processing, ¢ influences the amount of smooth-
ing. By changing e gradually towards 0, the online LBP al-
gorithm turns into its standard offline version. A discussion
on € is provided in the experimental section.

Cluster Assignment

To be able to perform the online belief update, we need
to find all nodes in the CRF, for which the potential ¢;
changes after inserting new nodes into G. As ¢ directly de-
pends on the cluster membership of a node, we need to solve
the data association between the previous clustering C,—; =
C’l‘l,..A,C,‘,j1 and the current clustering C, = C},...C}, at
every time step and find the elements that changed cluster.
Here, we need to consider only those nodes which have been
removed from a cluster le", because the others have either
been removed themselves from another cluster C’/.’1 or they

were added newly to C:~! while growing the cluster graph G
(in the latter case, no message histories exist, and the update
is done as in regular LBP). To assign previous clusters th"
to current clusters Cti’ we therefore define a cost function ¢
based on the number of removed cluster elements:

o(C, €Y = L((C]Y), 6(C)) = I(s(C71), 6(C). (9)

Here, ¢ sorts the elements of a cluster with respect to their
global element indices, L is the Levenshtein (edit) distance
of two sequences, i.e. the minimal number of deletions, re-
placements and insertions / required to change the first se-

quence into the second. Thus, ¢ computes the minimal num-
ber of deletions and replacements of elements in C,’.". The
data association between C,—; and C; is then done by min-
imizing the total association cost between all cluster pairs
using an algorithm by Edmonds and Karp [1972].

Then, once a cluster assignment is obtained, all messages
that are sent from a node in the CRF, for which the feature
vector f; has changed cluster membership, are removed, and
new message histories are computed as in Eq. (8).

Results

To evaluate our approach, we ran experiments on streamed
3D laser range data acquired with an autonomous car. The
sensor consists of three SICK LMS-151 laser scanners
mounted vertically on a turn table. The rotation frequency
was set to 0.1Hz. We drove the car slowly (~ 15km/h)
around our research site. The obtained point cloud data is
comparably dense: each point cloud consists of 100,000 to
160,000 points, resulting in a data rate of 10,000 to 16,000
points per second. For evaluation we use qualitative and
quantitative measures. The qualitative evaluation is done by
visualizing the discovery results with different colors for
each category, as already shown in Fig. 1. The quantitative
measures are: number of resulting categories, number of up-
date steps, and the entropy-based v-measure [Rosenberg and
Hirschberg, 2007], which is defined as the harmonic mean
of homogeneity and completeness of the obtained labelling
compared to a human-labeled ground-truth.

Qualitative Evaluation

Fig. 5 shows the results of our scene parsing algorithm over
a sequence of time. In the figure, time evolves from the top
image row to the bottom row. Each row of images shows the
result as it was obtained at a particular time step. For an im-
proved visibility, we visualize the results in two ways: First,
we show each clustering result as a colored mesh represen-
tation with each color corresponding to a different cluster
in the left image of each row. In addition to that, we show
meshes for each obtained cluster where the particular cluster
is highlighted in red (remaining images of each row). In the
example, we used a similarity threshold o of 0.7 for clus-
tering. This results in a smaller number of clusters and in a
slightly worse overall performance of the algorithm com-
pared to the result shown in Fig. 1 (see next section for
details). However, it also gives the opportunity to highlight
the algorithm’s ability to improve its performance over time:
As we can see, the number of obtained clusters is very low
when the first couple of point clouds are processed. As a re-
sult, the labelling is comparably poor, assigning for example
the trees and the building to the same category. However,
as the algorithm obtains more information about its environ-
ment, it increases the number of categories and improves its
scene parsing performance: in the bottom image row, a clear
distinction between the ground plane, the building and the
trees can be seen. To visualize the effect of the graph-based
smoothing we show two examples of labelings before and
after smoothing in Fig. 9. We can see that the labeling after
smoothing is clearly more consistent, visible for example in
the hedge (left images) and the building (right images).
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Figure 5: Scene parsing results (best viewed in color). Each row shows the result after processing a different number of point
clouds: from the top to the bottom, results are shown after 2, 4, 6, 10, and 17 point clouds. The left image in each row visualizes
the obtained scene parsing result with one color for each discovered category. The other images in each row highlight each
of the categories with the most elements in red. Note that initially, only two categories are discovered, and the categorization
is incorrect (e.g. the tree and the building are assigned the same label). However, as the algorithm evolves over time, the
categorization improves, and the number of classes is increased.

Quantitative Evaluation

Table 1: Statistics for online star clustering.

T DatasetA i Datasct B To evaluate online star clustering quantitatively, we used two

[_Threshold, [0o7 08 [09 [[07 [ 08 [09 ] different data sets: data set A consisted of 350 point clouds

Num. of clusters 107 580 2699 8 14 84 H

Graph edges (410%) H 22048 ‘ 98,08 ‘ 5340 H lom ‘ 1329 ‘ p ‘ and resulted in a tptal of 1187? segments. It_ was collected

Tnsertion/iter (msec) || 122.14 | 8572 | 1998 || 19.53 3150 | 454 on roads surrounding the test site with a vehicle speed v of

Insertion/scan (sec) || 4.15 | 291 | 067 109 176 025 about 40km/h and a scanner rotation frequency of 1Hz. Data

Insertion time (sec) 1450.85| 1018.28] 237.44 44.72 72.35 10.41 set B iS the one mentioned Carlier Wlth N 15k /]’l and

Stars broken/iter 0.23 0.60 0.55 0.02 0.08 0.21 R v m

Stars broken/scan 768 | 2040 | 1860 || 107 448 1175 [+ = 0.1Hz, consisting of 41 scans.

Total stars broken 2688 7141 6511 44 184 482
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V-Measure for Various Amounts of Smoothing

V-Measure for Online and Offline Updates

Number of Message Updates per Time Step

no smoothing — — -
edge weight 2.0 ——
edge weight 3.0 - - -
edge weight 4.0 - 09 |

30000

ew messages
updated messages epsilon=1.0 — — -
updated messages epsilon=0.2 - - -
total number of messages (offline)

25000

20000

15000

V-Measure
V-Measure
°
3

10000

Number of Messages

AINY

5000

0 5 10 15 20 0 5
Point cloud index (time step)

Point cloud index (time step)

15 20 0 5 10 15 20
Point cloud index (time step)

Figure 8: Left: V-Measure compared to ground truth for each time step with different values of w, (all offline). In the beginning,
smoothing makes the result worse, as the number of clusters is reduced too much. Later, smoothing improves the result. The
amount of smoothing has not a strong influence. Middle: Comparison between online and offline LBP. With decreasing value of
€, online performance approaches the offline quality, with some random effects. Right: Number of messages updated in online
and offline LBP. The red line shows the number of new messages introduced at each time step, which is the minimum number

of necessary updates. A smaller € leads to more message updates.

Figure 9: Effect of smoothing (best viewed in color) on two examples. Left image for each case shows the result using only
online star clustering, the right image is the result after applying graph-based smoothing. As can be seen, class labels are clearer

and distributed more precisely within each object.
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Figure 6: Left: cluster growth. Middle: number of aggregate
stars broken for data set A with varying thresholds. This
number grows linearly with iterations. The growth rate is
small compared to the number of nodes inserted in the graph.
Right: number of stars broken in each scan for o = 0.8. On
average this number is low and larger peaks are rare.

Table 1 shows efficiency results for the star clustering al-
gorithm for o € {0.7, 0.8, 0.9}. Higher values of o reduce the
number of edges in the graph, resulting in an increase of the
number of clusters N. For data set A, the value of N varied
between 107 and 2699, while for data set B it was between
8 and 84. The average number of stars broken during inser-
tion indicates the work done to re-arrange the existing graph.
Note that this number is very small. As an example, a to-
tal of 2688 stars were broken while incrementally clustering
11897 segments (0.23 stars broken per insertion). The aver-
age insertion time per scan ranged from 0.67sec to 4.15sec
for data set A and from 0.25sec to 1.76sec for data set B.
The insertion time is a function of the graph size, number
of stars broken per iteration and the underlying similarity

Similarity Distribution Per Cluster Similarity Distribution Per Cluster

10_._._._.T._ o 10 03

l F 025
;o) Ll R il'lli"ili|-lil|'|,| .
£ 008 £ i 02
209 H
2 006 £ 0.15
807 004 & 01
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2 4 6 8 10 12 20 40 60
Clusters Clusters

Figure 7: Probability histograms (plotted vertically) for all
pair-wise similarities between satellite vertices for each
cluster obtained at o = 0.8 (left) and o = 0.9 (right) for
Data set B. Red line indicates threshold. The expected simi-
larity values were found higher than or close to o~ indicating
that star clusters are reasonably dense.

distribution for the data set. The cosine similarity computa-
tion time grows linearly with the number of vertices and was
123.34 sec for data set A and 4.46sec for data set B.

Fig. 6 (left) plots the cluster count after each insertion
for data set A (results were similar for data set B). Overall,
the number of clusters N increases over time as new seg-
ments are added. As the robot explores new environment,
N grows rapidly with newly acquired information. Later,
the clusters become increasingly representative of the en-
vironment, stabilize, and hence the growth rate shows a de-
cline. For smaller values of o the saturation effect is more
prominent and lies always below the graph with a higher o.
Fig. 6(middle) plots the aggregate number of stars broken
during insertion, showing an approximately linear growth
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over time with a small growth rate compared to the number
of vertices in the graph. It also shows instants when many
stars are broken (when the graph re-structures), more com-
monly observed for the run with the higher value of o = 0.8,
where N is high compared to lower values of . Fig. 6(right)
plots the number of stars broken for each scan. On average
this number is low and larger peaks are less common.

Fig. 7 illustrates the clustering quality at a specified
threshold o for data set B. For each cluster, the similar-
ity distribution for all pair-wise satellite vertices was plot-
ted along y-axis (bin size 0.0125). Probability histograms
were smoothened to account for variable cluster sizes and
sampling error as suggested by Cussens [1993]. Clustering
at threshold o ensures that the center-satellite similarities
within the star-subgraph are at least o (by construction). Us-
ing Eq. (1) we obtain the expected satellite-satellite similar-
ity as o, plotted as a horizontal line in Fig. 7. The figure
shows that the expected similarity values for clusters was
found to be above or close to o-. This indicates that star clus-
ters are reasonably dense and yield clusters with high ex-
pected pair-wise satellite similarities. The results were simi-
lar for data set A and not included in the interest of space.

Fig. 8 shows a performance comparison with respect to
different edge weight parameters w, and online message up-
date thresholds e. The left and middle figure show the V-
measure compared to a hand-labeled ground truth over time.
We can see that the performance increases over time and that
the online LBP version for € = 0.2 is only slightly worse
than the offline version. However, as shown in Fig. 8(right),
there is a significant reduction in the number of updated
messages compared to the offline LBP. A smaller € improves
the V-measure performance, but it also increases the mes-
sage passing horizon causing more message updates and
thus a longer computation time.

Conclusions

In this paper, we presented an unsupervised scene parsing al-
gorithm that improves its performance during operation time
as more information becomes available. We achieve this by
combining an online clustering algorithm with an undirected
graphical model that grows continually over time. As a re-
sult, for each new data frame our algorithm refines its inter-
nal representation with only a few update steps as opposed to
a complete recomputation required by an offline learner. Ad-
ditionally, its quantitative performance quickly approaches
that of the offline counterpart as new data arrives. We be-
lieve that this competency, applied in outdoor environments,
constitutes an important step towards life-long autonomy.
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Driven Learning for Driving:
How Introspection Improves Semantic Mapping

Rudolph Triebel, Hugo Grimmett, Rohan Paul, and Ingmar Posner

Abstract This paper explores the suitability of commonly employed classification
methods to action-selection tasks in robotics, and argues that a classifier’s introspec-
tive capacity is a vital but as yet largely under-appreciated attribute. As illustration
we propose an active learning framework for semantic mapping in mobile robotics
and demonstrate it in the context of autonomous driving. In this framework, data
are selected for label disambiguation by a human supervisor using uncertainty sam-
pling. Intuitively, an introspective classification framework — i.e. one which mod-
erates its predictions by an estimate of how well it is placed to make a call in a
particular situation — is particularly well suited to this task. To achieve an efficient
implementation we extend the notion of introspection to a particular sparse Gaussian
Process Classifier, the Informative Vector Machine (IVM). Furthermore, we lever-
age the information-theoretic nature of the IVM to formulate a principled mecha-
nism for forgetting stale data, thereby bounding memory use and resulting in a truly
life-long learning system. Our evaluation on a publicly available dataset shows that
an introspective active learner asks more informative questions compared to a more
traditional non-introspective approach like a Support Vector Machine (SVM) and in
so doing, outperforms the SVM in terms of learning rate while retaining efficiency
for practical use.

1 Introduction

In answering the question ‘where am I?” roboticists have gone to great lengths to
model, manage and, indeed, exploit uncertainty. This, however, is not as yet the
case when it comes to asking ‘what is this?’. As we aspire to robust, long-term
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autonomous operation our systems have to contend with vast amounts of continu-
ally evolving, non-i.i.d. data from which information needs to be assimilated. This
presents a challenge and an opportunity particularly to the robotics community as
here the real cost of failure can be significant. We believe that realistic estimates of
uncertainty are pivotal to achieving robust and efficient decision making in robotics.
In particular, classification as a precursor to action-selection seems to be largely
disregarded by the community.

We frame our argument in the context of offline semantic mapping. Significant
progress in autonomous driving in recent years has inspired a view that success-
ful autonomous operation in complex, dynamic environments critically depends on
a-priori available semantic maps representing ostensibly permanent aspects of the
environment such as lane markings, traffic light positions and road sign informa-
tion (see, for example, [3, 22]). Owing to their safety-critical nature, these maps are
typically created manually for particular routes [5]. This is, of course, an expen-
sive process which scales badly with the number of routes for which autonomous
operation is to be provided. Much, therefore, can be gained by reducing human in-
volvement in this process and thus providing a robust and scalable solution.

A prominent approach to tackling such a challenge is that of active learning,
where classification results are iteratively refined by asking a human supervisor for
ground-truth labels in ambiguous cases and incorporating the added information
into classifier training. To the best of our knowledge this paper is the first in robotics
to present an efficient and scalable active learning framework for the task of offline
semantic mapping. Crucially, however, our work is also set apart from the vast ma-
jority of the related works in active learning by the unusual stance we take with
regards to uncertainty estimates in the system. Commonly, active learning relies on
selecting data for human labelling using a variant of uncertainty sampling, by which
data are selected according to how confident a classifier is in individual predictions
(see, for example, [17]).

However, Grimmett et al. [7] show that several of the classification frameworks
commonly used in robotics are unrealistically overconfident in their assessment of
class membership. To characterise this attribute, the authors introduce the notion
of the introspective capacity of a classification framework: the ability to estimate
a classification confidence which realistically reflects how qualified the classifier is
to make a particular class decision in each individual test instance. In this paper we
show that introspective classification harbours significant benefits for active learning
as compared to more traditional, non-introspective approaches. In particular, our
contributions are

the application of an active learning framework to semantic mapping in robotics,
the application of the notion of introspection to the Informative Vector Machine
(IVM) [10] as an efficient extension to [7],

o the application of the IVM specifically to achieve introspective active learning,
which is demonstrated to lead to more effective information extraction over more
traditional approaches, and

e the introduction of a principled mechanism for the IVM to forget less important
data to provide for scalable, life-long active learning on a mobile robot.
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Fig. 1: Active learning in a semantic mapping context. This figure shows semantic maps indicating
the positions of traffic lights along a street in Paris. Circles denote the locations of ground-truth
traffic lights. The shading encodes the correctness of the classification output as provided by a
probabilistic classifier: red denotes a recall of 0 (no detections), and green denotes a recall of 1 for
that particular traffic light (all views of that object correctly detected). False positives are shown
as grey squares. From left to right, we first see a typical passive detector, followed by our active-
learning framework at epochs 0, 2, and 9 respectively. Note that in the active learning setting
the shading of the circles progresses from red to green as a greater proportion of traffic lights
are correctly detected with increasing confidence. Similarly the number of false positives reduces
dramatically. By epoch 2 the active learning framework already outperforms the passive detector.
In this paper we show that our formulation of an introspective active learning approach provides for
more efficient information extraction — and thus a higher learning rate — over conventional active
learning approaches. (This figure is best viewed in colour.)

The work presented here first appeared as a workshop paper by the same authors
[21]. However, here we offer a more detailed treatment as well as the following
significant extensions:

o the introspective capacity of the IVM is established, including the effects of vary-
ing the sparsity factor,

e qualitative results are included of when the IVM is confident (correctly and in-
correctly) in its classifications, and

e timing information is provided regarding the training of an [IVM.

We apply our framework to the detection of traffic lights in a real, third-party vi-
sion dataset and demonstrate iteratively improved semantic mapping, which makes
efficient use of available label information. A typical qualitative example of our
system output is shown in Fig. 1.

2 Related Works

Active learning is an established and vibrant field of research spanning a significant
number of application domains. Consequently, a variety of methods have been pro-
posed for selecting informative measurements for labelling and/or for incrementally
training a learning algorithm. For example, Freund et al. [6] propose disagreement
among a committee of classifiers as a criterion for active data selection. McCul-
lum and Nigam [12] apply this to text classification using high label inconsistency
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as a query criterion coupled with expectation maximisation (EM) for online learn-
ing. More recently, Joshi et al. [8] address multi-class image classification using
SVMs and propose criteria based on entropy and best-versus-second-best (BvSB)
measures based on the hyperplane-margin for determining uncertain points. Tong
and Koller [19] pick unlabelled data for query based on minimising the version
space within a margin-based SVM formulation. Kapoor et al. [9] propose an active
learning system for object categorization using a GP classifier where data points
possessing large uncertainty (using posterior mean and variance) are queried for
labels and used to improve classification.

Within the robotics community, active learning and directed information acqui-
sition has received attention in recognition, planning and mapping tasks. For exam-
ple, Dima et al. [4] present unlabelled data filtering for outdoor terrain classification
tasks with the aim of reducing the amount of training data to be human-labelled. The
approach relies on kernel density estimation over unlabelled data and estimating a
“surprise” score for image patches, hence only querying the least likely samples
given the density estimate for human labelling. In [14] the authors present a learning
approach for continually improving place recognition perfomance by actively learn-
ing an appearance model of a robot’s operating environment. The method uses prob-
abilistic topic models and a measure of perplexity to identify least explained images
which further drives retrieval of thematically linked samples leading to an improved
workspace representation. Recent work by Tellex et al. [18] explores active infor-
mation gathering for human-robot dialog. The authors formulate an information-
theoretic strategy for asking clarifying questions to disambiguate the robot’s belief
over the mapping between phrases and aspects of the workspace.

While, to the best of our knowledge, this is the first work in robotics apply-
ing active learning to a semantic mapping task, our work is also set apart signif-
icantly from prior art in active learning in that we introduce and demonstrate the
benefits of efficient introspective active learning. In this respect, the work most
closely related to ours is that of [9] above, in which an inherently introspec-
tive classifier is used but its use is not motivated by its introspective qualities.

3 Introspective Classification

The introspective capacity of a classifier characterises its ability to realistically es-
timate the uncertainty in its predictions. Grimmett et al. [7] define the introspective
capacity as a classifier’s ability to moderate its output by an appropriate measure as
to how ‘qualified’ it is to make a call given its own prior experience, usually in the
form of training data. The intuition is that test data, which are in some form ‘simi-
lar’ to that seen in training, are classified with higher certainty than data which are
more dissimilar. This points towards non-parametric approaches potentially being
more introspective than parametric ones, as all the training data are available for
inference in the former, whereas inference in the latter is based on parametric mod-
els learned from the data. Grimmett ef al. [7] investigated several commonly used
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classification frameworks providing probabilistic output and found that a Gaussian
Process classifier (GPC) [16] indeed is significantly more introspective than, for ex-
ample, the more commonly used Support Vector Machine (see, for example, [1])
with a probabilistic calibration (such as, for example, provided by Platt et al. [15]).

In [7], this quality is attributed to a GPC’s Bayesian treatment of predictive vari-
ance. Consider a set of training data {X,y}, where X = {xy,...,X)x|} denotes the set
of feature vectors and y denotes the set of corresponding class labels. Probabilistic
predictions for a test point, X,, are obtained in two steps. First, the distribution over
the latent variable corresponding to the test input is obtained by

P 1 Xyox) = f (U | XX PP | Xy, (1)

where p(f | X,y) is the posterior distribution over latent variables. This is followed
by applying a sigmoid function o7(-), which in our implementation is the cumulative
Gaussian, and marginalising over the latent f. to yield the class likelihood p(y. |
X,y,X.) as

PO 1 Xy.x) = f o (fp(fe | Xy, x)d o P

It is this marginalisation over all models induced by the training set, as opposed to
relying on a single minimisation-based estimate, which accounts for a more accurate
estimate of the inherent uncertainty in class distribution, and therefore endows GP
classification with a high introspective capacity.

3.1 Efficiency by Sparsification

A key drawback of a GPC is its significant computational demand in terms of mem-
ory and run time. This is due to the fact that the GPC maintains a mean p, as well
as a covariance matrix X, which is computed from a kernel function and has size
Iy|>. A number of sparsification methods have been proposed in order to mitigate
this computational burden. For efficiency, in this work we adopt one such sparsifi-
cation method: the Informative Vector Machine (IVM) [10]. The main idea of this
algorithm is to only use a subset of the training points denoted the active set, I,
from which an approximation g(f | X,y) = N(f | u,Z) of the posterior distribution
p(f | X,y) is computed. The IVM algorithm computes g and X incrementally, and
at every iteration j selects the training point (X, yr) which maximizes the entropy
difference AH j; between ¢;_; and g; for inclusion into the active set. Because ¢ is
Gaussian, AH j; can be computed by

1 1
Aij = _§]0g|2jk|+§10g|zj—l|~ 3)

The details of the implementation can be found in Lawrence et al. [11]. The algo-
rithm stops when the active set has reached a desired size. In our implementation,
we choose this size to be a fixed fraction y of the training set g.
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To find the kernel hyper-parameters 6 of an IVM, two steps are iterated a given
number of times: the estimation of 7 given 6, and minimising the marginal like-
lihood ¢(y | X) given I. Although there are no convergence guarantees, in prac-
tice already a small number of iterations are sufficient to find good kernel hyper-
parameters.

Importantly for our work, since inference with the IVM is similar to that with a
GPC, the IVM retains the model averaging described in Eq. (2). We argue therefore,
that the IVM provides a significant and well-established improvement in processing
speed over a GPC while maintaining its introspective properties (see Sec. 5 and 5.4
for details).

4 Scalable Active Learning: Drive, Ask, Improve

The power of an active learning framework lies in its ability to select a suitable train-
ing set in an application-oriented way. It thus inherently allows the system to adapt
naturally to the non-stationarity of the data often encountered in long-term robotics
applications. The active learning framework considered here is a supervised learning
process by which a human operator provides class labels for machine-selected test
data, which are then fed back into classifier training to improve the classification re-
sult of the next round. We examine performance over successive epochs, which each
consist of (re-)training, classification, and user-feedback. The implementation of a
scalable active learning framework requires two problems to be addressed: firstly, a
subset of test data has to be selected for re-training such that classification perfor-
mance increases in the next epoch. Secondly, measures have to be taken that guaran-
tee that the training set is bounded in size, since otherwise the algorithm will sooner
or later exhaust the resources of a finite-memory, real robotic system. We compare
this active learning approach with a more conventional “passive” alternative, that is,
training a classifier once without any subsequent human-feedback improvement.

We now outline the specific active learning algorithm employed in this work,
before providing details of both our data selection strategy and our approach to
forgetting (bounding the training set size).

4.1 The Active Learning Algorithm

Algorithm 1 describes our active learning framework which, for reasons given in
Sec. 3, uses an IVM as the underlying classifier. It requires five different input pa-
rameters: the initial hyper-parameters 6y used for training the IVM, the fraction y
of training points that are used for sparsification, the batch size b, the normalised
entropy (NE) threshold ¢ that a test point needs to exceed to be considered for re-
training, and the maximum number of questions r that the algorithm may ask. The
last is intended to minimise nuisance to a human operator due to being asked too
many questions. The sub-routines in the algorithm are explained as follows.
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Algorithm 1: Active Learning with an IVM

Data: training data D = (X,y), stream of test data X*
Input: initial kernel parameters 6y, batch size b, active set size fraction y, minimal retraining
score ¥}, maximum number of questions r
Output: stream of output labels y*
i—0
while X* # 0 do
(6i41,7i11) « TrainIVM(X,y,y,60)
move next b test points from X into X7
Pe—0
forall the x* € X" do
7z« IVMPrediction(J;1,6;41,X")
s « ComputeRetrainingScore(z)
if s> 9 then P — PU{(X*,s)}

sort P by decreasing values of s
Dt 0
for j « 1 to MIN(r,|P|) do
(x}', sj) « element j of P
y;.' «—AskLabelFromUser (x;f)
Dt~ DU (x;,y}r)
De—DUD*, i—i+l

TrainIVM uses the current training set, the active set fraction y, and the initial
kernel parameters to find optimal kernel parameters ;.| and an active set J;;| as
described in Sec. 3.1. Throughout this work we employ a squared exponential kernel
(which is the same as the Radial Basis Function kernel) with additive white noise:

B (X,’*Xj>2
k(X,’,Xj) = O'?ce 2w+ O'%(S,'j, (4)

where ¢;; is the Kronecker delta, and 6 = {o']%, I o’ﬁ} are the signal variance, the length
scale, and the noise variance.

IVMPrediction returns an estimate of the probability z that the next test datum
x* has a particular class label, as given in Eq. (2). Based on this probability, the
normalised entropy measure is then computed. The top ranked r test data exceeding
the retraining threshold ¢ are labelled by the user and added to the training set for
the next epoch.

4.2 Data Selection Strategy: What Questions to Ask?

The key element of an active learning algorithm is the strategy by which a new
test point x* is considered for re-training. In Algorithm 1, this is done in the sub-
routine ComputeRetrainingScore. An intuitive and well-explored indicator of
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which data might be suitable for inclusion is the classification uncertainty associated
with x*. To characterise the uncertainty of the classification from the given class pre-
diction z = p(y. | X,y,X.), we adopt the measure of normalised entropy H(z), such
that for the binary case,

H(z) = —z-logy(2) — (1 —2) - logy (1 —2), (@)

where H(z) € [0, 1], with high values representing high uncertainty.

This, indeed is central to our work. While, in principle, any classification frame-
work which provides a distribution over class labels as output can be used in our
active learning framework, intuitively we expect those with more realistic estimates
of these probabilities to be more effective for active learning. Thus, we expect more
introspective classifiers to perform better in the sense that they will ask more infor-
mative questions, leading to a higher learning rate. In Sec. 5, we will show that this
is indeed the case when comparing the proposed framework based on an IVM with
one based on a more commonly used, probabilistically calibrated SVM.

4.3 Forgetting Uninformative Data to Bound Memory Use

The main problem with the active learning framework as we presented it so far is
that in theory the training set can grow indefinitely, because there are no guaran-
tees that the algorithm will stop asking new questions. This makes the algorithm
less flexible, especially if the input data can not be guaranteed to be within certain
locality bounds, for example in a life-long learning application. Therefore, and for
run time efficiency, we bound the size of the training set by removing points from
it when it exceeds a given target size n;. To decide which points to remove, we
leverage the information-theoretic instruments that the IVM already provides. After
each training round, we keep the entropy differences given in Eq. (3) for all training
points and sort them in increasing order. Those training data which correspond to
the first n; —n, values, where n; is the current training set size, are then removed
before training in the next epoch. Intuitively, this method discards the data that were
least informative during the last training round. One caveat with this method is that
it assumes independence between the training data, which is not generally given. For
example, two data may both have small individual AH values, but when removing
both of them the entropy could change significantly. In this work we acknowledge
but do not explore this phenomenon. Instead, we note that in our experiments we
did not observe a deterioration in classification performance when we applied our
method for forgetting.
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5 Experimental Results

In this section we investigate the performance of our introspective active learning
approach in terms of learning rate, data selection strategy, classification performance
and tractability. We compare and contrast our approach with one based on the much
more commonly used SVM classifier (calibrated to provide probabilistic output).
The task we set both learners is to detect traffic lights in a third-party image dataset.
Specifically, we use the publicly available Traffic Lights Recognition (TLR) data
set [13], which comprises 11,179 colour images taken at 25 Hz from a car driven
through central Paris at speeds under 31 mph. It has ground-truth labels for traffic
light positions and subtype labels ‘green’, ‘orange’, ‘red’, ‘ambiguous’ (though here
we are only concerned with the detection of traffic lights, irrespective of their state).
As recommended by the authors of the dataset, we disregard labels of type ‘ambigu-
ous’ and exclude sections where the vehicle was stationary for long periods of time.
We use data from the first 5,800 frames for training and the remainder for testing.
We compute a template-based feature set inspired by Torralba et al. [20] which has
a successful track record in the detection of traffic lights [7]. Each training or test
window is represented by a feature vector of length 200.

When training the [IVM we used an active set fraction y of 0.2, which means that
informative points will be added to the active set until its size is 20% of the training
set size. We use a Squared Exponential (SE) with white noise kernel. Training such
a classifier takes approximately 1.5 seconds on a single 3.4GHz core.

The SVMs used here are trained using libsvm [2], and use the isotropic Radial
Basis Function (RBF) kernel, which is equivalent to the SE kernel used by the IVM.
They are trained using 10-fold cross-validation on top of a grid-search over the pa-
rameters C (the penalty parameter for the error term) and y (the inverse of the length
scale for the isotropic RBF kernel), both in the space 2k where k = {—7,-6,...,+4}.
Training takes approximately 10 minutes.

5.1 Does Introspection Improve Active Learning?

One of the central claims of this paper is that the use of an introspective classifier
will lead to more informative questions being asked of the human expert. In order
to test this claim we perform a cross-over experiment (see Fig. 2) which starts with
both an IVM and an SVM are initially trained on the same data, 200 traffic lights
(positive) and 200 background patches (negative). Then, 1,000 new data (with a
class fraction of 1:1, the same as during training) are shown to both classifiers for
testing. Each chooses up to 50 data points (providing their normalised entropies are
over a threshold empirically set to be ¢ = 0.97) to add to their own training set for
the next round, resulting in two new and different training sets: the ‘IVM set” and
the ‘SVM set’. A new IVM and SVM are now trained on each of the two new sets
and evaluated on a further 1,000 new data points. This process thus gives rise to four
classifiers: two IVMs trained on data selected by an IVM and a SVM respectively,
and two equivalent SVMs. We compute precision and recall for all four classifiers.
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The results after 100 repetitions of this experiment are shown in Fig. 3. As expected,
both the IVM and the SVM perform better when trained on the dataset chosen by
the initial IVM, suggesting that the questions asked by the IVM tend to be more
informative. An unpaired t-test shows this result to be significant to a level of over
95%.

The overall effect of introspection in an active learning setting seems to be an
increased learning rate, a claim which we support with the following active learning
experiment, performed over 11 epochs. As described in Sec. 4, our active learning
algorithm is retrained after having seen a batch of test points, as opposed to running
the training algorithm after every new datum encountered. Every epoch consists of
a training phase, a classification phase, and a feedback phase. At the very start of
epoch 0, the classifiers are trained on 50 positive (traffic light) windows and 500
negative (background) windows extracted at random from the training frames. We
choose this class fraction disparity to reflect the fact that in real data sets, negative
examples are much more prevalent than positive examples. During each classifica-
tion phase, the classifiers are then tested on a batch of 1,000 windows extracted
from the test frames. The class fraction for these test windows is 1:10, the same as
for training. Next, the 50 points with the highest normalised entropy (providing they
are over ¢ = 0.97) are added to the training set, ready for retraining at the start of
the next epoch. Note that each classifier IVM and SVM) makes its own choices
regarding which points to add for the next epoch.

The results are shown in Fig. 4, where the IVM learner starts off with a worse fj
measure at epoch 0 but has already exceeded the SVM by epoch 2, and is better (with
non-overlapping 95% confidence bounds) in the steady state from then onwards.
The gradient of the plot in Fig. 4 is shown in Fig. 5, and shows that the rate of
increase of f] measure (the learning rate) for the IVM is better than that of the SVM
over the first few epochs, and then always at least as good subsequently.

Fig. 4 further serves to justify empirically our choice of normalised entropy as a
valid criterion for data selection, by comparing it to randomly selecting new training
data. Intuitively, both methods should improve classification by virtue of the fact
that they increase the training set size. However, the results indicate that for both
the IVM and the SVM, using normalised entropy leads to more rapidly improving
classification performance.

5.2 Does Forgetting Affect the Performance?

Our work aims to contribute an introspective active learning algorithm that is effi-
cient in terms of computational effort and scalable with respect to its memory re-
quirements. In this section we investigate the efficacy of the mechanism we have put
in place to provide this tractability: forgetting. In experiments thus far, new training
data were added in each epoch. The IVM active set size is a fixed proportion of the
training set size, which has the benefit of increasing classification performance, but
is detrimental to processing time. In the context of a life-long-learner, this is not a
scalable solution.
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Fig. 2: Here we show the procedure for the cross-over experiment, designed to test whether one
classifier chooses points which do not only benefit itself in the next round, but are consistently
more useful for the other type of classifier as well. We compare an IVM and an SVM, and choose
the test points with highest normalised entropy to be labelled to augment the original training set.
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Fig. 3: Data selected by the IVM lead to an improved learning rate in terms of precision and recall
for both an IVM and SVM over those selected by the SVM. Results are shown for 100 experimental
runs, and increases are significant to the 95% level. See text and Fig. 2 for more details.
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Fig. 4: Classification performance for both IVM and SVM variants as indicated by the fij-measure
after each epoch. Measurements are averaged over 100 runs. Error bars indicate the 95% confidence
region of the mean. The IVM using a normalised entropy-based data selection strategy (IVM-
active) consistently outperforms all other active learning variants in terms of learning rate and final

classification performance.
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Fig. 5: The gradient of the f; measure of the active learners from Fig. 4

We therefore elect to cap the size of the training set at n, = 550 data, which makes
the computational effort constant. This ‘IVM with forgetting’ learner can add new
data, but only by simultaneously discarding enough data to reduce the training set
size to the target size n;. Fig. 6 (left) shows the training set size for the normal
IVM with unbounded training set,and an IVM with forgetting, capped at 550 data
(the initial training amount). Fig. 6 (right) shows the corresponding classification
performance as characterised by the f; measure. It indicates that in this scenario,
the IVM with forgetting mechanism has the same performance as the unbounded
IVM. We note that this is likely to be dataset dependent.

5.3 What Does the Active Learner Ask?

In Fig. 7 we show the 27 most certain and 27 least certain test cases for an [IVM
at epochs 0, 3, and 10, and whether they were correctly classified or not. Firstly, it
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Fig. 6: Forgetting results in commensurate classification performance while successfully bounding
the active set size of the classifier. Each datum represents the mean (and associated 95% con-
fidence interval) over 100 experimental runs. Left: The evolution of the training set size. The
IVM+forgetting learner has a target training set size n, = 550, the initial training set size. Right:
Classification performance with and without forgetting. For corresponding SVM results, see Fig. 5.

is reassuring to confirm that the certain classifications are always correct. At epoch
0 we see that the confident classifications are all of the background class, almost
entirely of fairly uniformly textured surfaces like tarmac, and that the unconfident
classifications are all regarding traffic lights. As the learners gather more data, the
traffic lights which at epoch 0 were uncertain, are now very confident at epoch 3.
At epoch 10, the uncertain group are more balanced in terms of traffic lights and
background, and we see that although there is a little more variation in terms of the
confident patches, they are very similar to the confidence classifications at epoch 3.
This is consistent with the learning algorithm having reached an equilibrium after

epoch 3 in Fig. 4.

Certain

Uncertain

Epoch 0 Epoch 3 Epoch 10

Fig. 7: The 27 most certain and 27 least uncertain test classifications of an IVM at epochs 0, 3, and
10 during the active learning experiment. A green border indicates a correct classification, and a

red border indicates an incorrect classification.
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5.4 The Effects of Sparsity

In [7] we showed that the GPC is more introspective than other more commonly
used classification frameworks. In this paper we have argued the necessity of using
a sparse formulation for the sake of computational complexity, however, it is neces-
sary to ensure that the IVM is introspective in its own right. The useful characteristic
of an introspective classifier is that it tends to be confident when it is making true
predictions, and uncertain when it may be making false predictions. In addition, we
would like to see whether the introspective quality changes with the active set size;
intuitively, a truly introspective classifier will be more confident if it is exposed to
more data, and vice versa.

Similarly to the approach in [7] we have plotted the cumulative true and false
classifications against uncertainty in Fig. 8 for a single round of training and test-
ing. In the legend, “IVM y = 0.4” indicates an [IVM with an active set fraction of 0.4,
such that the active set contains 40% of the training set. These particular IVMs have
been trained on 550 data and tested on 11000, with the ratio 1:10 positive:negative.
There are several things to notice from the graph. Firstly, we can see that by looking
at the curves for the IVMs with y = {0.2,0.4,0.6,0.8, 1.0}, indeed as we would hope,
having a larger active set results in a more confident classifier; however it is interest-
ing to see that there are diminishing returns: very little confidence is gained between
an active set fraction of 0.6 and 1.0. Secondly and most importantly, the IVM is in-
trospective: the incorrect classifications occur with high uncertainty, whereas the
majority of the correct classifications occur with low uncertainty. Thirdly, we would
expect that as the level of sparsity decreases, we approach the behaviour of the GPC,
which is indeed what happens; the full GPC is commensurate with the IVMs with
v =1{0.6,0.8,1.0}.

6 Conclusion

The contributions of this paper are three-fold: firstly, the notion of introspective
classification introduced earlier shows promise in the context of active learning,
where a reliable estimate of the classification uncertainty is required. We do this
by showing an improvement in both classification performance and learning rate
over a non-introspective classifier (Sec. 5.1). Secondly, an efficient version of the
Gaussian Process Classifier, namely the Informative Vector Machine is used, which
makes the approach particularly useful for robotics applications with large amounts
of data. We show visual examples of where it is confused and where it is confident
(Sec. 5.3), and use it to create the first offline semantic mapping algorithm via ac-
tive learning. Finally, we present an information-theoretic solution to the problem
of increasing memory requirements by forgetting the least informative data, which
maintains a high classification performance in our experiments, but more extensive
experimentation is required to confirm the success of this approach for the wider
scope of mobile robotics applications.
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correct classifications with the IVM y = 0.2 and < 10 incorrect classifications.
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Abstract. We present an active learning framework for image segmen-
tation with user interaction. Our system uses a sparse Gaussian Process
classifier (GPC) trained on manually labeled image pixels (user scrib-
bles) and refined in every active learning round. As a special feature, our
method uses a very efficient online update rule to compute the class pre-
dictions in every round. The final segmentation of the image is computed
via convex optimization. Results on a standard benchmark data set show
that our algorithm is better than a recent state-of-the-art method. We
also show that the queries made by the algorithm are more informative
compared to randomly increasing the training data, and that our online
version is much faster than the standard offline GPC inference.

1 Introduction

Automatic image segmentation is one of the most important problems in com-
puter vision. Its attractiveness stems from its very large range of applications,
including medical imaging and robotics. However, in general the image segmen-
tation problem is ill-posed, because a correct segmentation depends strongly on
the application. Therefore, we focus on the interactive segmentation problem,
where the user provides information about the regions to be segmented, e.g. by
manually sampling image pixels and assigning them to a predefined region class.
These user scribbles are used as ground truth information, and the aim is to
infer a good segmentation using these scribbles as constraints on the labelling.
To do this, many approaches have been presented in the literature with impres-
sive results. However, current methods can reach high classification rates only
by requiring comparably many user scribbles, and the number of user scribbles
needed usually grows very fast as the segmentation quality approaches 100%.
In this paper, we present a method that asks for user input more intelligently
by actively querying pixels to be labeled where the classification was made with
high uncertainty. This way, only a few user scribbles are needed to obtain a high
quality segmentation. Our method uses an efficient sparse Gaussian Process clas-
sifier (GPC) to learn background and foreground models, providing an accurate
estimation of the classification uncertainty. We also present a very efficient way
to compute the class predictions on every round using an online update rule.
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Fig. 1: Comparison between the Parzen window estimator [8] and our sparse GP clas-
sifier for foreground classification. From the initial scribble image (a) both approaches
learn a model for the foreground. As none of the scribble pixels for the foreground
class is white, both approaches fail to classify the white neck of the cat correctly (b, e).
However, in the next active learning round, the GP manages to query this part from
the user based on its accurate estimation of the predictive uncertainty (c). In contrast,
the Parzen window estimator does not query this part, because its uncertainty is low
despite its incorrect classification, i.e. it is over-confident (f). After 6 rounds the GP
achieves a very good segmentation (d), while the Parzen window estimator still gives
a lower-quality segmentation (g).

1.1 Related Work

Many previous works use energy minimization for image segmentation, and since
the work of Boykov et al. [1], intensive research, e.g. [13,7], has been done on
embedding the input image onto a discrete lattice and computing a segmentation
using the min-cut framework. Another line of work [16, 8] models segmentation
in the continuous domain and is based on the convex relaxation technique of
Nikolova et al. [9]. Both discrete and continuous approaches impose spatial con-
sistency as a prior on the image labelling. Our work is related to [8] where the
data term describing the pixel class probabilities includes spatial information
while estimating the colour distribution using a Parzen window estimator. How-
ever, we use an Informative Vector Machine (IVM) [5], a sparse version of the
Gaussian Process Classifier, and employ active learning, which improves the seg-
mentation result quickly after only a few training rounds (see Fig. 1). In contrast
to the sparse GP algorithm of Csat6é and Opper [2], the IVM has advantages in
the context of active learning, mainly due to the information-theoretic criterion
used to select the subset of the training points.

In the field of active learning, Kapoor et al.[4] address object categorization
using a GP classifier (GPC) where data points possessing large uncertainty (using
posterior mean and variance) are queried for labels and used to improve classifi-
cation. Triebel et al. [15] use an IVM to actively learn traffic lights in urban traffic
images. Here, we use a similar approach, but with a very efficient online update
method for the classification step of the GPC. Vezhnevets et al. [17], as well as
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(a) (b) (©) @ (©) (1)

Fig. 2: Example sequence of our proposed active learning framework. The algorithm
starts with initial user scribbles as shown in (a). It then learns a sparse GP classifier
and segments the image using the GP prediction and a regularization term (b). Then,
candidate regions for new, informative user scribbles are computed (c). These are based
on the normalized entropy of the GP prediction, i.e. bright regions represent a higher
classification uncertainty than darker regions. In this case, a segment at the upper
right border is chosen. A label is queried for these pixels (here it is background), and
a sub-set of uniformly sampeled pixels together with the class labels is added to the
training data (d). In the next round, the classification is improved and the result is
refined (e). After a few rounds (here 4 in total), the final segmentation is obtained (f).

Wang et al. [18] also use active learning for interactive image segmentation, but
either with a CRF+NaiveBayes [17] or a Gaussian Mixture Model (GMM) [18]
as an underlying classifier. We use a GPC, because it is non-parametric, i.e. it
does not assume a functional model for the data, and it was shown to provide
very accurate uncertainty estimates, which is crucial in active learning.

2 Algorithm Overview

Fig. 2 shows an example sequence of our active learning framework for interactive
image segmentation. From a set of initial user scribbles from both foreground
and background regions (Fig 2a), our algorithm learns a sparse Gaussian Process
Classifier (GPC) and classifies the remaining pixels. Then, a segmentation is ob-
tained using regularization (Fig. 2b), and an uncertainty measure is computed
from the predictive variance returned by the GPC. We use a GPC, because its
uncertainty estimates are more reliable than those produced by other learning
methods such as Support Vector Machines, where reliable refers to a strong
correlation between uncertain and incorrectly classified samples (see, e.g., [10]).
Then, we perform an over-segmentation of the original image based on super-
pixels [3] and compute the average classification uncertainty (entropy) for each
segment (see Fig. 2c). In the next step, the algorithm selects the segment with
the highest uncertainty to query a ground truth label from the user, samples
pixels uniformly from the segment, and adds the samples with the obtained la-
bels to the training data set (see Fig. 2d). Note that, due to imperfections in the
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segmentation, some segments can contain both foreground and background pix-
els. In that case, the user can select a “don’t know” option, and the next segment
is chosen in the order of decreasing entropies. This however, occurs only rarely
when the segmentation is done sufficiently fine-grained. The whole learning and
classification process is then repeated for a fixed number of times or until an
appropriate stopping criterion is met (Fig. 2e and 2f).

3 Gaussian Process Classification

Every round of our active learning algorithm starts by training a Gaussian
Process Classifier (GPC) on the current set of user scribbles. If we denote
the scribbles as pairs (x1,¥1),--., (XN, yn), Where x; are feature vectors! and
y; € {—1,1} are binary labels denoting background or foreground, then the task
is to compute a predictive distribution p(y. = 1 | X,y,%.). Here, (X4, y.) is
an unseen pixel/label pair, X’ the set of all training pixels, and y the training
labels. To compute the predictive distribution, the GPC first estimates a dis-
tribution p(f | X,y) over the latent variables f € IRY, approximating it with
a multivariate normal distribution with mean g and covariance matrix X, i.e.:
p(f | X,y) = N(f | p, X). This is done using Bayes’ rule:

ply | F)p(f | X)
p(y | f)p(f | X)df’

p(fIX,y): [‘

(3.1)

where p(f | X) = N(f | 0, K) is the prior of the latent variables, and

ply | £) = Hp(yi | f:) (3.2)

are the likelihoods, which are conditionally independent. These likelihoods are
determined using a sigmoid function @, i.e. p(y; | fi) = P(y;f;), which has
the effect that Eq. (3.1) cannot be computed in closed form. Here, Expectation
Propagation (EP) and Assumed Density Filtering (ADF) are commonly used
approximations based on a Gaussian ¢(y; | f;) that minimises the Kullback-
Leibler (KL) divergence between ¢(y | f)p(f | X) and the numerator of Eq. (3.1).

Then, for a given new test data point x., the GP classifier computes the
mean p, and the variance o2 of the latent variable distribution

p(fe | Xy, %) = / p(fs | X%, E)p(E | X, y)dE (3.3)

and uses that to compute the predictive distribution

Py = 1] Xy, %) = / S(fp(f. | Xy, x.)df.. (3.4)

! These can be either RGB pixel values or a combination of image coordinates and
RGB values of the pixels. In our implementation, we use the latter, because it also
provides locality information about background and foreground.
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If @ is the cumulative Gaussian function this can be done in closed form using

ply-=1][X,y,x:) = (b) : (3.5)

3.1 Information-theoretic Sparsification

One problem with the GPC is its huge demand of memory and run time, because
it maintains an N X N covariance matrix, and the number of training samples N
can be very large. Therefore, we use a sparsification known as the Informative
Vector Machine (IVM) [6]. The main idea here is to only use a sub-set of training
points denoted the active set Zp, from which an approximation ¢ of the posterior
is computed. As above, ¢q is Gaussian, i.e. ¢(f | X,y) = N(f | u, X). The IVM
computes p and X' incrementally, i.e. in step j a new p; and X; are computed:

M= i1+ 2585 (3.6)

Ti= i1~ Zi(gg; —23) T (3.7)
where dlog Z dlog Z
0og j og j

o= ey ry=—-—>2>, 3.8

g] al-'l-’jfl J 62j71 ( )

and Z; is the approximation to the normalizer in Eq. (3.1) using the estimate g;.
Initially, pg = 0, and Xy = K, where K is the prior GP covariance matrix. Then,
at iteration j the training point (xj,yx) that maximizes the entropy difference
between ¢;_; and g; is selected into the active set. The algorithm stops when
the active set has reached a desired size D. In our implementation, we choose D
as a fixed fraction of N.

Due to a circular dependence between Zp and the kernel hyper parameters 6,
the IVM training algorithm loops a given number of times over two steps: esti-
mation of Zp from 6 and minimizing the marginal likelihood Zp using 0Zp /00,
thereby keeping Zp fixed. Although there are no convergence guarantees, in
practice a few iterations are sufficient to find good kernel hyper-parameters.

4 Online Update of the IVM

In addition to its sparsity, the IVM differs from the standard GP also by its
ability to compute the posterior distribution p(f | X', y) incrementally. Thus, the
algorithm loops over all active points and updates mean vector p and covariance
matrix X' by increasing their lengths in every iteration. In particular, it keeps the
lower triangular matrix L, of a Cholesky decompositon in memory and updates it
using rank-1 Cholesky updates, where L is of size dxd and d = 1, ..., D. Further
details of this procedure are given in Algorithm 1 of Lawrence et al.[6]. For our
purpose, this incremental scheme is particularly useful, because it avoids the
complete re-computation of the GP parameters in every training round and adds
only a fixed number of rows and columns to Lg4. This decreases the training time
substantially, as we show below. For an efficient class prediction, we furthermore
propose a novel online update rule, as described next.
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4.1 Online Computation of the Class Prediction

To predict a class label y, for a new test data point x,, the IVM computes the
mean u, and the covariance o, of the approximation to the predictive distribu-
tion given in Eq. (3.3), and uses them to obtain the class probability (Eq. (3.5)).
With the notation of Rasmussen and Williams [12], this can be expressed as

pe =k (K + )" (41)
0. = k(x.,x.) — k(K + )7k, (4.2)

where fi and X are the site parameters of the approximate Gaussian likelihood
q(y | £), K is the prior covariance matrix, i.e. the kernel function k applied to
all pairs of training points x1, ..., Xy, and k, = (k(x.,x1),...,k(Xs,xn)). Note
that k,, fi, and B := K 4 X are only computed for D active points with D < N.

In general, Egs. (4.1) and (4.2) have to be computed completely anew for
every new test point x,, and it is usually unlikely to observe the same test point
again. In active learning, this means that the complexity of making predictions
increases quadratically with the training rounds, because in every training round
the matrix B is larger due to the additional active points in the training data.
However, for interactive image segmentation, we can use the fact that class
predictions are made on the same pixels (i.e. test points) in every round. This
means that k, ; from round ¢ can be obtained from k, ;_; of the previous round
by appending the covariances k(x.,Xp,_;+1),- - -, k(X«, XD, ) between x, and the
new active points, where Dy is the total number of active points in round ¢. This
can be used to compute p,; and o, ; incrementally from g, ;1 and o, +—1. To
do this, we note that By is given by its Cholesky decomposition L; L], and

(L1 O
L, := ( A L+) , (4.3)
where L is lower-triangular. To compute B; !, we use
Lia LT, L, AT N\
-1 _ t—14qg 1 t—1
B = ( ALT | AAT ¢ L+L£) : (44)

and compute the Schur complement as
S=AA" + LyLT — AL} ((Lyi L] ) 'Ly AT = L LY.

With this, we obtain

o1 C —L;hATS!
B = (—sflAL;_l1 s ’ (4.5)

where C' = (L; LT )~' + L, ATS~YAL;},. We now formulate Eq. (4.2) as:

1 (k-
O = k’(X*7X*) — (k*,t—l k*’_»'_) Bt 1 ( k7t+1) s (46)
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where k. ; is the vector of newly added covariances in round ¢t. Plugging Eq. (4.5)
into Eq. (4.6) we obtain for the rightmost term r of Eq (4.6):

r=ki ke + kI ATST Ak, — 2k ATS Tk, + kT STk, (47)

where k;_; = Lt__llk*,t,l. It follows that the first term of r in Eq. (4.7) and the
first term in Eq. (4.6) define the predictive variance of the previous round o, ¢—1

Oupo1 = k(x,, %) — kL k4, (4.8)
whereas the remaining terms of r can be subsumed into
(L7'kyy — L7 Ak )T (L ke — L1 Ak, ), (4.9)

which simplifies into
(L7'Ak)T (L7 Ak) (4.10)

where Ak = k, 4 — ARt_l. This results in an efficient way to compute o, ;:
We store l;t_ 1 from the previous round and compute Ak and L;lAk. Then we
multiply the result with itself (Eq. (4.10)) and substract it from o, ;1. Similarly,
we can compute p, ; from fi, ¢—1 of the previous round using the difference vector
Ap =,  — Afty_q, where f1,_; = L} 1, ;. To summarize, we have

Hoxt = s t—1 + (LJ_rlA“)T(LJ_rlAk) (411)
0wt = 0upo1 — (L7 Ak)T (LT Ak). (4.12)

4.2 The Kernel Hyper-Parameters

As mentioned before, finding optimal hyper parameters for the kernel function
involves several iterations over active set determination and gradient-descent on
the marginal likelihood. However, doing this in every training round has several
disadvantages: first, it requires a large computational effort, and second it makes
the formulation of the online computation developed in the previous section in-
valid. The reason for the latter is that the online formulation relies on the fact
that the active set does not change across the learning rounds, because other-
wise k, would have to be recomputed completely in every round. Fortunately, it
turns out that the kernel hyper parameters do not change significantly across the
training rounds, and, even when they do change, they only have a minor impact
on the classification results of the GPC. This is another strength of the GPC
framework, because essentially it represents a non-parametric model. In our im-
plementation, we obtain the kernel hyper-parameters using cross-validation on a
hold-out set. Compared to the usual gradient-descent based maximization of the
log marginal, this has the advantage that the kernel parameters are optimized
across a number of images, and not for each individual image. Especially, as we
use locality and color features in combination with an Automatic Relevance De-
termination (ARD) kernel, the obtained length scales represent a general weight-
ing between position and color. This turned out to achieve much better results
than a per-image training of the ARD kernel parameters.
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5 Segmentation

The class predictions from the IVM are only local estimates, and they disre-
gard global properties of the image I. Therefore, we formulate the segmentation
problem on the image domain 2 C IR? as finding a foreground region 2p so that

Qr :argmin)\/ —logp(y. = 1| X,y,x.) dx
Qr

F

+ )\/ —logp(y« = —11| X,y,x4) dx + Pero,(2r), (5.1)
2\2r

where Per,, is the perimeter of 2p, weighted by a local metric a(x) = eIV

that depends on the image gradient, and A is the weight of the dataterm. This
functional favours spatial regularity by penalizing the boundary length of the
foreground region. First, we define an indicator function u(x) that is 1 for x € 2p
and 0 otherwise. Then, the segmentation problem can be written in a variational
formulation:

. 1
min /Qg(x)u(x) dx+X/J2a(x)|Vu(x)|dX, (5.2)

u€l0,1]
where the first term encodes the cost of a pixel to belong to the foreground and
o(x) =logp (u(x) =0) —logp(u(x) = 1). The second term of Eq. (5.2) is the
total variation (TV) of the indicator function u which penalizes the perimeter of

the foreground region. Since the TV is not differentiable everywhere, we rewrite
Eq. (5.2) as a saddle point problem:

min  max /g(x)u(x)—}—/ﬂu(x)divv(x). (5.3)

w€[0,1] |[v|<a(x)
2

This can be efficiently minimized using a first-order primal-dual method [11].

6 Experimental Results

We evaluate our active learning approach on the benchmark data set from the
University of Graz [14]. It consists of images with ground truth segmentations
and user scribbles. As our method applies for foreground and background seg-
mentation we chose a subset of 44 images from the dataset which contain only
two object classes. As performance measure for this benchmark we use the f;
measure, which is defined as the harmonic mean of precision and recall.

6.1 Benefits of the GP classifier

We compare our approach with the method of Nieuwenhuis and Cremers [§].
There, the data term is computed using a Parzen window (PW) estimator, and
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Fig.3: (a) Average f-measure over 8 active learning rounds. The GPC steadily
improves the segmentation, because its label queries are more informative for
classification. In contrast, the Parzen window only improves slighty and then
remains at a lower performance level. We also show GPC results where new user
scribbles are chosen randomly and not based on the entropy. This also improves
the segmentation, as it increases the training data, but it is worse than the
entropy-based method. (b) Run time of online and offline inference, averaged
over all images. Note that in batch 0, the online and the offline method take the
same time, because they both build up the initial covariance matrix. However,
in later steps the online computation time drops down significantly.

the training data consists of color information and positions of user scribbles.
We use the same idea, but employ a GPC instead of the PW. Our benefit is
the ability to detect misclassifications using the predictive uncertainty, which is
more strongly correlated to incorrect classifications than for the PW. As a result,
in active learning the GPC generates more informed questions (see Fig. 1). For
a quantitative evaluation, we ran active learning with the GPC and the PW on
the Graz data set (Fig. 3a). Both approaches perform equally well in the first
rounds, but then the GPC (red curve) outperforms the PW (blue curve), because
it asks more informed label queries, while the PW tends to be overconfident. We
also show the results for randomly selected scribbles (magenta curve) instead of
those with the highest uncertainty. We see that random sampling also improves
the classification, as it provides more training data in every round, but the
improvement is smaller compared to selecting the most uncertain segments. This
is because the GP requests the more informative user scribbles.

Some results from the Graz data set are shown in Fig. 4. The left column
shows the images with the inital user scribbles. Columns two and three show
the uncertainties of the GPC (brighter is more uncertain) and the segmenta-
tion after the first learning round. The general segmentation is good, but small
miclassifications occur. However, these often correspond to locations of high un-
certainty, e.g. the lower right corner of the helicopter image or the third peg on
the wardrobe: here the classification is incorrect, but the uncertainty is also high.
This enables the classifier to correct the error in subsequent training rounds.
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[

Fig.4: Examples from the Graz benchmark. First column: original images with
initial user scribbles. Second column: classification uncertainties after the first
learning round. Third column: resulting segmentation after the first round.
Note how the algorithm misclassifies some small areas, but the classification in
those same areas is often very uncertain (see, e.g., the third peg on the wardrobe).
Thus, the errors can be corrected by querying more useful, i.e. informative user
scribbles. Last column: final results, obtained after a few further active learning
rounds (between 1 and 5). Here, a high-quality segmentation is obtained.

6.2 Advantage of the Online Inference Algorithm

As mentioned in Sec. 4.1, we use a very efficient online class prediction step. Note
that this is different from an online training step: while the latter is inherently
provided by the IVM approach, the former is a novel contribution. In Fig. 3b,
we show its benefit over the standard offline technique in every active learning
round. Observe that for all but the first learning round the average run time
drops from the order of minutes to the order of seconds. Also note that the
increase in run time over the learning rounds is super-linear in the offline case,
where for the online method it is roughly linear. In the first round, the online
and the offline method perform the same steps, because every pixel is compared
to all training points. Currently, we compute this in parallel on 8 CPU threads,
but we expect a substantial speed-up when using a GPU implementation.

7 Conclusions

We present an efficient active learning approach and show its application to inter-
active segmentation. Our method learns models for background and foreground
adaptively by informed questions based on the classification uncertainty and uses
a regularizer that favors regions with smooth contours. To make the classification
process efficient, we use an online update method that incrementally estimates
the class posteriors. This reduces computation time substantially, without re-
ducing the high segmentation performance of the active learning method.
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Abstract. In this paper, we propose a method to combine unsuper-
vised and semi-supervised learning (SSL) into a system that is able to
adaptively learn objects in a given environment with very little user in-
teraction. The main idea of our approach is that clustering methods can
help to reduce the number of required label queries from user interac-
tion, and at the same time provide the potential to select useful data
to learn from. In contrast to standard methods, we train our classifier
only on data from the actual environment and only if the clustering gives
enough evidence that the data is relevant. We apply our method to the
problem of object detection in indoor environments, for which we use a
region-of-interest detector before learning. In experiments we show that
our adaptive SSL method can outperform the standard non-adaptive
supervised approach on an indoor office data set.

Keywords: Semi-supervised learning, active learning

1 Introduction

Current machine perception systems often rely on their capabilities to automat-
ically learn a mapping from the set of potential observations to a set of semantic
annotations, for example class labels from a natural language. The biggest chal-
lenges for the employed learning algorithms are the large amount of labelled data
they usually require, and their potential to adapt to new, unseen environments
and situations. In many applications, and particularly in mobile robotics, this
adaptability is an important requirement, because it is impossible to anticipate
all situations that the robot might encounter before deployment. Therefore, we
investigate learning mechanisms that are capable of adapting to new observa-
tions by updating their internal representation as new information arrives. This
implies that the learning step is performed during operation of the system and
not beforehand, and that the data used for training is acquired online. However,
the main question is: what are good data to train on? A good answer to this
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question directly leads to a shorter training time and in a reduced amount of
required human data annotations.

In this paper, we address this question using a simple, but effective idea:
Before asking the human supervisor for a semantic label, we group the observed
data into clusters using unsupervised learning. Then, our algorithm queries one
common label for each cluster from the supervisor and uses the so obtained
training data in a semi-supervised learning step. This approach has two major
advantages: first, it further reduces the amount of human intervention signifi-
cantly by asking labels for multiple instances at the same time. And second, it
gives us the potential to pre-select interesting data to train on, for example by
asking labels only for clusters that are significantly represented. We apply our
method to the problem of object detection in indoor office environments, and we
show in experiments that this adaptive way of learning can outperform the stan-
dard approach, where a purely supervised classifier is learned before observing
the actual test data.

2 Related Work

Our work is mostly related to the area of semi-supervised learning (SSL) and
transductive learning methods, which have become very popular in the last
decade. A good overview of this field is given by Zhu [1,2], who also proposed
a graph-based SSL method named Label Propagation. Other methods include
the sparse Gaussian Process classifier with null category noise model [3], semi-
supervised boosting [4] and the transductive Support Vector Machine (tSVM)
[5]. In our work, we also use unsupervised learning as in [6] and combine it with
a tSVM to reduce the required interaction with the human supervisor even fur-
ther. Example applications of SSL in computer vision include image classification
from labelled and unlabelled, but tagged images [7], object recognition [8], and
video segmentation [9].

Furthermore, our work is also related to the area of active learning, because
it involves a user interaction step, for which queries for class labels are actively
generated. A good overview on the active learning literature is given by Settles
[10]. One interesting example of active learning is the work of Kapoor et al.
[11] on object categorization using a GP classifier (GPC), where data points
possessing large uncertainty (using posterior mean and variance) are queried for
labels and used to improve the classification. Triebel et al. [12] use active learning
for semantic mapping where a sparse GP classifier actively learns to distinguish
traffic lights from background. In contrast to classical active learning methods,
our approach chooses the data to be asked for labelling based on a relevance
criterion rather than, e.g. based on the entropy of the underlying classifier.

3 Combined Unsupervised and Semi-Supervised Learning

Fig. 1 gives an overview of our proposed semi-supervised learning method. We
start with a sequence of input images and determine first an appropriate set of
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Image nggﬁea;e SIFT Rle'c;]t\:rr;?f Unsupervised Cluster Semi-
Se uegnce usin Feature (ROIs) from | || Learning Labels from Supervised
a 9 Extraction (Clustering) Human Learning
Superpixel Patches Supervisor

Region of Interest (ROI) Detection

Classification and Learning

Fig. 1. Flow chart of our proposed system. From a sequence of images, regions of
interest are detected using super pixel segmentation and by comparing the segments
based on SIFT features. Then the resulting patches are clustered. From each cluster, a
subset of patches is used to query object labels from a human supervisor. The resulting
hand-labelled data together with some unlabelled samples is then used to train a semi-
supervised classifier.

rectangular regions of interest named patches. From these patches, we extract
SIFT features (“Scale-invariant feature transform”, [13]) and use them to define
a similarity measure between patches. Based on these similarities, we cluster the
patches using spectral clustering. Then, we select a subset of appropriate patches
from each cluster and query object labels from a human supervisor as described
below. The resulting labelled patches, together with the remaining unlabelled
ones are then passed into a multi-class transductive SVM, which then returns
predicted labels for the unlabelled patches. In the following sections we describe
each step in more detail and give motivations for our algorithm design.

3.1 Region of Interest Detection

Object detection for a given image of a scene is much harder than pure object
recognition, because it is not even known to the algorithm if the object to be
recognized exists in the scene and where it is. The common approach to this
problem is to determine small sub-windows within the image which potentially
contain the object(s) to be classified. In the simplest case, these so-called regions
of interest (ROI) are obtained using a sliding-window approach. However, to re-
duce the number of potential ROIs, we use a different method: Given an image
sequence, we first compute a superpixel segmentation for each image based on
the SLIC algorithm [14]. Then, we compute the bounding box for each segment in
every image. For each such resulting candidate patch, we extract SIFT features
[13] and compare the patches across the image sequence using a similarity mea-
sure s. The motivation for the choice of SIFT descriptor is their high expressive
power and their ability to find good matches even under changes of illumination,
orientation and scale. In our application, object instances do not vary much in
color or texture, which is an ideal condition for the SIFT descriptor. Of course,
in a more general setting, where the appearance between the objects of a class
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Fig. 2. Example result of our ROI detector. From left to right: 1. Original image 2.
SLIC superpixels with boundaries in red, 3. Bounding boxes of the super pixels, 4.
Detected ROIs after threshold.

may vary more, other descriptors, for example based on the geometry may be
more appropriate.

To compute the similarity measure s, we first define a distance function d
between two patches A and B as:

AAB) = -3 [1% - 3l (1)
i=1

where n is the number of matches found by the SIFT algorithm and i iterates over
all these matches. The vectors X; and y; denote the 128-dimensional descriptor
values computed at the key points found by the SIFT method in patches A and
B, respectively. From this distance measure, we define the similarity s between
two patches as:
d(A, B)

max d(4’, B")’ @
ALB!

s(A,B)=1-

thus, s gives values between 0 and 1, where 1 corresponds to maximal similar-
ity. To find patches that contain potentially interesting objects, we compute a
similarity score p for patch A as follows:

p(A) = s(4,B), (3)
B#A

i.e. the score is defined by the sum of similarities to all other patches. The intu-
ition here is that patches that are very similar to many others more likely contain
objects of interest, because they give evidence that there are many instances of
the same object class. Note that our formulation implicitly deals with the prob-
lem that background patches containing walls, the floor, etc., despite occurring
very often will not give a high score, because their appearance is usually much
more uniform, which means that much less SIFT key points are detected on
them.

Using these score values, an ROI is then detected as the patches A for which
p(A) exceeds the average score over an entire image. This simple statistical
method finds patches that stick out in terms of their similarities and has the
advantage that it does not require to introduce a threshold parameter. In our
experiments, this gave good results (see Fig. 2 for an example sequence of our
detector), but of course other methods could be used here.
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3.2 Clustering of Patches

The main contribution of our work is the idea of using unsupervised learning
before employing a semi-supervised method for classification. The motivation
of this approach is two-fold: first, the number of required user interactions, i.e.
label queries, is further reduced compared to standard semi-supervised learning,
because we query only one common label for an entire group (cluster) of data
instances. And second, the clustering step gives us the opportunity to pre-select
interesting data to train on, because typically some clusters can be easily iden-
tified as more relevant for the learning task based on simple characteristics such
as cluster size or similarities of elements within a cluster. The intuition here
is that only those data instances should be learned by the classifier, for which
there is enough evidence that they correspond to a meaningful object class. For
example, in an office environment, usually there are many instances of classes
like telephone, chair or monitor, and the mere fact that there are many very
similar instances makes them highly relevant, for example for a mobile robotic
system operating in the environment. In contrast, in a home environment, there
might be other types of relevant objects, and our approach particularly aims at
finding such relevant classes adaptively.

To perform the clustering step, we use the same SIFT descriptors computed
earlier for each patch and rely on the same similarity measure s to cluster the
patches. We ran experiments with two different standard clustering methods:
k-means clustering and spectral clustering. Both methods have been used very
successfully in many different kinds of applications, and we found that the dif-
ference in performance is not very substantial. We evaluated both methods on
our data using the V-measure [15], which is defined as the harmonic mean of
homogeneity and completeness of the clustering algorithm. In these experiments,
the spectral clustering was slightly better, and it has the further advantage that
it does not necessarily require the number of clusters specified as a parameter.
The reason is that it is based on the eigen decomposition of the graph Laplacian
of the data, and that a method called the eigen gap heuristic can be used to
determine a good value for the number of clusters. For more details on spectral
clustering, we refer to the work of Luxburg [16].

3.3 Querying Object Labels

The next step in our proposed method is to receive class label information from
a human supervisor for the patches that have been clustered beforehand. To
perform this label query, some important considerations need to be taken into
account: On one side, the algorithm should ask the user as few times as possible
to give a label input, because this is one of the main motivations of this work.
Thus, we want to ask only once for each cluster. On the other side, we need to
make sure that the data we provide as training samples to the semi-supervised
learning method is as pure as possible, i.e. ideally there should be no instances
of different objects labelled by the human with the same label. Unfortunately,
no clustering algorithm can guarantee complete purity, neglecting of course the
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trivial clustering that assigns every data point to its own cluster. Therefore, we
propose to use a quality measure ¢ for all patches within a cluster, which is based
on the similarities s computed earlier. Concretely, for every patch A of a given
cluster C, we compute g as the sum of similarities within the cluster:

g(A) =) s(4,B). (4)

BeC

Note that this is different from the scores computed in Eq. (3), because here, our
goal is to find the best cluster representatives. After computing the g-values, we
sort all elements within a cluster in descending order of ¢ and ask one common
label from the user for the first m such elements of each cluster. This policy
gives a good trade-off between the two opposing objectives of generating few
label queries and providing pure training data. Of course, this method does not
guarantee that there are no instances of different object classes that receive the
same label from the supervisor. However, from our experience, the number of
cases where queried data points are inconsistent can be reduced substantially
using this method.

To illustrate this step, Fig. 3 shows an example result of the clustering step,
where each row corresponds to a different cluster and only the first 3 elements
according to the quality measure ¢ are shown. As we can see, in two out of
four cases the first three cluster elements only contain objects of the same class,
and in the other two cases the mistakes made by the algorithm are completely
comprehensible. We also note that the clustering result yields more clusters than
there are actual classes, i.e. we have an over-clustering. This is only a problem in
the sense that it requires the user to give more class labels than actually needed,
but this effect was only minor in our experiments.

3.4 Training a Classifier

As a final step in our approach, we use the labelled data obtained from the
previous step to learn a classifier for the objects discovered in the environment.
Here, we considered three different strategies. First, we investigated the use of
a standard supervised learning method using a linear Support Vector Machine
(SVM). Then, we evaluated two semi-supervised learning techniques, where the
first was a simple nearest neighbour rule, i.e. each unlabelled sample was assigned
the label of the closest labelled sample according to our similarity measure. And
finally, we used a transductive SVM [5] with an RBF kernel. Thus, in addition
to the labelled training set D of size [, the algorithm is also given an unlabelled
set D* = {x} € RP}¥_, of test examples to be classified. Formally, a transductive
SVM is defined by the following primal optimization problem:

Find (y%, ¥3, ..., y5, W, b) so that
1
min§\|w\|2
subject to  y;[w-x; —b] > 1, yj[w-x;—b]>1, (5)

yie{-1,1} Vi=1,..1Vi=1,...k
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Fig. 3. Examples of clusters obtained from the clustering algorithm (every row cor-
responds to a different cluster). For each cluster, we show the first three elements
according to the quality measure defined in (4).

where (x;,y;) are the training examples, y; are the predicted labels for the
unlabelled test example and w is the weight vector. This means, that the trans-
ductive SVM learns from both the labelled and the unlabelled examples, and it
returns label predictions for the unlabelled ones. In that sense, the training and
the inference step are contained within the same common procedure.

From these three methods the worst in our experiments was the standard
supervised SVM, and we did not consider this further. The highest classification
performance was obtained with the transductive SVM, and we give more details
in the experimental section. As feature vectors for training, we compute for
every patch the Hierarchical Matching Pursuit (HMP) descriptor introduced
by Bo et al. [17]. The HMP features are calculated in a multi-layer process
where each layer is computed on a different scale, containing the same three
steps: Matching Pursuit, Pyramid Max Pooling and Contrast Normalization.
The key element in this process is the Matching Pursuit step, which is based
on a sparse coding algorithm known as K-SVD. Given a set of h-dimensional
observations Y = [y!,...,y"] € R"*" (image patches in our case), K-SVD learns

290

Appeared in: German Conference on Artificial Intelligence (KI), 2014



Articles on Active Learning (Chapter EI)

8 Debnath et al.

a dictionary D = [d',...,d"] € R"™ and an associate sparse code matrix
X = [z}, ...,2"] € R™ "™ by minimizing the following reconstruction error,

where z; are the columns of X, the zero-norm ||z;||o counts the non-zero entries
in the sparse code x;, and K is the sparsity level, which bounds the number of
the non-zero entries. The Matching Pursuit step finds an approximate solution
to the optimization problem mentioned above using a greedy approach. Pyramid
Max Pooling is a non-linear operator that generates higher level representations
from sparse codes of local patches which are spatially close. And Contrast Nor-
malization turns out to be essential for good recognition performance, since the
magnitude of sparse codes varies over a wide range due to local variations in
illumination and foreground-background contrast. Bo et al. [17] used a linear
SVM in combination with HMP features and reported very good classification
results. We verified these results using data from the Caltech 101 benchmark,
and we show them in the results section. From this, we conclude that HMP
features exhibit a high amount of expressiveness, because they give very good
classification results for a comparably simple classifier such as the linear SVM.

In practice, the use of HMP features consists of two phases: one where the
dictionaries are learned from some given training data, and one where feature
vectors are computed for new test data based on the sparse codes with respect
to the learned dictionaries. While the first phase can require huge computation
time, as it usually uses a large training data set, the online phase is comparably
fast, as it only requires the computation of a sparse representation for a given
dictionary. We note however, that the dictionary learning step is completely
unsupervised, as it does not require any human-labelled data.

4 Experiments and Results

To measure the performance of our approach, we performed several experiments.
First, we evaluated our method to detect regions of interest. Then, we evaluated
two different semi-supervised learning methods on a benchmark and on our own
data. And finally, we verified experimentally the benefits of using our adaptive,
semi-supervised learning method over a standard non-adaptive supervised strat-
egy. More details about all experiments are given in the following.

4.1 Evaluating the ROI Detector

As mentioned above, our ROI detector finds patches that occur often with high
similarity across images. Therefore, to assess this method quantitatively, we first
created ground truth data for the objects that occurred most frequently in our
data. Concretely, we labelled those ROIs as correct detections, which contained
chairs, monitors or telephones. Results on 7 different images in terms of precision
and recall are given in table 1. We see that our detector tends to find more
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Image 1|Image 2|{Image 3|Image 4|Image 5/Image 6|/ Image 7
Actual ROIs 2 3 2 1 1 2 2
Predicted ROIs|4 4 2 3 3 4 4
Recall 1 0.67 1 1 1 1 1
Precision 0.5 0.5 1 0.33 0.33 0.5 0.5

Table 1. Evaluation of the ROI detector on 7 input images. While the precision is
comparably low, recall is good, which is the main purpose of this step.

ROIs than there actually are, and the recall is much better than the precision.
However, for ROI detection we are actually more interested in recall than in
precision, because missing a candidate for classification is worse than reporting
a background patch as a ROI, as the latter can be handled by the classifier.

For a qualitative evaluation, we show an example result of the ROI detector
in Fig. 4. As we can see here, the detector found the two regions of actual interest,
i.e. the chair and the monitor, and it only returned one false positive.

4.2 Comparison of Adaptive Semi-Supervised Learning and
Standard Supervised Learning

To measure the performance of our adaptive semi-supervised learning method,
we ran experiments on a subset of the standard benchmark data set Caltech
101, and on our own data. The subset consisted of 10 classes (see Fig. 5), for the
Caltech 101 and 3 classes for our data. For both experiments, we used dictionar-
ies for the HMP features that were learned from 10 images per class from the
benchmark set. For the Caltech 101 we did not employ the ROI detector, be-
cause these images already contain one major object and not much background.
Thus, we only clustered the data, computed HMP features for each image and
trained a semi-supervised learner on a mixture of labeled and unlabeled images,
where the labels were obtained from querying the best 3 representatives of each
cluster. The results for the k-nn method and the transductive SVM with RBF
kernel are given in the left column of Table 2. As we can see, the transductive
SVM performs much better than the k-nn approach, and the final accuracy is

Fig. 4. Example result of our ROI detector. The ground-truth ROIs are shown on the
left and the predicted ROIs on the right.
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Fig. 5. Examples from each of the 10 classes in the Caltech 101 data set which were
used for the experiments.

comparably high, given that only very few data samples used for training were
actually labeled.

The same conclusion we can draw for our indoor office data set (see right
column of Table 2). Here, we used 25 ROIs for evaluation, consisting of 6 chairs,
13 monitors and 6 telephones. Again, the transductive SVM performs better than
the naive k-nn approach. Also, it is interesting to see that supervised learning
works well when trained and tested on the same kind of data, but when tested
on data from a different environment, it may fail as in our example. To overcome
such problems our adaptive SSL method seems to be an appropriate approach.

Note that our adaptive TSVM approach gives somewhat worse results than
the standard SVM method on Caltech101. This is because the clustering step for
this data set had to be done using the HMP features and not SIFT, as for our
own data: the appearances of the objects in Caltech 101 are simply too diverse
to compare them using SIFT. However, we experienced that spectral clustering
works worse on HMP features, which means that for Caltech 101 the training
data provided to TSVM was of less quality than if we had chosen standard
supervised learning. For our evaluation, this is however of little importance, as
our method anyhow aims at adapting to a given environment with no previously
labelled data where objects of the same class are not very diverse. An application
of our method to an environment-independent, pre-labelled data set such as
Caltech101 is therefore not very meaningful.

4.3 Number of Generated Label Queries

In another experiment, we investigated the correspondence of the number of
label queries made by the algorithm and the classification accuracy. There are
two parameters that can be set: the number of clusters ¢ and the number m of
patches per cluster, which receive a label after the query (see above). On one
side, we want to have few clusters, i.e. ¢ should be low. However, if there are
more clusters, then the clusters are smaller and therefore purer, i.e. there are
more elements that agree on the true class label. Purer clusters means that we
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Learning method |Caltech 101|Our data
standard SVM 95.25%|  52.00%
adaptive k-nn SSL 55.86%|  58.00%
adaptive TSVM 81.43%|  88.00%

Table 2. Classification accuracy of standard SVM learning and adaptive SSL methods
on different data sets. The standard SVM was trained on a subset of Caltech 101 in
both cases. Thus, while standard supervised learning gives good results when training
and test data are similar, it can perform badly when they are dissimilar. However, our
adaptive SSL performs much better, because it queries the relevant class labels from
the data before learning the classifier. From the two considered methods, transductive
SVMs perform better than the k-nearest neighbour method.

can increase m, without assigning wrong labels to patches, thus we obtain better
training data. This relationship is shown in Fig. 6. If the number of clusters is
small, we get the best accuracy for m = 1. But for more clusters, m = 2 is better,
because by assigning the same label to the first m elements of each cluster, we
get fewer wrong labels. In general we found that having less labels for training
is better than having more, but wrong labels.
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Fig. 6. Accuracy vs. number of clusters and number m (m = 1, 2, 3) of patches receiving
a label from the query. More clusters lead to a higher cluster purity. Then, higher values
of m are more effective, because the tSVM receives better training data.

5 Discussion and Conclusions

Our proposed approach for adaptive semi-supervised learning for object detec-
tion in indoor environments has two major advantages over standard super-
vised learning methods: first, it is able to select informative data to learn from
and to adapt to a given environment by only querying labels for currently ob-
served, situation-relevant data and using them to train a classifier. And second,
it reduces the number of required user interactions by making more informed
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questions about the data based on a pre-clustering step. Our experiments show
that the proposed approach can outperform standard non-adaptive supervised
learning when applied to environment-dependent data.
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